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Abstract
Purpose Automated localization of critical anatomical structures in endoscopic pituitary surgery is crucial for enhancing
patient safety and surgical outcomes. While deep learning models have shown promise in this task, their predictions often
suffer from frame-to-frame inconsistency. This study addresses this issue by proposing ConsisTNet, a novel spatio-temporal
model designed to improve prediction stability.
Methods ConsisTNet leverages spatio-temporal features extracted from consecutive frames to provide both temporally
and spatially consistent predictions, addressing the limitations of single-frame approaches. We employ a semi-supervised
strategy, utilizing ground-truth label tracking for pseudo-label generation through label propagation. Consistency is assessed
by comparing predictions across consecutive frames using predicted label tracking. The model is optimized and accelerated
using TensorRT for real-time intraoperative guidance.
Results Compared to previous state-of-the-art models, ConsisTNet significantly improves prediction consistency across
video frameswhilemaintaining high accuracy in segmentation and landmark detection. Specifically, segmentation consistency
is improved by 4.56 and 9.45% in IoU for the two segmentation regions, and landmark detection consistency is enhanced
with a 43.86% reduction in mean distance error. The accelerated model achieves an inference speed of 202 frames per second
(FPS) with 16-bit floating point (FP16) precision, enabling real-time intraoperative guidance.
Conclusion ConsisTNet demonstrates significant improvements in spatio-temporal consistency of anatomical localization
during endoscopic pituitary surgery, providing more stable and reliable real-time surgical assistance.

Keywords Endoscopic pituitary surgery · Temporal consistency · Anatomical localization · Volatility reduction · Real-time
surgical guidance

Introduction

The pituitary gland, located at the base of the brain near crit-
ical structures such as the optic nerves and carotid arteries,
plays a vital role in hormone regulation [1]. Tumors in this
gland can disrupt hormone secretion and impair vision by
compressing the optic nerves [1]. For symptomatic patients,
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transsphenoidal surgery is the standard treatment, with the
endoscopic transsphenoidal approach (eTSA) increasingly
preferred due to its minimally invasive nature. This tech-
nique allows tumor removal through the nasal cavity and
sphenoid sinus while minimizing damage to surrounding
structures. However, accurately identifying safe entry points
on the sphenoid bone, particularly in the sella region, remains
challenging due to the lack of distinct anatomical features and
the tumor’s invisibility (Fig. 1a). Errors during surgery can
lead to severe complications, such as vision loss or carotid
artery injury [1].

To enhance spatial orientation, optical tracking systems
integrated with preoperative 3D imaging are commonly
used in eTSA [2]. However, these systems disrupt surgical
workflow, requiring surgeons to mentally retain localization
information, which increases cognitive load. Additionally,
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preoperative imaging does not account for intraoperative
anatomical shifts, further complicating decision making.
These limitations underscore the need for real-time, intraop-
erative guidance systems that integrate seamlessly into the
surgical process.

Recent advancements in computer vision have explored
endoscopic video-based techniques to identify the sella and
other critical anatomical structures. PAINet [3] was the first
to address this, with PitSurgRT [4] improving accuracy and
achieving real-time performance. However, these models
rely on discrete image frames, ignoring the temporal conti-
nuity of video data. This can lead to inconsistent predictions
across consecutive frames (Fig. 1b) [5], potentially confusing
surgeons and increasing intraoperative risks [6].

To address these challenges, we propose ConsisTNet,
a spatio-temporal model designed to ensure consistent
anatomical localization during eTSA. ConsisTNet leverages
features from consecutive video frames and employs a semi-
supervised approach to enforce both spatial and temporal
consistency, while based on HRNet [7] and ConvLSTM
[8], our model introduces a novel pseudo-label generation
method tailored for video data. This method enables the use
of temporal information from video sequences, reducing pre-
diction volatility and improving consistency. Unlike prior
research [3, 4], which has largely overlooked this issue, our
work focuses on enhancing the stability of landmark detec-
tion and segmentation in pituitary surgery while maintaining
the high accuracy of PitSurgRT. The key contributions of this
work are as follows:

(1) A novel network architecture, ConsisTNet, that inte-
grates spatio-temporal information to reduce prediction
volatility during eTSA.

(2) A pseudo-label generation method based on CoTracker2
[9] for temporal learning and consistency evaluation in
the absence of ground-truth data.

(3) A detailed analysis of the impact of temporal learning on
reducing prediction variability in pituitary surgical video
sequences.

(4) A real-time implementation of ConsisTNet to meet the
performance requirements of intraoperative guidance.

Related works

Recent deep learning advances have substantially improved
computer-assisted interventions [10–12]. For instance, Staart-
jes et al. [11] employed aU-Net architecture to segment three
endonasal anatomical structures in a proof-of-concept eTSA
study. Das et al. [12] integrated segmentation and object
detection for instrument tracking, subsequently applying this
approach for skill assessment in eTSA on a high-fidelity
phantom.To jointly identify safe entry zones and surrounding

critical structures in eTSA,Das et al. [3] developed PAINet, a
UNet++-based model for segmentation and landmark detec-
tion.AlthoughPAINet showedpromise, it faced challenges in
real-time performance and detection accuracy. Mao et al. [4]
addressed these limitations by introducing PitSurgRT, which
integrates HRNet [7] to improve segmentation and landmark
detection while achieving real-time inference. However, Pit-
SurgRT processes video frames independently, ignoring the
temporal continuity of video data and causing prediction
inconsistencies (Fig. 1b).

To improveprediction consistency, researchers have incor-
porated temporal information into their models. Zhao et
al. [13] proposed SSTAN, a semi-supervised spatio-temporal
attention network that fuses a vision transformer-based atten-
tion mechanism with U-Net to segment polyps in video.
Wang et al. [14] enhanced consistency by aggregating spatio-
temporal features through ConvLSTM [8]. Furthermore, the
multi-stage temporal convolutional network (MSTCN) [15]
has been successfully employed to capture temporal patterns
in video data.

Point-tracking methods have also leveraged temporal
information. Teed and Deng [16] developed RAFT, which
refines dense correspondences iteratively for accurate opti-
cal flow estimation. Doersch et al. [17] presented TAPIR,
a method that tracks arbitrary points through per-frame
initialization and temporal refinement, effectively handling
occlusions and large displacements. Recently, Karaev et
al. [9] introducedCoTracker2, a transformer-basedmodel for
multi-point tracking capable of preserving spatial relation-
ships across frames, even under occlusions.

Building on these advancements, ConsisTNet combines
spatio-temporal learning with semi-supervised techniques to
improve real-time prediction stability in eTSA, specifically
addressing the temporal consistency issues observed in pre-
vious works.

Method

Overview of ConsisTNet

As illustrated in Fig. 2, the proposed ConsisTNet combines
HRNet for extracting high-resolution spatial features, Con-
vLSTM for capturing temporal features, and dual heads
to produce temporally consistent segmentation masks and
landmark coordinates, localizing the safe entry zone and crit-
ical anatomical structures, respectively. To enhance temporal
granularity, CoTracker2-generated pseudo-labels are incor-
porated during training for loss calculations, propagating real
labels to adjacent frames, and addressing the challenge of
limited labeled video data. These strategies improve temporal
consistencywhile preserving the high accuracy of PitSurgRT.
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Fig. 1 a Temporal sequence of
critical anatomical structures
during the sellar phase of eTSA.
b An example of prediction
inconsistency (from PitSurgRT
[4]) between video frame It−1
and It , with inconsistent
predictions highlighted by white
boxes

Fig. 2 ConsisTNet architecture includes: a HRNet backbone; a temporal module; and dual heads. CoTracker2-generated pseudo-labels are utilized
during training to enhance spatio-temporal learning

During training, each input sample comprises three con-
secutive frames, with real labels provided for the last
frame. Two branches process the input sample: One uses
CoTracker2 to generate pseudo-labels for the first two
frames, while the other passes the sample through ConsisT-
Net to generate logits for loss computation. In inference, only
ConsisTNet is used, predicting all three frames of each sam-
ple simultaneously.

HRNet as the spatial module

HRNet’s ability to maintain both high- and low-resolution
representations [7] has proven highly effective in previ-
ous work [4] for eTSA images, outperforming networks
such as UNet++, DeepLabv3+, and PSPNet [3]. ConsisTNet
employs HRNet as its backbone. The input image is down-
sampled to 1/4 of its original size via two 3×3 convolutional

layers with a stride of 2. HRNet consists of four stages, each
with four parallel branches that maintain feature maps at res-
olutions of 1/4, 1/8, 1/16, and 1/32. The first stage includes
4 residual units, while subsequent stages add branches, dou-
bling feature map width at each stage transition. By the final
stage, the feature map widths are 48, 96, 192, and 384 chan-
nels. High- and low-resolution feature maps are fused at each
stage, ensuring effective multi-scale information exchange.
After the final stage, low-resolution feature maps are upsam-
pled and fused with high-resolution ones, resulting in a final
high-resolution feature map with 720 channels.

Temporal module

ConvLSTM is integrated into ConsisTNet to capture tem-
poral features in eTSA videos while preserving spatial
details, making it well-suited for both segmentation and
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landmark detection tasks. The temporal module operates on
HRNet-extracted feature maps using two ConvLSTM layers,
each with 720 input and hidden channels, preserving high-
resolution features for accurate localization. Both layers use
a 3×3 kernel and a stride of 1 to capture spatial details while
learning temporal dependencies. The two-layer module pro-
cesses sequences of feature maps, updating hidden and cell
states to learn short- and long-term dependencies, capturing
hierarchical temporal features.

ConvLSTM cells employ four gates—input, forget, out-
put, and cell state—to control information flow, selectively
retaining or discarding data to maintain relevant features [8].
This enhances prediction consistency, reducing fluctuations
between frames and leading to smoother, more stable pre-
dictions, especially during gradual surgical view changes.
ConvLSTM’s ability to preserve spatial–temporal coherence
while maintaining real-time performance makes it ideal for
improving ConsisTNet’s stability.

Dual-head outputs

Following the temporal module, two heads are connected:
one for segmenting the sella and clival recess and another
for detecting landmarks. The segmentation head uses a 1×1
convolutional layer with stride 1, followed by batch normal-
ization, ReLU activation, and a final 1×1 convolutional layer
with argmax activation and upsampling to recover the orig-
inal resolution. For landmark detection, feature maps pass
through a 1 × 1 convolutional layer with stride 1, average
pooling, ReLU activation, and fully connected layers to out-
put the coordinates of four landmarks.

Tracking-based pseudo-label generation

Manual video annotation is often sparse due to the highwork-
load, typically at lower frame rates, which disrupts temporal
coherence between frames and limits the network’s ability
to learn frame-to-frame consistency. To mitigate this, we
use CoTracker2 to generate pseudo-labels for unannotated
frames, enhancing temporal continuity in the training data.
CoTracker2 can handle occlusions caused by surgical instru-
ments in eTSA, making it ideal for this task. As shown in
Fig. 3a, CoTracker2 can propagate real labels (landmarks
and segmentation masks) from the annotated frame to unan-
notated frames to generate pseudo-labels (e.g., from It to
It−1 and It−2 in Fig. 3a). Since CoTracker2 was originally
developed for point tracking, for mask propagation, we sam-
ple them into sparse feature points, track them across frames,
and reconstruct the mask using concave hull geometry. This
method ensures accurate pseudo-labels for both landmarks
and masks, maintaining temporal coherence.

Loss function

In our previous work [4], we demonstrated the effective-
ness of using Dice loss for segmentation, as well as Wing
loss and Focal loss (FL) for landmark detection. In this
paper,we extend the loss functionby incorporatingPyTorch’s
smooth L1 loss for both tasks. This extension is motivated
by the minimal movement observed during the sellar phase
of surgery, where the endoscope remains largely station-
ary. As a result, predictions for segmentation and landmark
detection should exhibit temporal consistency across frames.
Unlike Dice, Wing, and Focal losses, which measure differ-
ences between predictions and ground-truth/pseudo-labels,
smooth L1 loss promotes temporal coherence by computing
differences between predictions of consecutive frames. This
ensures consistency over time. The overall loss function is
defined as:

Loss = (
w1 · Dice + w2 · L1seg

)

+(
w3 · Wing + w4 · FL + w5 · L1ldmk

)
, (1)

where L1seg and L1ldmk are smooth L1 losses for the seg-
mentation and landmark detection tasks, respectively. The
weights w1, w2, w3, w4, and w5 are hyperparameters that
balance the contributions of the individual loss components.

Experimental setup

Dataset

The dataset consists of 635 manually annotated frames, cre-
ated by four neurosurgeons, extracted from 64 complete
eTSA videos. The videos have a mean duration of 74min,
and each video is divided into four distinct surgical phases
[4]. Our work focuses on the sellar phase, which is critical
for identifying key anatomical structures. For each video, a
10-second segment preceding sellotomywasmanually anno-
tated, with frames initially sampled at 1 FPS. Additional
details about the dataset setup can be found in our previous
works [3, 4]. Due to the inherent difficulty of labeling invisi-
ble features on sphenoidal bones, some anatomical structures
remain partially annotated. The sella and clival recess are
annotated in all frames, while other structures are labeled
in up to 65% of the frames. Our primary focus is on the
sella region, where the tumor is located posteriorly. While
the clival recess is typically visible during the sellar phase,
it is clinically less significant. Nevertheless, it can serve as
a reference to help the model identify the locations of other
anatomies.

To address the challenge of sparse annotations and to
enable the model to learn spatio-temporal continuity, we
resampled the 10-second clips at 3 FPS for training. This
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Fig. 3 CoTracker2 is utilized for: a pseudo-label generation at frames It−1 and It−2 and b consistency evaluation. The arrows indicate the
propagation of annotations in a and predictions in b across consecutive frames using CoTracker2

frame rate balances temporal continuity and computational
efficiency. The manually annotated frames serve as ground
truth, while pseudo-labels are generated for the additional
frames using tracking methods, as detailed in Sect. Track-
ing-based pseudo-label generation. This process augments
the dataset with 1,270 pseudo-labeled frames, increasing the
total number of annotated frames to 1,905. For evaluation,
we adopt a fivefold cross-validation strategy consistent with
priorworks [4], ensuring that all frames from the samepatient
are assigned to the same fold. During inference, the same 3
FPS sampling rate is applied to maintain consistency with
the training setup.

Evaluationmetric

Given the relatively small size of our dataset (64 surgical
videos), to maximize the data available for training while
maintaining rigorous validation,we evaluate themodel in two
aspects by using fivefold cross-validation [18]: prediction
performance and consistency.
Performance evaluation: Performance is evaluated by com-
paring predictions I pt with ground truth I gt at frame It .
Metrics include Intersection over Union (IoU) and F1-score
score for segmentation, aswell asmean distance error (mDis-
tance) and the percentage of correct keypoints (MPCK5,
MPCK10, MPCK20) for landmarks. MPCK10, for instance,
denotes the percentage of landmarkswithin 10%of the image
height (72 pixels) from the ground truth. Our prior clini-
cal study [4] validated MPCK20 as a reliable and clinically
meaningful criterion for selectingmodels that are sufficiently
accurate for surgical guidance.
Consistency evaluation: Inspired by Varghese et al. [19],
temporal consistency is evaluated using CoTracker2. As
shown in Fig. 3b, the model’s segmentation and landmark
predictions I pt−1 are propagated from frame It−1 to its con-
secutive frame It using CoTracker2, resulting in a tracked
prediction Ĩ pt . Comparing Ĩ pt with model predictions I pt at
frame It ,we calculate themodel’s temporal consistency.Met-
rics such as IoU, F1-score, mDistance, and MPCK are used
for this evaluation.

Training details

Training and validation are performed on a workstation with
an NVIDIA RTX A6000 GPU (48 GB). The HRNet back-
bone, using pre-trained weights from PitSurgRT [4], remains
frozenwhile training other components of ConsisTNet. Opti-
mization uses SGD with a 0.9 momentum, and the learning
rate starts at 0.01, decaying linearly to 0.0001 over 200
epochs. For the first 50 epochs, only the temporalmodule and
segmentation head are trained, with the landmark detection
head frozen. In the remaining 150 epochs, all components
except for HRNet are trained jointly. The weights for w1,
w2, w3, w4, and w5 are set to 0.9, 0.1, 0.8, 0.2, and 0.005,
respectively.

The proposed method is implemented in PyTorch 1.13.1,
using Python 3.8.18 and CUDA 11.5. The code is avail-
able at https://github.com/ZH-Mao/PitVideo.git. To achieve
real-time performance, we optimizeConsisTNet onNVIDIA
GPUs using the TensorRT1 technique with 32-bit floating
point (FP32) and FP16.

Results and discussion

Comparison with state-of-the-art methods

Quantitative analysis: We evaluate the performance of the
proposed ConsisTNet against two image-based models, Pit-
SurgRT [4] and PAINet [3], as well as two video-based
models, MSTCN [15] and SSTAN [13]. All models, except
PAINet, use the HRNet backbone with identical weights;
PAINet is based on a pretrained EfficientNetB3 backbone
[3]. While PitSurgRT and PAINet are trained solely with real
labels, the video-based models (MSTCN, SSTAN, and Con-
sisTNet) utilize both real and pseudo-labels. The comparative
results based on fivefold cross-validation are presented in
Table 1.

1 https://developer.nvidia.com/tensorrt.

123

https://github.com/ZH-Mao/PitVideo.git
https://developer.nvidia.com/tensorrt


1244 International Journal of Computer Assisted Radiology and Surgery (2025) 20:1239–1248

Table 1 Performance and consistency evaluation (mean ± std, fivefold cross-validation)

Method Sella Clival recess Sella Clival recess Landmarks

IoU (%) ↑ F1-score (%) ↑ MPCK5 (%) ↑ MPCK10 (%) ↑ MPCK20 (%) ↑ mDistance (pixel) ↓
Performance evaluation

PitSurgRT [4] 66.59 ± 2.29 45.81± 7.19 79.92 ± 1.66 62.51± 6.70 26.08 ± 7.67 68.88 ± 8.55 94.75 ± 4.79 63.05 ± 10.20

PAINet [3] 64.31 ± 2.85 45.32 ± 9.17 78.24 ± 2.11 61.79 ± 9.28 7.92 ± 1.71 34.38 ± 7.47 83.31 ± 6.83 97.12 ± 11.06

MSTCN [15] 64.63 ± 4.47 41.73 ± 8.61 78.43 ± 3.28 58.36 ± 8.80 13.72 ± 11.27 41.05 ± 13.85 85.39 ± 7.84 89.76 ± 18.38

SSTAN [13] 41.52 ± 3.67 23.69 ± 4.63 58.58 ± 3.61 38.07 ± 6.35 13.96 ± 6.43 43.49 ± 13.78 86.24 ± 9.82 88.58 ± 20.20

ConsisTNet 66.84± 3.31 45.08 ± 7.43 80.62± 2.29 60.24 ± 8.21 34.05± 6.54 74.74± 8.97 96.34± 4.94 55.10± 9.77

Consistency Evaluation

PitSurgRT [4] 82.85 ± 1.13 67.41 ± 4.87 90.62 ± 0.68 80.43 ± 3.58 94.14 ± 2.68 98.69 ± 1.01 99.93 ± 0.13 12.79 ± 2.47

PAINet [3] 81.29 ± 1.83 68.23 ± 2.90 89.67 ± 1.12 81.08 ± 2.03 82.70 ± 2.64 97.85 ± 0.69 99.96 ± 0.05 23.49 ± 1.53

MSTCN [15] 80.72 ± 2.51 66.83 ± 5.46 89.31 ± 1.55 79.98 ± 4.10 97.92± 0.53 99.54 ± 0.30 99.98 ± 0.04 4.28 ± 0.53

SSTAN [13] 62.71 ± 4.39 40.71 ± 3.57 76.99 ± 3.27 57.77 ± 3.61 98.09 ± 0.48 99.49 ± 0.31 99.93 ± 0.05 4.24± 0.60

ConsisTNet 86.63± 1.68 73.78± 3.38 92.83± 0.97 84.87± 2.24 97.92 ± 2.02 99.70± 0.18 99.98± 0.04 7.18 ± 1.75

Bolded values represent the highest performance for each metric in the respective column

As shown in the upper portion of Table 1, our proposed
ConsisTNet achieves segmentation and landmark detection
accuracies comparable to those of PitSurgRT. Moreover, it
outperforms other image-based and video-based methods,
including PAINet, MSTCN, and SSTAN, in both accu-
racy and consistency metrics. Regarding the consistency
evaluation, the lower part of Table 1 illustrates a signifi-
cant improvement in prediction stability across consecutive
video frames. Specifically, ConsisTNet increases segmen-
tation consistency by 4.56% for the sella and 9.45% for the
clival recess compared to PitSurgRT in IoU. In terms of land-
mark detection, ConsisTNet markedly enhances consistency,
reducing the mean distance error from 12.79 ± 2.47 pixels
to 7.18 ± 1.75 pixels—a relative improvement of 43.86%.
Qualitative analysis: Fig. 4 presents qualitative results from
four surgeries, comparing prediction accuracy and consis-
tency of segmentation and landmark detection across video
frames. A matrix in the bottom right of each image provides
quantitative results. ConsisTNet demonstrates similar pre-
diction accuracy to PitSurgRT (first row of matrices), often
achieving the best or comparable results in sella segmen-
tation and landmark detection among competing methods.
While MSTCN and SSTAN show strong landmark detection
consistency with lower mDistance (second row of matrices),
they strugglewith prediction accuracy and segmentation con-
sistency, e.g., they exhibit significant errors for landmark
detection accuracy (over 100 pixels) in the first case and
lower segmentation consistency for all four cases. Overall,
ConsisTNet outperforms other methods by balancing supe-
rior consistency and good prediction accuracy.

Using TensorRT, we accelerated the trainedmodels. Com-
pared to the PyTorch model (inference speed: 10.13 ± 0.03
FPS), the accelerated models achieved speeds of 113.10 ±

8.22 FPS (FP32) and 202.00 ± 7.09 FPS (FP16), without
performance loss.

Ablation studies

Accuracyofpseudo-label generation:Following thepseudo-
labeling approach described in Sect. Tracking-based pseu-
do-label generation, we evaluate the accuracy of CoTracker2
bycomparing itwith two state-of-the-artmethods,RAFT [16]
and TAPIR [17]. We propagate annotations from frames
with ground-truth labels to other labeled frames and com-
pare the resulting pseudo-labels against the real labels. For
point tracking and pseudo-label generation using RAFT, we
utilized its optical flow estimates to propagate points across
frames. Specifically, (1) for each point in frame It , we com-
puted the optical flow to frame It−1; (2) the resulting flow
vectors were then used to estimate the new position of the
point in frame It−1; (3) this process was iteratively repeated
for subsequent frames. For the point-trackingmethodTAPIR,
we followed the same pipeline used for CoTracker2 to gen-
erate pseudo-labels, as described in Sect. Tracking-based
pseudo-label generation.

As shown in Table 2, CoTracker2 consistently outper-
forms RAFT and TAPIR for both landmarks and masks,
demonstrating its robustness and confirming that it is themost
suitable method for generating high-quality pseudo-labels in
our occlusion-prone surgical videos.
Effectiveness of each module in ConsisTNet: We per-
form four ablation experiments to assess the effectiveness
of the CoTracker2 module, temporal module, and consis-
tency loss: (1) PitSurgRT trained with real labels only; (2)
PitSurgRT trainedwith real and pseudo-labels; (3) PitSurgRT
with ConvLSTM (no consistency loss), trained with real and
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Fig. 4 Qualitative comparison of prediction performance and consistency between the proposed and compared methods. The IoU for the focused
area, sella, is displayed in the bottom right of each image

Table 2 Ablation study for assessing the accuracy of the CoTracker2 compared with RAFT and TAPIR (single fold)

Method Performance evaluation

Sella Clival recess Sella Clival recess Landmarks

IoU (%) ↑ F1-score (%) ↑ MPCK5 (%) ↑ MPCK10 (%) ↑ MPCK20 (%) ↑ mDistance (pixel) ↓
RAFT [16] 86.59 70.09 92.81 82.41 96.38 99.26 99.59 6.93

TAPIR [17] 55.46 34.66 71.34 51.47 23.37 93.03 100.00 46.01

CoTracker2 [9] 89.23 74.11 94.31 85.12 99.33 100.00 100.00 4.71

Bolded values represent the highest performance for each metric in the respective column

pseudo-labels. (4) PitSurgRT with ConvLSTM and consis-
tency loss, trained with real and pseudo-labels.

The results in Table 3 highlight contributions of each
component. Introducing CoTracker2 alone does not boost
accuracy or consistency because the sellar phase is relatively
stationary and pseudo-labels—generated between consec-
utive ground-truth labels that are 1 s apart—offer limited
additional variation. Moreover, if real labels are obstructed
by surgical instruments, it can lead to incomplete or inac-
curate pseudo-labels. However, adding the temporal module
(ConvLSTM) mitigates these issues by modeling frame-to-
frame dependencies. When combined with the consistency
loss, our model matches the baseline’s accuracy while signif-

icantly improving consistency (see Table 3). Specifically, the
IoU consistency improves by 4.58% (sella) and 6.68% (cli-
val recess), and landmark detection consistency improves by
46.97%, reducing the mean distance error from 11.22 pixels
to 5.95 pixels. A fivefold cross-validation in Table 1 further
confirms the robustness of these enhancements.

Interestingly, addingCoTracker2 alone can initially degrade
performance due to noisy pseudo-labels, especially when
the real labels are occluded by instruments. Although intro-
ducing ConvLSTM recovers some performance, it still lags
behind the baseline, suggesting that temporalmodeling alone
is insufficient for fully leveraging pseudo-labels. The con-
sistency loss proves crucial for refining these labels and
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Table 3 Ablation study for assessing the effectiveness of the CoTracker2 module, temporal module, and consistency loss (single fold)

Method Sella Clival recess Sella Clival recess Landmarks

IoU
(%) ↑

F1-score
(%) ↑

MPCK5
(%) ↑

MPCK10
(%) ↑

MPCK20
(%) ↑

mDistance
(pixel) ↓

Performance Evaluation

PitSurgRT 69.98 53.31 82.34 69.55 24.14 78.68 97.81 55.06

PitSurgRT+CoTracker2 63.22 45.75 77.47 62.78 14.73 61.44 96.55 66.87

PitSurgRT+Cotracker2+ConvLSTM 67.74 47.19 80.76 64.12 22.88 40.44 89.97 84.60

PitSurgRT+Cotracker2+ConvLSTM +Consistency loss 71.16 52.34 83.15 68.71 32.60 84.64 100.00 48.10

Consistency Evaluation

PitSurgRT 82.90 68.83 90.65 81.54 95.65 98.55 100.00 11.22

PitSurgRT+CoTracker2 80.83 64.68 89.40 78.55 94.86 98.46 100.00 12.89

PitSurgRT+Cotracker2+ConvLSTM 83.67 70.02 91.11 82.37 98.39 99.79 99.89 8.33

PitSurgRT+Cotracker2+ConvLSTM +Consistency loss 86.70 73.43 92.88 84.68 99.69 99.90 100.00 5.95

Bolded values represent the highest performance for each metric in the respective column

Table 4 Ablation study for assessing the impact of the hyperparameters on model performance (single fold)

Weights [w1, w2, w3, w4, w5] Sella Clival recess Landmarks Sella Clival recess Landmarks Overall* ↑
IoU (%) ↑ MPCK10 (%) ↑ IoU (%) ↑ MPCK10 (%) ↑
Performance Evaluation Consistency Evaluation

[0.9, 0.00, 0.8, 0.2, 0.000] 67.74 47.19 40.44 83.67 70.02 99.79 274.54

[0.9, 0.01, 0.8, 0.2, 0.001] 71.29 56.73 69.28 85.53 70.87 99.46 310.95

[0.9, 0.05, 0.8, 0.2, 0.001] 70.85 55.57 78.37 85.57 72.31 100.00 320.52

[0.9, 0.10, 0.8, 0.2, 0.005] 71.16 52.34 84.64 86.70 73.43 99.90 326.36

[0.9, 0.15, 0.8, 0.2, 0.010] 70.90 53.39 80.56 86.57 74.62 99.79 323.10

[0.9, 0.20, 0.8, 0.2, 0.020] 70.81 52.69 80.13 86.96 74.89 100.00 322.81

Note: * The overall score is calculated as
[
IoUS+IoUC

2 + MPCK10
]

Per.
+

[
IoUS+IoUC

2 + MPCK10
]

Con.
, where IoUS and IoUC represent the IoU

metrics for the Sella and Clival recess, respectively. Here, Per. and Con. are abbreviations for performance and consistency evaluations, respectively.
The bolded value represents the overall highest performance and consistency achieved by the model

temporal features. Only with all components—CoTracker2,
ConvLSTM, and the consistency loss—does performance
exceed the baseline, demonstrating a synergistic effect for
surgical video analysis.
Selection of hyperparameters: Following PitSurgRT [4],
we incorporate a temporal module and a pseudo-label gen-
eration module to capture temporal continuity in this work.
Alongside the Dice, Wing, and Focal losses from PitSurgRT
[4], we add two L1 losses to foster frame-to-frame predic-
tion consistency. While we retain the same weights for Dice,
Wing, and Focal losses, we fine-tune the L1 loss weights.
Table 4 illustrates the impact of these hyperparameters on
model performance. To balance accuracy and consistency,
we consider an overall score (last column in Table 4), which
indicates that assigning weightsw1 = 0.9, w2 = 0.1, w3 =
0.8, w4 = 0.2, and w5 = 0.005 is optimal for this task.

Conclusion

This paper introduced ConsisTNet, a novel spatio-temporal
model designed to enhance consistency in anatomical local-
ization during eTSA. ConsisTNet integrates HRNet for
feature extraction, a temporal module using ConvLSTM,
and CoTracker2 for pseudo-label generation and consis-
tency evaluation. Our results demonstrate that ConsisTNet
outperforms both image-based and video-based state-of-
the-art methods in accuracy and consistency. Notably, it
achieved significant improvements in segmentation and land-
mark detection consistency compared to our previous model,
PitSurgRT. The optimized implementation using TensorRT
enables real-time performance. This work represents a sig-
nificant step toward more reliable and stable anatomical
localization in eTSA, potentially enhancing surgical preci-
sion and safety. Future work will deploy this system and
assess clinical impact. In addition, given the relatively small
size of our current dataset, we are actively working on col-
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lecting and annotating additional surgical videos, which will
enable more comprehensive validation of our approach in
future studies.
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