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Abstract

Large Language Models (LLMs) often pro-
duce plausible but poorly-calibrated answers,
limiting their reliability on reasoning-intensive
tasks. Recent research suggests that Chain-of-
Thought (CoT) reasoning paths are inherent
in pre-trained LLMs and can be elicited by
simply altering the decoding process, where
the presence of a CoT path correlates with
higher answer confidence.

Building on these insights, we present Re-
inforcement Learning from Self-Feedback
(RLSF), a post-training stage that utilises
the model’s intrinsic confidence as a self-
generated reward. By generating multiple
CoT decoding beams from a frozen LLM,
we compute the confidence of each final
answer span and rank the resulting traces
accordingly to create synthetic preferences.
These preferences are subsequently utilised
to fine-tune the policy through standard
preference optimisation, requiring no human
labels, gold answers, or externally curated
rewards.

RLSF simultaneously (i) refines the model’s
probability estimates—restoring well-behaved
calibration—and (ii) strengthens step-by-step
reasoning, yielding improved performance
on arithmetic reasoning and multiple-choice
question answering. By converting a model’s
own uncertainty into structured self-feedback,
RLSF affirms reinforcement learning on
intrinsic model behaviour as a principled and
data-efficient component of the LLM post-
training pipeline. Our results demonstrate
that leveraging these inherent reasoning capa-
bilities provides a robust path for enhancing
model reliability without manual prompt
engineering or external supervision. !

1 Introduction

Large Language Models (LLMs) have demon-
strated remarkable capabilities in text generation

!Code is available under https://github.com/
carelvniekerk/ConfidentLLM.
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Figure 1: An overview of the RLSF preference data gen-
eration.

and comprehension (Brown et al., 2020; Ouyang
et al., 2022). However, performance often suffers
on tasks requiring extended logical chains, where
consistency and accuracy are difficult to maintain
during multi-step inference (Kambhampati, 2024).
Furthermore, LLM outputs are frequently poorly
calibrated, as expressed confidence rarely predicts
actual accuracy (Bai et al., 2022; Tian et al., 2023;
OpenAl et al., 2024a). This miscalibration leads
to overconfidence in complex tasks, making it chal-
lenging to identify when a model’s output is trust-
worthy.


https://github.com/carelvniekerk/ConfidentLLM
https://github.com/carelvniekerk/ConfidentLLM
https://arxiv.org/abs/2507.21931v3

Reliable confidence estimates are vital; a model
claiming 90% certainty should be correct in 90%
of cases. Yet, standard post-training methods like
RLHF, while improving performance, often fur-
ther degrade calibration (Bai et al., 2022; Tian
et al., 2023; OpenAl et al., 2024a). This para-
dox means that common alignment techniques can
make models more helpful but simultaneously less
reliable.

Inherent Reasoning and Decoding To improve
reasoning, Chain-of-Thought (CoT) prompting en-
courages intermediate steps (Wei et al., 2022;
Kojima et al., 2022), while newer architectures
are specifically trained to produce reasoning
traces (OpenAl et al., 2024b). Recent research in-
dicates that CoT paths are inherent in pre-trained
models and can be elicited simply by altering
the decoding process without explicit prompt-
ing (Wang and Zhou, 2024). Crucially, the pres-
ence of these inherent Col paths correlates with
significantly higher confidence in the final answer.
This suggests that token-level confidence is a ro-
bust proxy for reasoning quality, effectively sepa-
rating sound logical paths from flawed sequences.

While Col-decoding effectively elicits these
abilities, the required inference-time compute is
an order of magnitude higher than standard meth-
ods. Moreover, most existing calibration tech-
niques rely on labelled correctness data, which
severely limits their scalability (Tian et al., 2023;
Kapoor et al., 2024).

Learning from Inherent Confidence We build
upon the insight that inherent CoT paths are linked
to higher answer confidence. Instead of using
this metric only for inference-time selection, we
use it as a signal to generate preference data for
model alignment. By ranking generated reasoning
traces based on answer span confidence, we can
train a reward model that captures the characteris-
tics of high-quality reasoning. Similarly, humans
can use internal confidence as a feedback mecha-
nism for learning in the absence of external super-
vision (Ptasczynski et al., 2022).

We introduce Reinforcement Learning from
Self-Feedback (RLSF), a post-training stage us-
ing the model’s own confidence as an intrinsic re-
ward (Figure 1). RLSF advances self-training in
three ways: (1) it uses the link between decoding
confidence and reasoning paths to create synthetic
preferences without human labels; (2) it explicitly
optimises for calibration by refining probability es-

timates via self-generated rewards; (3) it strength-
ens step-by-step reasoning through reinforcement
learning, achieving the benefits of Col-decoding
at baseline inference costs.

RLSF augments standard post-training
pipelines, including supervised fine-tuning
and preference optimisation. While generating
CoT beams for training data increases initial costs,
the final model maintains a 1x inference speed,
making it highly efficient.

Contributions We evaluate RLSF on logical rea-
soning and multiple-choice tasks where accuracy
and calibration are typically low. Our main contri-
butions, confirmed in Sections 4 and 5, are:

1. We show that token-level confidence from in-
herent reasoning paths is an effective reward
signal for improving answer-level calibration.

2. We demonstrate that RLSF provides a prac-
tical alternative to CoI-decoding by offering
similar performance gains at standard infer-
ence costs.

3. We provide evidence that meaningful reward
models can be derived without human labels
or external demonstrations using only task-
specific prompts.

4. We confirm that RLSF does not amplify
safety-related biases, allowing for safe inte-
gration into standard post-training workflows.

2 Related Work
2.1 Confidence Estimation in LLMs

Well-calibrated confidence estimates are essential
for the reliability of LLMs in decision-support
tasks (Wang and Zhou, 2024). While super-
vised fine-tuning often preserves token-level cal-
ibration (Kuhn et al., 2023; Xiao et al., 2022),
alignment via RLHF frequently degrades it, as
reward signals prioritise human preference over
calibrated uncertainty (Tian et al., 2023; OpenAl
et al., 2024a). Recent work has moved from single-
token metrics to span-level confidence, which bet-
ter reflects the correctness of complex reason-
ing chains (Kojima et al., 2022; Wang and Zhou,
2024). However, existing methods to restore
calibration—such as verbalised confidence (Tian
et al., 2023), auxiliary predictors (Huang et al.,
2025), or calibration-aware tuning (Kapoor et al.,
2024; Bani-Harouni et al., 2026)—remain limited
by their dependence on labelled correctness data.



2.2 Chain-of-Thought Reasoning

Chain-of-Thought (CoT) techniques improve rea-
soning by prompting models to articulate inter-
mediate steps (Wei et al., 2022; Kojima et al.,
2022) or through specific training on reasoning
traces (Chung et al., 2024; Zelikman et al., 2022).
Notably, Wang and Zhou (2024) demonstrated that
CoT paths are inherent in pre-trained models and
can be elicited at inference time by selecting decod-
ing paths with the highest token-level confidence.
Vukovic et al. (2024) utilise a constrained version
of Cdl-decoding for dialogue relation extraction.
While this CoT-decoding bypasses the need for in-
tensive prompt engineering or task-specific fine-
tuning, it incurs an order-of-magnitude increase in
inference cost, limiting its practical deployment.

2.3 Preference Learning and Self-Training

Standard alignment involves reinforcement learn-
ing from human feedback (RLHF; Christiano et al.,
2017; Ouyang et al., 2022) or Direct Preference
Optimisation (DPO; Rafailov et al., 2023). To
reduce reliance on human labels, RLAIF (Lee
et al.,, 2024) and AutoPM (Huang et al., 2023)
use Al-generated feedback to construct prefer-
ence datasets. Self-training methods, such as
REST (Gulcehre et al., 2023) and AfD (Sun and
van der Schaar, 2025), further leverage model-
generated outputs to improve task accuracy. RLSF
builds on these approaches by using intrinsic confi-
dence as a zero-shot preference signal, eliminating
the need for external LLM judges or gold labels.

2.4 Intrinsic Motivation and Self-Reward

Intrinsic rewards allow reinforcement learning to
proceed in environments where extrinsic feed-
back is sparse or absent (Chentanez et al., 2004;
Barto, 2013). In the context of LLMs, this
has been explored through self-generated signals
where models evaluate their own outputs (Klis-
sarov et al., 2024). Drawing from cognitive sci-
ence, confidence-based learning is recognised as a
fundamental mechanism for human learning with-
out external supervision (Ptasczynski et al., 2022),
suggesting a principled basis for using internal con-
fidence as a training signal.

2.5 Bias and Safety Evaluation

Evaluating whether post-training methods amplify
harmful biases is critical for responsible deploy-
ment. Benchmarks like XSTest (Rottger et al.,
2024) detect exaggerated safety behaviours, while

AlpacaEval (Li et al., 2023) provides scalable ap-
proximations to human evaluation using LLM-as-
judge frameworks. Ensuring that RLSF maintains
safety profiles while enhancing reasoning is a key
component of our evaluation.

3 Methodology

Our method builds on the observation from Wang
and Zhou (2024) that in well-calibrated models, an-
swer confidence correlates with reasoning quality
and accuracy. We extend this finding by using con-
fidence as an intrinsic reward signal to train models
that generate well-calibrated responses. This is for-
mulated as a sequential decision-making process
optimised via reinforcement learning to maximise
the confidence of answer tokens.

Notation An auto-regressive large language
model can be viewed as a policy mg with param-
eters O in the reinforcement learning framework.
At the initial time step, the state sg is the initial
input (prompt or a question) q. At each follow-
ing time step ¢, given state s; (the prompt and
previously generated tokens), the policy selects
action a; (the next token w € V) according to the
distribution 7g(a | s). The state transitions to
St+1 = S¢ ® ag, where © denotes concatenation.
Policy parameters are optimised via proximal
policy optimisation (PPO; Schulman et al., 2017).

3.1 Chain-of-Thought Decoding

Chain-of-Thought (CoT) decoding (Wang and
Zhou, 2024) generates multiple reasoning hypothe-
ses for a given input g, then selects the most confi-
dent answer.

For input q, CoT decoding samples the K top-
probability tokens w!, ..., w’ at the first decod-
ing step from mg(w|q). Each token w* seeds a
hypothesis h*, which is then extended via greedy
auto-regressive decoding:

n* « h* © arg max g (w|h*)
w

until the end-of-sequence token is generated.

Answer Span Identification To identify the
answer span gF within hypothesis h*, the text
“So the answer is” is appended to prompt the
model to generate answer tokens gj.. The answer
span g* is then located in h* via string matching
with g}



Confidence Disparity For an answer span g at
position m consisting of M tokens, the confidence
disparity cis:

M-—1
c= = E [ max 7 (W|Sm+i)
M < w
1=0 N— —
most likely token probability ( 1)

— max

mo(wlsims) |
wFarg max wg

second most likely token probability

where S+ = q © hy.p44 1S the context up to the
token being evaluated.

Probability disparity measures the model’s cer-
tainty by computing the gap between the top two
token probabilities at each position in the answer
span, then averaging across all answer tokens. A
large disparity (e.g., 0.9 vs 0.05 = 0.85) indicates
the model strongly prefers one token; a small dis-
parity (e.g., 0.4 vs 0.35 = 0.05) indicates uncer-
tainty between alternatives.

Why disparity rather than raw probability?
Raw token probability can be misleadingly high
due to vocabulary distribution effects—a token
with 0.6 probability might seem confident, but
if the second-highest is 0.55, the model is actu-
ally uncertain. Disparity captures this uncertainty
by considering the full distribution shape. It has
been shown to be more reliable than raw probabil-
ity (Wang and Zhou, 2024).

3.2 Reinforcement Learning from
Self-Feedback

Given an input q, Col' decoding produces K hy-
potheses h',...,h¥, each with confidence dis-
parity ci,...,cx. We rank these hypotheses by
confidence to construct a preference dataset D,
where higher-confidence responses are treated as
preferred over lower-confidence ones.

RLSF with PPO  We train a reward model Ry
on D using the Bradley-Terry preference frame-
work (Bradley and Terry, 1952), then optimise the
policy mg via PPO (see Appendix A for details).
This approach, which we term RLSF with PPO,
follows the standard RLHF pipeline but uses self-
generated preferences rather than human annota-
tions.

RLSF with DPO  Alternatively, D can be used to
directly fine-tune the model via Direct Preference
Optimisation (DPO; Rafailov et al., 2023), elimi-
nating the separate reward model. We term this
RLSF with DPO, though strictly speaking it does
not involve reinforcement learning.

Computational Cost Training RLSF requires
generating K CoTl beams per prompt to construct
D, incurring K-fold cost during the preference data
collection phase. However, once trained, the RLSF
model performs standard greedy decoding at in-
ference time with no additional overhead—unlike
CoTI-decoding which maintains K-fold cost at infer-
ence.

Figure 1 illustrates the complete RLSF pipeline.

4 Experimental Setup

We evaluate RLSF on mathematical reasoning and
multiple-choice question answering tasks to assess
its impact on both calibration and accuracy.

4.1 Datasets

Mathematical Reasoning We use Multi-Arith
and GSMB8K (Cobbe et al., 2021), both contain-
ing arithmetic word problems requiring multistep
computation and reasoning. Prompts consist of the
question only, with no additional formatting.

Multiple-Choice Question Answering We use
CommonsenseQA (Talmor et al., 2019) and ARC
Easy (Clark et al., 2018), which test common-
sense and elementary-level reasoning in a con-
strained answer format. Prompts contain the ques-
tion followed by a list of possible answers.

Reward Model Evaluation We evaluate reward
models on the RewardBench (Lambert et al., 2025)
mathematical reasoning subset. Each instance con-
tains two Al-generated responses to the same ques-
tion, labelled as preferred or rejected by human an-
notators. We use only the mathematical reasoning
subset for models trained on mathematical tasks.

4.2 Models

We evaluate RLSF across models with varying cal-
ibration quality to assess robustness:
Multiple-choice experiments:

e Phi-2 (Javaheripi and Bubeck, 2023) -
a poorly-calibrated model on Common-
senseQA

e Gemma 2 2B IT (Riviere et al., 2024) — a well-
calibrated model on ARC Easy

Mathematical reasoning experiments:

e Gemma 2 2B IT (Riviere et al., 2024) — well-
calibrated baseline



Base Model Further Reward Prompting Decoding Accessible MultiArith GSMSK
optimisation Model Strategy Strategy  Reward Model Accuracy T ECE | Accuracy T ECE |
None DeepSeek  Default Greedy N 79.44 20.75 53.67 42.86
None DeepSeek  Default CoT (10) N 77.77 22.22 58.52 41.46
None DeepSeek CoT Greedy N 67.77 31.61 44.73 50.23

QWEN2.578 RLHF(PPO) URM Default Greedy Y 74.13 23.24 46.82 51.24
RLSF(DPO)  Ours Default Greedy Y 71.62 25.12 50.73 38.15
RLSF(PPO)  Ours Default Greedy Y 78.06 18.35 58.62 41.92
None Gemma Default Greedy N 98.12 7.43 85.57 12.24
None Gemma Default CoT (10) N 99.01 4.12 89.18 10.94

Gemma 2 2B None Gemma CoT Greedy N 98.08 7.18 85.61 12.83
RLHF(PPO) URM Default Greedy Y 97.83 12.73 82.43 17.83
RLSF(DPO)  Ours Default Greedy Y 96.13 10.52 84.74 17.43
RLSF(PPO)  Ours Default Greedy Y 98.83 7.81 88.14 12.54

Table 1: Comparison of RLSF variants and baselines on MultiArith and GSM8K. Accuracy and Estimated Calibra-
tion Error (ECE) are reported across models, decoding strategies, and training paradigms. All models are based on

the RLHF with PPO variants of the base model.

* QWEN 2.5 7B (DeepSeek-Al et al., 2025) —
fine-tuned with DeepSeek R1 distillation

Model selection deliberately spans well-
calibrated and poorly-calibrated cases to test
RLSF’s effectiveness under different initial
conditions.

4.3 Metrics

Answer Accuracy The percentage of model re-
sponses that exactly match correct answers, as-
sessed via numeric equivalence for arithmetic
tasks and exact string matching for multiple-choice
questions.

Expected Calibration Error (ECE) Measures
alignment between confidence and correctness by
binning predictions by confidence level and com-
puting the weighted average of absolute differ-
ences between confidence and accuracy per bin.
For arithmetic tasks, ECE is computed on answer
span tokens; for multiple-choice, on the choice to-
ken. Lower ECE indicates better calibration.

Reward Model Accuracy On RewardBench,
the percentage of instance pairs where the re-
ward model correctly assigns a higher score to the
human-preferred response. This evaluates whether
RLSF-derived reward models capture meaningful
quality signals despite lacking access to ground-
truth labels or preferences.

4.4 Implementation Details

Preference Data Construction For each train-
ing prompt, we generate K = 10 candidate re-
sponses via Col' decoding since its performance
plateaus with this choice of K (Wang and Zhou,

2024). Candidates are ranked by answer confi-
dence disparity to form preference pairs for train-
ing.

Reward Model Training Each reward model is
initialized from the corresponding base LLM with
a scalar regression head attached. The model
is fine-tuned using Low-Rank Adaptation (LoRA;
Hu et al., 2022) via the TRL library (von Werra
et al., 2020). Raw reward values are linearly
rescaled to [—1, 1] for stable training dynamics.

Policy Optimization For RLSF with PPO, we
optimize the base model using the trained reward
model following standard RLHF procedures. For
RLSF with DPO, we directly optimize the base
model on the preference dataset using the DPO
loss. Detailed hyperparameters are provided in Ap-
pendix B.

Baselines We compare RLSF against:

* Base model with greedy decoding — Stan-
dard inference baseline

* CoT prompting — Prepending “Let’s think
step by step” to prompts

* CoT decoding (K=10) — Generating 10
reasoning paths and selecting the highest-
confidence answer (Wang and Zhou, 2024)

* RLHF with URM - Training with the state-
of-the-art URM reward model (Lou et al.,
2025)

All experiments use greedy decoding at infer-
ence unless otherwise specified. We do not use
sampling-based decoding (temperature, top-p) as



our focus is calibration rather than maximum task
accuracy, and preliminary experiments showed
similar calibration patterns across decoding strate-
gies.

5 Results

We first evaluate RLSF’s impact on calibration and
accuracy (Sections 5.1 and 5.2), then validate that
RLSF-derived reward models capture meaningful
quality signals (Section 5.3) and finally assess bias
amplification (Section 5.4).

5.1 Mathematical Reasoning Tasks

Table 1 compares RLSF against baselines on Mul-
tiArith and GSM8K. We evaluate two base mod-
els: QWEN 2.5 7B (fine-tuned with DeepSeek R1
distillation) and Gemma 2 2B (instruction-tuned).
Baselines include Col' prompting, Col' decoding
(K=10), and RLHF with URM.

QWEN 2.5 7B (Poorly-Calibrated Base) RLSF
with PPO achieves the best GSM8K accuracy
(58.62%, matching CoTl decoding) and lowest
MultiArith ECE (18.35%). URM underperforms
RLSF on both metrics despite higher Reward-
Bench scores. Col prompting performs worst, con-
firming that inference-time prompting alone is inef-
fective (Saparov and He, 2023). RLSF with DPO
improves calibration modestly but underperforms
the PPO variant.

Gemma 2 2B (Well-Calibrated Base) CoTl de-
coding achieves highest accuracy (99.01% Mul-
tiArith, 89.18% GSMS8K) and best calibration
(4.12% ECE MultiArith). RLSF with PPO ranks
second (98.83% acc, 7.81% ECE) but eliminates
the K-fold inference cost. This represents a
calibration-efficiency trade-off: RLSF trades slight
calibration degradation (7.81% vs 4.12% ECE) for
order-of-magnitude inference speedup.

When Does RLSF Help? Results reveal a
clear pattern: RLSF provides substantial im-
provements for poorly-calibrated models (QWEN:
53.67%—58.62% acc, 42.86%—41.92% ECE on
GSMBSK) but offers primarily computational bene-
fits for well-calibrated models (Gemma 2). RLSF
is most valuable when: (1) base calibration is de-
graded post-RLHF, (2) K-fold decoding cost is pro-
hibitive, or (3) calibration is prioritised over maxi-
mum accuracy.

Decoding Commonsense QA ARC Easy

Model

Strategy  Accuracy T ECE ] Accuracy T ECE |

Phis Greedy 5446 2512 8518  27.03
CoT (10) 5891 23.11 86.10  24.83

Gemmaa  Greedy 79.6 19.01 96.96 16.12
CMMA = 6T (10) 80.03 15.49 96.28 3.03

Table 2: Comparison of decoding strategies for Phi-2
and Gemma 2 2B IT across multiple-choice tasks.

Training Decoding

Strategy Strategy Accuracy T ECE |
No Greedy 96.96 16.12
No CoT (10) 96.28 3.03
RLSF (DPO) Greedy 97.05 18.83
RLSF (PPO)  Greedy 97.04 5.12

Table 3: Performance on ARC Easy using Gemma 2
under different training and decoding strategies.

Reward Model Visualization Figure 2 shows
token-level rewards from the RLSF reward model.
Correct answers receive high rewards, with inter-
mediate reasoning steps also rewarded (Examples
1, 5). Verbose explanations receive lower scores
(Example 3), indicating learned preference for con-
ciseness. The model sometimes exhibits post-hoc
rationalization (Example 2), suggesting imperfect
reasoning.

Figure 3 demonstrates calibration improve-
ment: both pre- and post-RLSF models answer
incorrectly, but RLSF reduces overconfidence
(0.993—0.712) and increases probability mass on
the correct answer (0.004—0.138).

5.2 Multiple-Choice Tasks

Table 2 shows CoT decoding improves calibration
across models, confirming prior findings (Wang
and Zhou, 2024). We select Gemma 2 (well-
calibrated on ARC Easy) and Phi-2 (poorly-
calibrated on CommonsenseQA) for detailed eval-
uation.

Results (Tables 3, 5) show mathematical reason-
ing findings: RLSF substantially improves poorly-
calibrated models (Phi-2: 54.46%—61.13% acc,
25.12%—19.64% ECE) while offering modest
gains for well-calibrated models (Gemma 2: com-
parable accuracy, worse calibration than CoT de-
coding but at 1x inference cost).

5.3 Reward Model Evaluation

Table 4 compares RLSF reward models
against methods using human preference la-
bels. URM (Lou et al., 2025) and QRM (Dorka,
2024) achieve 97% accuracy using both prompts



Example 1

Prompt: A hardware store sold 10 graphics cards, 14 hard drives, 8 CPUs, and 4 pairs of RAM in one week. The graphics cards cost $600 each,
hard drives cost $80 each, CPUs cost $200 each, and RAM cost $60 for each pair. How much money did the store earn this week?

Response: Let's break down the earnings for each item and then calculate the total: Graphics Cards: Earnings: 10 cards * $600/card = $6000 Hard
Drives: Earnings: 14 drives * $80/drive = $1120 CPUs: Earnings: 8 CPUs * $200/CPU = $1600 RAM: Earnings: 4 pairs * $60/pair = $240 Total

Earnings: $6000 + $1120 + $1600 + $240 =$8960 The hardware store earned $8960) this week. So the answer as a number is 8960

Example 2

Prompt: James initially spent $3000. He returned a TV ($700) and a bike ($500), reducing the cost to $1800. He sold another bike for 80% of its
cost, but since it cost more, he didn’t recover the full $500. Then he bought a toaster for $100, bringing the total to $2100.

Response: He is out of pocket $2100. James initially spent $3000. He returned a TV ($700) and a bike ($500), reducing the cost to $1800. He sold
another bike for 80% of its cost, but since it cost more, he didn’t recover the full $500. Then he bought a toaster for $100, bringing the total to

$2100.

Example 3

Prompt: A magician was selling magic card decks for 2 dollars each. If he started with 5 decks and by the end of the day he had 3 left, how much

money did he earn?

Response: I need to determine how much money the magician earned from selling magic card decks. First, I'll identify the key information
provided: Each deck is sold for $2. The magician started with 5 decks. By the end of the day, he had 3 left. Next, I'll calculate the number of decks
sold by subtracting the remaining decks from the initial number: 5 decks — 3 decks = 2 decks sold. Finally, I'll calculate the total earnings by

multiplying the number of decks sold by the price per deck: 2/decks X '$2'per deck =1$4! Therefore, the magician earned $4]

Example 4

Prompt: Nancy uploaded 41 pictures to Facebook. She put 37 pics into one album and put the rest into 2 different albums. How many pictures

were in each album?
Response: 2

Example 5

Prompt: There are 64 students trying out for the school's trivia teams. If 36 of them didn't get picked for the team and the rest were put into 4

groups, how many students would be in each group?

Response: Here's how to solve the problem: Find the number of students who made the team: 64 students - 36 students = 28 students Divide the
number of students who made the team by the number of groups: 28 students / 4 groups =7 students per group Answer: There would be[7 students

in each group.

_ T

-1.0 -0.5

T -

0.5 1.0

Reward value

Figure 2: Example responses from the RLSF fine-tuned Gemma 2 model. The response words are colored based

on the rewards obtained from the RLSF reward model.

Reward Model Prompt Answer Preference Accuracy
URM LLaMa 3.1 8B Y N Y 97.00
QRM LLaMa 3.1 8B Y N Y 96.80
QWEN 2.5 7B AfD Y Y N 89.29
GEMMA 2 2B AfD Y Y N 73.12
QWEN 2.5 7B RLSF Y N N 76.13
GEMMA 2 2B RLSF Y N N 81.43

Table 4: Reward model accuracy on RewardBench
(Math Reasoning). Columns indicate which compo-
nents (Prompt, Answer, Preference) were used as input
to the reward model.

and preferences. AfD (Sun and van der Schaar,
2025) uses prompts and demonstration answers.
RLSF uses prompts alone, achieving 76-81%
accuracy.

This 16-21 point gap reflects the inherent limi-
tation of self-supervised methods: without ground-
truth preferences, RLSF relies entirely on base
model confidence. However, RLSF shows lower
variance across base models (76% vs 81%) com-
pared to AfD (73% vs 89%), suggesting confidence
disparity provides a more robust signal than out-
put imitation. Critically, as shown in Table 1, Re-
wardBench scores do not predict downstream util-
ity: URM (97% on RewardBench) underperforms
RLSF on actual tasks (74.13% acc vs 78.06% acc
on QWEN MultiArith).

Training Decoding

Strategy Strategy Accuracy T ECE |
No Greedy 54.46 25.12
No CdT (10) 5891 23.11
RLSF (DPO) Greedy 59.79 3091
RLSF (PPO)  Greedy 61.13 19.64

Table 5: Performance on Commonsense QA using Phi-
2 under various training strategies.

Training Dataset Evaluation Dataset Preference (%) 1

GSMB8K + MultiArith XSTest 50.73
CommonsenseQA XSTest 51.82
XSTest XSTest 63.24

Table 6: AlpacaEval win rates on the XSTest dataset.

5.4 Bias Evaluation

Table 6 evaluates whether RLSF amplifies biases
using XSTest prompts (Rottger et al., 2024) with
GPT-40 as judge (Li et al., 2023). Models trained
on task-specific data (GSM8K, CommonsenseQA)
show 50% preference versus base models, indicat-
ing no bias amplification. When trained directly
on XSTest, RLSF reinforces cautious tendencies
(63.24% preference), suggesting safety improve-
ments.



Prompt

You have to do a lot of thinking while studying a new
subject, but it is how you gain what?

Select one of the following:

A. fatigue

B. depression

C. best way

D. weight

E. knowledge

Model Output (Before RLSF)

r
\.

A. fatigue Gaining knowledge often requires mental
effort and can lead to fatigue, as you’re putting in the
time and energy to understand and process new infor-
mation.

Predicted: A, Probability: 0.993

Golden Answer: E, Probability: 0.004

Model Output (After RLSF)

| r

A. fatigue When studying something new, the men-
tal exertion involved can cause fatigue. While the
ultimate goal is to gain knowledge, the immediate ef-
fect of extended cognitive effort can be tiredness.
Predicted: A, Probability: 0.712

Golden Answer: E, Probability: 0.138

Figure 3: Example of calibration improvement via
RLSF. Both responses incorrectly answer “A” instead
of the correct answer “E”, but the post-RLSF model pro-
duces a better explanation with lower confidence.

6 Discussion and Future Work

RLSF adopts a self-supervised paradigm similar to
recent self-training methods but differs in three key
aspects. First, while REST and self-consistency
rely on discrete signals like heuristic filters or ma-
jority voting, RLSF utilises token-level probabil-
ity disparity as a continuous signal for gradient-
based calibration optimisation. Second, RLSF ex-
plicitly targets calibration alongside task accuracy;
on already well-calibrated models such as Gemma
2, it prioritises inference efficiency over marginal
accuracy gains. Third, RLSF uses RL to learn
the reasoning process that generates confident an-
swers rather than merely filtering outputs. This
enables calibration improvements even in poorly-
calibrated base models, where simply selecting
confident outputs would otherwise amplify exist-
ing errors.

The primary trade-off of RLSF is the increased
training cost incurred by K-fold Col beam gen-
eration for preference data construction. How-
ever, once trained, the model performs standard

greedy decoding at inference with no overhead, un-
like CoT-decoding which maintains K -fold costs
at deployment. Consequently, RLSF is partic-
ularly valuable for resource-constrained environ-
ments that require the reliability of confidence-
based decoding without the associated latency.

As a self-supervised step, RLSF augments ex-
isting post-training pipelines (Kumar et al., 2026)
but does not replace RLHF. It refines inherent
behaviours rather than introducing fundamentally
new capabilities or correcting deep-seated pre-
training biases. Our evaluation (Section 5.4) in-
dicates that RLSF does not amplify safety-related
biases, suggesting it can be safely integrated into
production workflows.

Future Work Future research could explore
the iterative application of RLSF, where the
model’s improved calibration is used to gener-
ate even higher-quality preference data in succes-
sive rounds. Additionally, while we focused on
arithmetic and multiple-choice tasks, investigating
RLSF in more open-ended creative or technical
writing domains could reveal how intrinsic confi-
dence scales with subjective quality. Finally, com-
bining RLSF with extrinsic rewards in a hybrid ob-
jective may allow for simultaneous optimisaton of
human alignment and mathematical calibration.

7 Conclusion

We propose Reinforcement Learning from Self-
Feedback (RLSF), a post-training method that im-
proves LLM calibration by using token-level con-
fidence disparity as an intrinsic reward signal. Un-
like existing approaches requiring human labels or
demonstrations, RLSF derives preferences solely
from prompts via Chain-of-Thought decoding.

Experiments on mathematical reasoning (Multi-
Arith, GSM8K) and multiple-choice tasks (Com-
monsenseQA, ARC Easy) demonstrate that RLSF
improves calibration without harming accuracy.
For poorly-calibrated models, RLSF provides sub-
stantial gains in both metrics. For well-calibrated
models, RLSF offers a calibration-efficiency trade-
off: comparable performance to inference-time ag-
gregation methods but at standard inference cost.

RLSF with PPO outperforms DPO, demonstrat-
ing that reinforcement learning effectively incor-
porates intrinsic motivation for calibration. The
method does not amplify biases when applied to
task-specific domains, suggesting safe integration
into production pipelines.



Limitations

While RLSF demonstrates significant improve-
ments in calibration and reasoning efficiency, sev-
eral limitations and associated risks remain. First,
RLSF primarily addresses single-step reasoning
trajectories where the model generates a com-
plete chain of thought before reaching a final an-
swer. Extending this framework to tasks requiring
multi-turn interaction or long-horizon planning re-
mains future work, although intrinsic rewards have
shown promise in augmenting long-term RL meth-
ods (Zhou and Zanette, 2024) and goal-oriented di-
alogue (Wesselmann et al., 2019).

Second, the construction of preference data re-
lies on the existence of inherent reasoning paths
within the base model. If a model is severely under-
trained or lacks the latent capability to generate co-
herent reasoning steps, the token-level confidence
signal may be too noisy to form a meaningful re-
ward. Furthermore, while our experiments span di-
verse model sizes and initial calibration qualities,
our evaluation was conducted on models with up
to 7B parameters. Validating RLSF on frontier
models (exceeding 70B parameters) and even more
complex reasoning benchmarks would be neces-
sary to fully confirm its generalisability across the
scaling curve.

Third, RLSF is a self-supervised method that re-
fines a model’s internal consistency; it does not in-
troduce external “ground truth” knowledge. Con-
sequently, if a model is confidently incorrect due
to factual gaps in its pre-training data, RLSF may
reinforce these errors rather than correcting them.
This suggests that RLSF is best utilised as a refine-
ment stage for reasoning logic rather than a mech-
anism for knowledge acquisition.

Finally, relying entirely on intrinsic confidence
as a reward introduces specific alignment risks.
Optimising a policy against its own internal prob-
ability distributions can create a closed-loop feed-
back system that risks over-fitting to the model’s id-
iosyncratic biases or style preferences. While our
evaluation shows no amplification of safety-related
biases in task-specific domains, deploying an un-
constrained self-rewarding loop could potentially
cause the model to drift from human intent over
multiple iterations, generating highly confident but
unaligned or sycophantic reasoning paths.
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A Reinforcement Learning for LLMs

The goal in RL-optimization is to find the parame-
ters f that maximise the expected discounted return
starting from the initial state under the policy 7y:

T
J(0) =Ex, > _A're, )
t=1

where 7" signifies a point where the chosen token
is the end-of-sequence token. The policy gradient

theorem (Sutton et al., 1999) provides the formula-
tion of gradient for 7y

T-1
VoJ(0) = IEMZ Vologmg(as|st)Ar, (s, at)

t=0
3)

where A (s, a) is the advantage function for pol-
icy m. Instead of directly working with the above
gradient, PPO uses a gradient of the surrogate loss,
which approximates the direction of the gradient
above. The loss applies clipping and a KL penalty
to prevent the small changes in the parameters 6
from having unexpected changes on the policy 7y.
For full details, please refer to (Schulman et al.,
2017) and Appendix A.3.

A.1 Bradley-Terry reward model

When the policy choses the end of sequence to-
ken the system receives the reward from the reward
model r7 = Ry(s7—1 ® ar—1), where sp_; is the
current context and a1 is the end of sequence to-
ken. Ry(s) is another language model optimised
with the Bradley-Terry (Bradley and Terry, 1952)
loss

L (h',h% @) = —Egp1 2y log(o(Rs(q @ h')

4
— Rs(q@ h?)), @

where hypothesis h! is preferred over hypothesis
h? for query q. Since the reward model is utilised
only in the ultimate step, for its estimation, only the
complete sequences are used.

A.2 Direct Preference Optimisation

Given a preference dataset and assuming the
Bradley-Terry preference model, the policy can be
directly optimised with the direct preference opti-
misation (DPO) loss given by

L2y 7r9(h1|Q)
£(H'756) =~ Biqp s 1oz (Bog T2t
_ Blog To(P’la).
Blog ”ref(hg‘q))]
)

where for a query, q hypothesis h! is preferred
over hypothesis h2, 7(h|q) ~ 7(hr|q ® ho.T_1)
and 7 ¢ is the reference LLM before DPO is ap-
plied. DPO bypasses the need to first learn the re-
ward model and then perform reinforcement learn-
ing. Note, however, that discounting of the reward
does not feature in DPO.
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Direct preference optimisation bypasses the
need for reinforcement learning by performing su-
pervised learning with the objective given in Eq 5.
Practically, it is still beneficial to perform some la-
bel smoothing to have better-calibrated responses.

A.3 Proximal policy optimisation

The advantage function A,(s,a) denotes the dif-
ference between the Q-function Q (s, a), which is
the expected return when taking action a in state s
and from then on following the policy 7 and the
value function V. (s), which is the expected return
of state s for policy 7:

Ax(s,a) = Qx(s,a) — Vz(s)

T-1

Qr(s,a) =E, Z ’ylrt+1|st =s,at=a
=0 (6)
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=0

The surrogate loss, consisting of the clipping
term and the KL-penalty term, is given by:

CLIP+KL . molac | se)
0)=E — A
£ ( ) ’ [mm (TF901A (ai ‘ st) v

clip (% l—e 1+ 6) i)
el (505 )
a (7

where clip(z, a, b) ensures that z is within the in-
terval [a,b]. The gradient of the surrogate loss
(Eq 7) approximates the direction of the policy gra-
dient (Eq 3).

To estimate the advantage function A, needed
for the surrogate loss, generalised advantage esti-
mation is used:

T—t—1

1
h
;:0 (YA\)' 0t41  where )

0t =1t + 7YV (st41) — Ve (s¢)

Parameter A € [0, 1] trades off bias (lower \)
and variance (higher \). V is initialised with the
reward model Ry for complete sequences, and pa-
rameters ¢ are updated in such a way so that V; es-
timates observed returns for partial sequences. In
this way, the critic parameterised with ¢ influences
the actor parameterised with 6.

PPO is an online learning algorithm, which
means it needs to adopt exploration during the pro-
cess of optimisation. That is achieved by applying
a temperature parameter to the softmax layer of pol-
icy mp to induce more varied responses.

At:

B Training Configurations

Here, we give relevant configurations to reproduce
the results presented in this paper. The PPO config-
urations are given in Table 7 and are used for every
RLSF with PPO set-up. The DPO configurations
are given in Table 8 and are used in every RLSF
with DPO configuration as well as for AfD. The
supervised fine-tuning is used for AfD (Table 9).

Parameter Value
Learning rate Se-5
Epochs 5
Temperature for exploration 0.7
KL coeflicient 3 0.05
PPO clipping range ¢ 0.2
Discount factor «y 0.98

General advantage estimation A 0.95

Table 7: PPO Training Hyperparameters

Parameter Value
Learning rate Se-5
Epochs 5
Label smoothing 0.01
DPO g 0.2

Table 8: DPO Training Hyperparameters

Parameter Value
Learning rate  5e-5
Epochs 5

Table 9: Supervised Fine-tuning Hyperparameters

C Impact of the Discount Factor ~y

See Table 10 for a comparison of different discount
factors in PPO within our RLSF framework.

Variant MultiArith GSMSK
Accuracy T ECE| Accuracy T ECE |
DPO 96.13 10.52 84.74 17.43
PPO (y = 1.0) 98.52 8.12 87.13 12.49
PPO (v = 0.98) 98.83 7.81 88.14 12.54

Table 10: Discount factor 4v. Gemma 2 is fine-tuned
using RLSF with PPO.
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