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Abstract: Objective: To enable bedside, depth-resolved monitoring of placental oxygenation and 

metabolism, we redesigned the first-generation MAESTROS platform into MAESTROS II, a multispectral 

time-domain near-infrared spectroscopy (TD-NIRS) system. Methods: MAESTROS II combines a 6.5 W 

supercontinuum laser and acousto-optic tuneable filters with a four-channel detection block built around 

hybrid photomultiplier tubes and eight-channel TCSPC electronics. Hardware optimisation, including 

collimated fibre coupling and an inline reference arm, boosted responsivity and narrowed the instrument-

response-function width by more than 40%. A two-step analysis pipeline, comprising spectrally 

constrained two-layer modelling followed by gated Beer–Lambert estimation, yields absolute 

chromophore concentrations and dynamic changes in superficial and placental compartments. Results: 

Basic Instrument Protocol (BIP) and MEDPHOT testing showed improved light harvesting and a narrower 

instrument response function (IRF), translating into mean absolute errors below 10% in the retrieval of μa 

and μs′ in homogeneous media. Monte Carlo simulations across 356 patient-informed anatomies predicted 

an averaged placental sensitivity of 7.30 ± 12.31% across all anatomies. Two-layer blood phantoms 

demonstrated separation of superficial and deep oxygenation with the current method. In preliminary 

clinical use (n = 185 monitoring sessions), a support vector machine (SVM) using both optical features and 

available metadata achieved 92.1% accuracy for risk prediction and 78% for outcome prediction. A 

separate model estimated placental depth directly from optical data with mean error 0.42 cm. Restricting 

analysis to cases with ultrasound or optically measured placental depth below 3.5 cm increased accuracy 

for both risk and outcome to 93.3% and 78.9%, respectively. Conclusion: MAESTROS II improves photon 

harvest, temporal response, and clinical usability, enabling longitudinal, radiation-free assessment of in-

vivo placental physiology. Significance: These first results are encouraging and outline a practical path 

toward early detection of placental insufficiency; ongoing work will tighten absolute accuracy and 

generalisability through refined phantoms, algorithmic updates, and expanded clinical validation. 

INTRODUCTION 
The placenta is a highly specialised organ which develops throughout pregnancy and fulfils the role 

of all major organ systems while they differentiate and mature in the foetus. The primary function of the 

placenta is to provide support to the developing foetus, through the provision of water, nutrients, gases 

and to regulate maternal-foetal interactions through hormone production, as well as removing waste 

materials [1], [2]. Thus, the importance of the placenta in supporting healthy development of the foetus 

cannot be overstated.  Reductions in oxygen and nutrient transfer from the mother to the foetus has 

been linked with numerous adverse birth outcomes including foetal growth restriction which is the most 

prevalent cause of perinatal death after premature birth [3]. Placental dysfunction is also the underlying 

pathophysiology in pre-eclampsia which is a major cause of prematurity and subsequent sequalae [4] .   

 Despite the important role of placental dysfunction in these conditions, little is known about its 

aetiology, and its mechanistic link to these conditions. Historically, placental insufficiency has been 

examined post-birth, with ex-vivo perfusion studies [5], [6], however, ex-vivo studies can be challenging 

to conduct, and the longitudinal assessment of placental function throughout the gestation period cannot 

be evaluated.  

  In-vivo placental function assessment has not been widely used in clinical settings due to 

methodological limitations in imaging modalities [7]. At the time of writing, the primary imaging modality 
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to image the placenta, both structurally and functionally, is through ultrasound imaging. Structurally, 

ultrasounds are often used to assess placental location, cord insertion, and foetal growth. Furthermore, 

the placental blood flow to and from the foetus can also be monitored using Doppler ultrasound, 

providing functional information from various foetal anatomical regions including the umbilical cord, 

middle-cerebral artery and ductus venosus as well as the maternal uterine arteries [7]. However,  

ultrasound offers a static assessment of fetal wellbeing and is highly resource dependent. Additionally, 

ultrasound-derived estimated fetal weight has a 10-15% margin of error with variable reproducibility. 

The use of MRI to monitor the placenta has not seen wide clinical uptake, however developments in 

MRI techniques in research setting promise to provide quantitative measurements of placental function. 

Of particular interest is the ability of MRI to monitor the oxygen usage due to the change in magnetic 

properties of haemoglobin depending on its oxygenation state, the same underlying principle that fMRI 

has been used to assess brain function. Dynamic Contrast Enhanced MRI has also been used to 

monitor maternal perfusion typically using gadolinium as a contrast agent. However, the safety profile 

of gadolinium in pregnancy is unknown, limiting the wide use of this technique [8].  Promising avenues 

of MRI applied to the quantification of placental function, include the application of Arterial Spin 

Labelled, Diffusion-Weighted, and Diffusion-tensor MRI. However, the use of MRI during pregnancy is 

limited due to the accessibility issues surrounding MRI scanners, the high cost of usage and the 

discomfort that can be experienced during the scan.   

In that context, Near-Infrared Spectroscopy (NIRS) is an appealing modality in order to evaluate the 

placental oxygenation. Indeed, this modality has been extensively used to non-invasively monitor the 

oxygenation of multiple tissues such as the brain, breast or muscle [9], [10]. Briefly, NIRS is an optical 

technology that uses NIR light (650 – 900 nm) to probe the tissue. A light source is placed on the tissue 

and a detector is positioned a few centimetres away from the source in order to detect the reflected 

light. Indeed, in the NIR range, light can penetrate deep into the tissue, because the absorption is low 

and the scattering is the dominant interaction process. Moreover, each absorber has a specific 

extinction coefficient which allows to quantify them if multiple wavelength are used. One of the main 

absorbers in the NIR is the haemoglobin in its oxygenated (HbO2) and deoxygenated (HHb) form. 

Therefore, by quantifying these 2 species, NIRS can extract information about tissue oxygenation non-

invasively, and in real-time. 

NIRS have already been used to try to gain insight into placental oxygenation. Kakogawa et al. 

[11] used a commercial NIRS system (i.e. NIRO-300) to monitor the placental oxygenation  in pregnant 

women with uncomplicated pregnancies, threatened preterm delivery, and intrauterine growth 

restriction. The authors concluded that higher tissue oxygen saturation (StO2) suggests decreased 

placental function and that StO2 monitoring may be clinically useful for prenatal management regardless 

of gestational age at measurement. Razem et al. [12] used another commercial system (i.e. Nonin 

Equanox 7600) during labour and found that the number and velocity of placental deoxygenation 

episodes were higher in cases with neonatal acidosis, and that NIRS outperformed cardiotocography 

(CTG) in predicting acidosis. The authors concluded that placental NIRS monitoring is associated with 

fetal/neonatal acidosis and offers superior predictive value to CTG during labour.  

These studies demonstrate potential for placental NIRS, but they used systems not optimised for this 

application. Indeed, one of the key limitations of NIRS is the limited penetration depth of light into the 

tissue. Depending on the specific NIRS technology and algorithm used, this penetration depth can 

change, and the absolute oxygenation values extracted will be highly dependent on these parameters.  

Both instruments above are continuous-wave NIRS (CW-NIRS), the simplest form in which continuous 

light is emitted and attenuated light is detected at centimetre-scale separations. In CW-NIRS the 

source–detector distance strongly influences depth sensitivity. Adapting CW-NIRS for placental 

monitoring can leverage this, and wearable devices have been piloted. For example, Nguyen et al 

[13] developed a wearable, transabdominal CW-NIRS device and demonstrated feasibility in 12 women 

with anterior placentas, reporting lower placental oxygenation in pregnancies with maternal 

complications. Interestingly, this contrasts with Kakogawa et al. [11], underscoring the need to 

standardise measurements and obtain reproducible, instrument-independent oxygenation values. 

 More advanced forms of NIRS may address these limitations. Wang et al [14] have developed a 

system combining frequency-domain NIRS (FD-NIRS) with ultrasound and reconstruction algorithms 

that integrate ultrasound-derived tissue-layer morphology with optical haemodynamic. FD-NIRS uses 

intensity-modulated NIR light and measures both amplitude and phase of the detected light; the phase 

information enables simultaneous estimation of absorption and scattering, unlike CW-NIRS which relies 

on a priori scattering assumptions. Moreover, the specific algorithm developed in this work, based 



multilayer fitting, also increases the reliability of the measurements. Indeed, standard NIRS system 

relies on assuming an homogeneous tissue. This is not the case in placental monitoring where the light 

penetrates multiple layers of tissue (skin, adipose, muscle, placenta). Therefore, using a layered model 

is likely to increase the reliability of the measurement. Using this system in a third-trimester pilot study 

of normal and abnormal placentas, the authors reported that baseline haemoglobin metrics did not 

differ, but that haemodynamic responses to maternal hyperoxia were significantly different, suggesting 

utility for early detection of placenta-related adverse outcomes.  

The variability of reported oxygenation results highlights the importance of establishing reference 

measurements for placental oxygenation to enable fair evaluation of new instruments. To that end, 

Time-domain NIRS (TD-NIRS), would provide the best chances of establishing this standard. Indeed, 

TD-NIRS displays the greatest deep tissue sensitivity. This comes from the fact that the time-of-flight 

dimensions inherently encodes depth in the measurements [10]. Indeed TD-NIRS uses picosecond 

pulses of NIR light into tissue and records the histogram of photon arrival times at a detector. Moreover, 

fitting these time-of-flight data with light transport models allows to recover the absorption and scattering 

information about the tissue.  The use of TD-NIRS is thus the most appealing in order to get reliable 

information of tissue oxygenation in depth. 

However, being able to achieve recording depth above 15 mm is extremely challenging [15]. Indeed, 

the ability to record information about deep tissues is limited by a combination of factors between the 

actual optical properties of the tissues, the instruments, and the algorithm used to extract the information 

[16]. For example, Mora et al [15] showed that the upper limit of the detection of a change in absorption 

generated by a 1cm3 fully absorbing material embedded in a semi-infinite medium could be up to 6 cm 

using an ideal system. However, this capability largely depends on the characteristic of the instruments, 

with the main parameters at play being (i) the responsivity of the detector, (ii) the source power, (iii) the 

shape of the instrument response function (IRF), and (iv) the collection time allowed for the recording. 

A level of acceptable noise also needs to be set in order to fix a threshold to get acceptable signals.    

Given this information, the first step to consider in order to be able to develop a TD-NIRS system 

optimized for deep tissue monitoring is to optimize these parameters in an instrument. To do this, one 

needs to maximise the available power to be able to deliver to the tissue, within the limits of the 

maximum permitted exposure (MPE) [17]. Then, the responsivity of the detection scheme of the 

instrument needs to be maximized. To do so, the main components to look at are the photodetector 

used (i.e., photomultiplier tube (PMT), Silicon photomultiplier (SiPM), etc.) and the interface between 

the tissue and the photosensitive area. Most of the systems are fibres based, and some optical 

components needs to be arranged in order to minimize photon losses at the various interface between 

the detector plan and the tissues. A recent strategy developed is to put the detector directly in contact 

with the tissues to avoid any extra optical component and maximizing detection efficient, by using 

advantages of the SiPM detectors [18]. However, when a high number of wavelengths is needed, the 

application of this method can reveal challenging. Therefore, the design of the detection scheme of the 

instrument needs to be design with other constraints than pure responsivity.    

The photon counting electronic is also a key factor in the capacity of the system to harvest useful 

photons. Indeed, in the recent years, the sustained count rates of time counting electronics has 

drastically [19].  This allows to increase the number of detected photons, without ‘blinding’ the system.    

Finally, the shape of the IRF also plays a major role in order to avoid rejection of early photons to 

later times, reducing the depth specificity. For example, the use of hybrid PMT with reduced afterpulsing 

allows acquisition of TD-NIRS signals over a larger dynamic and temporal range [16] . As the shape of 

the IRF will be influence by all of the components of the instruments (i.e. source, detectors, photons 

counting electronics, optical interfaces), its optimisation will have to be a trade-off between the optimal 

characteristics of all the other components of the system, in order to get a system that allows good 

responsivity, and narrow IRF.   

In this paper, we will report the hardware upgrades of a TD-NIRS system named MAESTROS, that 

had been developed for brain monitoring applications [20]. This instrument had been developed with 

now outdated technologies. Here we will report the redesign of the system, which uses new 

components, and their effects on the improvements of the key characteristics of a TD-NIRS system. 

This evolution enables (i) better responsivity, lower crosstalk and improve depth selectivity, and (ii) to 

improve the overall ease of use in the clinic, via a redesign of the mechanical hardware, and addition 

of a UPS.  

This paper will be structured as followed. Firstly, we will report on the redesign of the system and its 

description. Then we will describe the algorithm developed in order to enhance the sensitivity to the 



placenta of our measurements. Secondly, we will report the precise characterisation of the system, both 

from the point of view of basic characterisation of TD-NIRS systems, using well known protocols like 

the BIP [21] and the Medphot protocols [22],  and of the specific characterisation of the sensitivity to 

deep tissues in the context of an inhomogeneous tissues, via Monte-Carlo simulations of the light 

transport in tissues, and phantoms measurements on 2-layer blood phantoms. Finally, we will present 

preliminary clinical use and a machine-learning proof-of-concept that classifies risk and outcome from 

TD-NIRS-derived physiological features. 

System description 

Overview 
Fig. 1 shows the completed upgraded system, MAESTROS II (Metabolism and hAemoglobin 

Evaluation via a Spectroscopic Time Resolved Optical System II) and schematic of the components. 

The general principle of this instrument is the same as the first version where a supercontinuum laser 

produces broadband light which passes through a dual acousto-optic tuneable filter (AOTF). The 

AOTFs allow the wavelength selection in the NIR range. The two spectrally filtered beams are then 

injected into two optical fibres that takes the light to the tissues. It is worth noting that only one source 

point is used here. The reflected light is then collected by up to four optical fibres, separated from the 

source by a few centimetres. The collected light is then detected by the detection scheme. It first passes 

through variable optical attenuators (VOAs), in order to adjust the signal dynamics before reaching the 

Hybrid photomultiplier tube (H-PMT). The four H-PMT outputs are connected to a multichannel event 

timer and Time-Correlated Single Photon Counting (TCSPC) device (MultiHarp 150, picoQuant). This 

optical scheme allows us to measure the four different distributions of arrival time of photons (DTOF) 

from each of the four H-PMTs, simultaneously. We will bellow briefly describe the emission stage (that 

is mainly unchanged) and detection stage, that has undergone significant redesign. Moreover, we will 

detail the addition of a reference arm, the upgraded hardware and software, and the design of the probe 

to interface with the abdomen, and of an IRF module enabling the measurement of IRF without altering 

the probe.  

Emission stage  
The emission stage principle is the same as the one of the first version, based on supercontinum 

 
Fig. 1.  Schematic illustration of the major system components.  



laser coupled with 2 AOTF, allowing up to 2 source points on the tissue. Briefly, after passing through 

the two crystals, the two spectrally filtered beams are then injected into two optical fibres (see section 

VI - probes and IRF module section for technical details about the fibre used). We used the same AOTF 

assembly and only replaced the laser due to a fault on the previous one. The new laser is a 

supercontinuum FIR-20 (NKT, UK). It has a total power of 6.5 W and a spectral bandwidth ranging from 

475 to 2300 nm. The laser produces pulses at a fixed repetition rate of 78 MHz.    

Detection stage 
The diffused light from the sample is then collected by four optical fibres (see section VI - probes and 

IRF module section for technical details about the fibre used). The collected light first passes through 

variable optical attenuators (VOAs). This VOAs have been modified compared to the first version of 

MAESTROS. The original version of the attenuation scheme could only change between 12 steps with 

predefined Optical Density (OD) levels from 3.5 to 0. This was done to accommodate various light 

levels, but in practice, when measuring on tissues, only 4 steps were used (between 2 and 0 OD). The 

steep changes between OD levels meant that the light level could be sub-optimum. Changes have been 

made to use continuously variable OD (NDC-25C-2 -Thorlabs) between 0 and 2 ODs coupled with a 

piezoelectric motor (ELL14K - Thorlabs) with minimum rotation steps of 0.002°. This resulted in the 

possibility of using up to 135000 steps, allowing a finer adjustment of light levels. The new motor is also 

more compact, reducing the footprint of this feature. Figure 2 displays the original and upgraded optical 

density range of MAESTROS.   

 

 
The PMTs in the original system have been replaced by Hybrid PMTs (H-PMT, PMA Hybrid-50P 

picoquant). These detectors present more or less the same form factor and responsivity. The main 

difference is that H-PMT does not present after-pulsing. Indeed, an ideal single-photon detector 

generates one and only one electric pulse for every incident photon. However, in a real detector, it is 

possible that a single incident photon results in more than one electrical pulse per incident photon. This 

is known as after-pulsing. It is known that PMTs generate after-pulsing with a magnitude of about 1% 

of the main peak. This does not happen with H-PMT (see system’s characterisation for comparison). In 

practice, after-pulsing causes a reduction of depth sensitivity. Indeed, as photons arriving at an early 

time are also producing signals at longer times, this will overlap with the photon that does only arrive at 

later times (i.e. emerging from the deeper tissues). This will create crosstalk between early and late 

photons, thus reducing the depth sensitivity. The use of H-PMT eliminates this problem, improving depth 

sensitivity.    

Moreover, we added light collimator to couple the light from the detection fibres attached to the tissue, 

to the H-PMT. The original implementation of the system did not include any collimators to focus the 

light from the optics fibres to the detector. Thus, even if the fibre tip was positioned close to the detector, 

the absence of collimation resulted in some light loss between the fibre and the detector. Reflected 

 
Fig. 2.  Optical density range . a) MAESTROS I version. b) MAESTROS II version  



collimators (RC02SMA-P01-Thorlabs) are used to collimate the light from the fibre and mounted 

achromatic doublets (AC254-030-B-ML) are mounted to the H-PMT entrance to focus the light onto 

them.   

Finally, the photon counting electronic was changed. As explained previously, the previous detection 

scheme was composed of a TCSPC card and a router, to be able to use a single card. The improvement 

in photon counting electronic has drastically reduced the cost of this element and enabled us to now 

have a unit with 8 independent channels (MultiHarp 150, picoQuant) with comparable characteristics. 

The main advantage of this upgrade is the suppression of any crosstalk between the channels, and the 

increase of the maximum possible photon counts. Indeed, these cards can typically accommodate a 

rate of about 10Mhz. The fact that this maximum rate is not shared between 4 channels can give us at 

least four times an increase in the maximum photon count rate.   

Reference arm 
A reference channel has also been added to the system. Indeed, in a clinical environment, the stability 

of the system can be at risk, as the environment is less controlled than in the laboratory. To monitor the 

system stability, (which will mainly vary with temperature changes), a reference channel has been 

added to the system. It monitors any fluctuation in the signal of the system independently from the 

signal coming from the tissue. To do so, a fraction of the light from the source (1%) is directly injected 

in the detection stage. This allows monitoring of any fluctuation of the temporal distribution of the 

photons due to the system itself. It is worth mentioning that optical fibres of different lengths are used 

in order to avoid any overlap between the light from the reference channel, and the light coming from 

the tissues. The 1% of the source light is collected after the AOTF. The output light of the AOTF is 

connected to a 50cm single core grade-index fibre (Ø62.5 µm Core, 0.27 NA, GIF625 - Thorlabs) and 

directed onto a broadband dichroic mirror (BB1-E03 -Thorlabs) that reflects 99% of the light. The 

reflected light is then injected onto the source fibre directed onto the tissue via a collimator (RC08SMA-

P01 -Thorlabs), and the transmitted light (<1%) is injected into a 6m single core grade-index fibre (Ø62.5 

µm Core, 0.27 NA, GIF625 - Thorlabs) via a collimator (RC08SMA-P01 - Thorlabs), to be direct onto 

the H-PMT. In order to merge the light coming from the tissue and the one from the reference arm, four 

D-Shape mirrors (BBD1-E03 – Thorlabs) are used. The light coming from the AOTF is collimated using 

an achromatic doublet (AC127-025-B-ML - Thorlabs) and the 4 D-Shape Mirror are slightly vertically 

shifted in order to let enough light through to the next stage (see figure 1). The light coming from the 

tissue passes above the D-Shape mirror, enabling to merge the 2 beams without attenuation from the 

reference arm.   

Mechanical hardware and power supply 
As for version one, all of the elements of the system are mounted into a 25U 19” rack mounted on 

castors, to make it transportable. The final dimensions of the system are 95 x 60 x 130 cm. A 1000 VA 

Reo medical isolation transformer which complies with the EN60601 standard (3rd edition) is used to 

achieve a low general earth leakage current to protect the system. Additionally, a 2U Uninterrupted 

Power Supply (UPS, APC Smart-UPS 1500VA) has been added to the system. This addition facilitates 

the clinical use by allowing the system to be powered and transported to other clinical rooms. This way, 

the system does not need to be warmed-up in the same room as it will be used, which can be a 

challenge in demanding clinical environment. It also enables to move it between clinical rooms without 

being turned off, facilitating greatly its use.   

Probes and IRF module 
Two sets of probes were developed. In the following of the paper, the use of these probes will be 

referred to as MAESTROS V.2.0 and MAESTROS V.2.1 for probe V1 and V2 respectively. The first 

version was a prototype to test the usability in the clinic and accommodate for the timeline of the project 

regarding clinical data collection. This was used in the first stage of the project. The second version 

was developed in partnership with pioNIRS, to refine the design and be able to use a IRF module 

enabling the collection of the IRF without undoing the fibres from the holder, which drastically improve 

the simplicity of use of the system in the clinical environment. This is currently the version used by the 

system.  

Probe V1 (MAESTROS V2.0): A 3D-printed flexible probe hosts both injection and detection fibres. 

Optical fibres are coupled to the tissue by means of a prism, which bends light of 90° (Thorlabs -ref), 



thus making it possible to keep the fibres parallel to the probed surface, for improved contact during 

movement of the probed tissue. The fibres used for the source is a single core grade-index fibre (Ø62.5 

µm Core, 0.27 NA, GIF625 - Thorlabs). The fibres used to collect the backscattered light are single core 

multimode optical fibre (0.39 NA, Ø1000 µm, FT1000UMT – Thorlabs). The distance between injection 

and collection points on the sample surface are 2, 3,4 and 5 cm and the fibres length used are all 3 m. 

It is worth noting that these fibres were used due to their availability and time constraint of the project. 

Moreover, the length of 3m was used as, at the time of the redesign, some uncertainties were still 

present in terms of operation of the system. Indeed, the system being used in a clinical environment, 

longer fibres were used as the space restriction were still unclear, even though longer fibres degrade 

the performance of TD-NIRS, as it causes a broader IRF [23] .    

Probe V2 (MAESTROS V2.1): Here the same configuration was used but the probe holder design 

was refined, to be more compact. Also, the optical fibres were changed to improve the optical 

performances of the system. The source fibres used is a 100um core glass, and the detector fibres are 

0.9um core POF fibres. Also, the fibres length was reduced to 1.5m. Indeed, after a few months of 

operation, it was clear that shorter fibres could be used, which can improve the performances of the 

system. The new set of fibres are also more flexible than the previous set, which facilitated its use by 

the clinicians. The IRF module consist of a black box with white 2 opening for the source and the 

detectors. The detector opening is cover with white Teflon to allow the excite all the mode of the fibre 

to record accurate IRF. A reflective surface coats the bottom of the box for the light to be reflected to 

the detectors. A 3D rendering of the ProbeV2 and of the IRF box is presented in figure 3 below.   

 

Software 
The software controlling the system is written in LabVIEW (National Instruments). An all-in-one user 

friendly VI is used to control (1) the MH 150 parameters, (2) the AOTF wavelengths used, (3) the VOA 

level, and (4) the data collection, by setting information of the subject. The data processing workflow is 

performed offline and detailed in the next section.  

Algorithm for extraction of placental parameters 
To analyse the data acquired with the MAESTROS II system, we designed an algorithm to optimize 

the placental sensitivity of the measurement. This algorithm is using a 2-step process including (i) the 

extraction of the absolute information regarding the tissue composition (for the superficial and the deep 

layer) and (ii) the assessment of the changes in oxygenation and metabolism parameters during each 

recording sessions. The following sections will detail these 2 steps. All the processing was done with 

Matlab R2022b.   

Extraction of absolute information of the tissue composition   
The extraction of the absolute information of the tissue composition is done via an optimisation 

procedure looking at minimising the differences between the average distribution of time-of-flight 

(DTOF) recorded in each session and a theoretical model, using the ‘fmincon’ function in Matlab.  

 
Fig. 3.  Left - 3D rendering of the ProbeV2. Right – Rendering of the Probe V2 in the IRF Box. 



The averaging was done to increase the SNR of the signal and provides information about the tissue 

composition which won’t change during the session. Then, the variation of the parameters that can 

change during the session (i.e., tissue saturation (StO2) and [oxCCO]), are calculated for each time 

point in the second step (describe in the following section). This 2-step process is common in TD-NIRS 

as it is assumed that the tissue composition will remains stable over the course of the recording and 

only parameters related to oxygenation and metabolism will change. Thus, they can be extracted in a 

second step by looking at the changes in the signals [24].   

For the extraction of the tissue composition, the parameters of the models are extracted by using a 

spectrally constraint method [25] fitting the data to a 2-layer model [26], [27]  after convolution with the 

IRF. Indeed, the spectrally constraint method has been shown to be more robust to noise [25] , and as 

our system allows the recording of 16 wavelength, we wanted to take advantage of this. Moreover, as 

the tissue that we are targeting cannot be assumed to be homogeneous, using a 2-layer model can 

help to model it more accurately.   

The parameters of the fit are the [HHb] and [HbO2] concentrations, the fat (set to zero for the second 

layer) and water content fraction, and the scattering power and amplitude for the two layers. This fit is 

performed on the average DTOF acquired during each session for the detector at 4cm from 80% of the 

rising edge, to 0.1% of the falling edge of the DTOF. The thickness of each layer is known from the 

ultrasound imaging, and we consider the first layer to be: skin + adipose tissue + muscle, and the 

second layer to be placenta (infinite medium).  

Estimation of the changes in concentrations during the 

recording session 
The changes in the chromophore's concertation ([HbO2], [HHb], [oxCCO]) is estimated using the 

microscopic, modified Beer-Lambert law using 2 gates [28] .  Briefly, by gating the signal, i.e., summing 

all the photon arrived at certain times, we can select the depth sensitivity of the signals, photon arriving 

at later times having a greater probability of reaching deep tissues. The superficial tissues were selected 

using an early gate (50% to 95% of the rising edge of the DTOF) and the detector at 3cm to reenforce 

the selectivity of superficial tissue (as there is a depth dependency on source/detector distances). The 

deep tissues were selected using the same principle using the detector at 4 cm and a late gate (70% 

to 1% of the falling edge of the DTOF).  

Finally, to get the variation in StO2 values, the changes in [HHb] and [HbO2] are added to the absolute 

value of hemoglobins retrieved in the multilayer fit.   

Performance assessment 

Basic Phantom Protocols 

BIP 
The basic Instrument protocol (BIP) enables to evaluate the basic characteristics of an instrument. It 

is especially useful to quantify the improvements between several instrument iterations. The full 

description of the protocol can be found in [29].  

In this paper, we will focus on two metrics that are key and expected to be enhanced by the upgraded 

component: (1) the responsivity and (2) the instrument response function (IRF) characteristics. The 

responsivity is characterised by the capacity of the detection chain to harvest photons. The 

measurement of the responsivity is done by shining a collimated light on a calibrated phantom. Then, 

by measuring the amount of transmitted light detected by the instrument, and by knowing the input light 

intensity, the capacity of the instrument to collect light is calculated and gives an absolute number in 

m2/Sr (see [18] for details).  

The responsivity as function as wavelength of the initial and upgraded instrument is presented in 

figure 4.  



 
We can see that the upgraded instrument can harvest on average (over the entire wavelength range) 

45% more light than the original MAESTROS system (See table 1). This improvement is likely due to 

the addition of the light collimation that have reduced light losses between the fibres and the detectors. 

It is also interesting to see that the gain is higher for longer wavelength. This is especially useful as we 

will receive less photon from the tissue at these wavelengths, so this boost will improve the SNR of our 

measurement in-vivo. 

 
Table 1 Responsivity of systems for 3 selected wavelengths 

Wavelength 

(nm) 

Responsivity 

MAESTROS V1.0 

(m2/Sr) 

Responsivity 

MAESTROS V 2.0 (m2/Sr) 
Improvement (%) 

780 4.33e-10 7.26e-10 40.36 

830 3.63e-10 6.52e-10 44.31 

870 1.62e-10 3.58e-10 54.84 

 

 The IRF is one of the main characteristics of a TD-NIRS system. It governs the ‘temporal blurring’ of 

the DTOF which will affect the depth selectivity of the system. An ideal TD-NIRS system would have a 

very narrow IRF with no after-pulsing.  

 
Fig. 4.  (Top) Responsivity of MAESTROS and the upgraded instrument. (Bottom) Percentage of improvement with the upgraded system. 



 
Figure 5 presents the typical IRF of the original MAESTROS system, and of the upgraded 

instrument.  One can easily note that the after-pulsing have been removed with the upgraded detectors, 

which massively improved the temporal characteristics of the IRF. To quantify the improvement, the 

width at 50%,10% 1% an 0.1% of the maximum are compared before and after the upgrade. These 

values are reported in table 2. We can see a significant reduction in the widths at all thresholds, 

highlighting the narrower IRF of the upgraded system.  

  
Table 2.IRF temporal characteristics of the original and upgraded versions of MAESTROS 

Width V.1.0 
V.2.0  V.2.1 

Width Improvement Width Improvement 

50% 496.35ps 439.69ps 11.41% 292.00ps 41.17% 

10% 974.59ps 837.11ps 14.11% 612.00ps 37.20% 

1% 1659.1ps 1277.5ps 23.00% 1046.7ps 36.91% 

0.1% 3885.2ps 1637.7ps 57.85% 1398.7ps 64.00% 

  

Medphot Protocol 
The MEDPHOT protocol has been designed to test the accuracy of the measurement of the optical 

properties of tissues with TD-NIRS. It consists of a set of solid phantoms with different optical properties 

(i.e., absorption properties: µa, and reduced scattering properties: µ’s). Details about this protocol can 

be found in reference [22].  

In order to measure the optical properties of a phantom (or tissue), one needs to fit the measured 

DTOF to a model of the light transport in tissues. Indeed, the shape of the DTOF will be mainly dictated 

by the absorption and scattering properties of the tissues. An example of the DTOF measured on two 

phantoms is presented in figure 6. More information can be found in the literature about this topic 10. 

The standard way in the MEDPHOT protocol is to fit the DTOF to the solution of the diffusion equation 

for a semi-infinite media.    

We validated the upgraded systems V.2.0 and V.2.1 using the same set of phantoms (BioPixS matrix, 

BioPixS Ltd, Ireland). This set of phantoms was not available during the characterization of the first 

version of MAESTROS (V.1.0), and therefore a direct comparison could not be performed. However, 

these measurements provide a robust validation of the accuracy of the newly developed systems and 

allow assessment of the effect of the probes. 

 
Fig. 5.  IRF characteristic of MAESTROS V.1.0, V2.0 and V2.1. and the upgraded system. Note the sharper IRF (no after-pulsing typical of 

PMTs) 



 
In figure 9, we report the retrieved optical properties of 9 phantoms measured with the MAESTROS 

v2.1 . The Phantom ID are A, B, C for scattering values (5, 9 and 13 cm-1 respectively), and 2,3,5 for 

absorption values (0.05, 0.10,and  0.21 cm-1 respectively). The measurements were repeated 20 times 

per phantom. The mean values and standard deviation of the results are reported with error bars. We 

can see that the linearity of the absorption and scattering property retrieve is preserved, in agreement 

with our previous results [30] .  

In Table 3, we report the accuracy of optical property estimation for the two upgraded configurations, 

MAESTROS V.2.0 and V.2.1, expressed as the mean deviation from reference values at 828 nm. The 

results show that both μa and μs′ retrievals are improved in V.2.1 compared to V.2.0, with mean errors 

reduced from 14.61% to 9.05% for μa (38.06% improvement) and from 11.40% to 7.55% for μs′ (33.77% 

improvement). These values are within the previously reported range for other instruments [30]. 

 

 

 
Fig. 6.  Example of DTOF for 2 phantoms: (red) high absorption, low scattering, (blue) low absorption, high scattering. One can see the 

effect of the absorption (change of the slope of the falling edge of the DTOF), and scattering (change in the peak time of the DTOF) on the 

DTOF. V2.0 used here. 

 
 

Fig. 7.  Results of the MEDPHOT protocol for the MAESTROS V2.1 upgraded system.  



 

 

 

 
Table 3.Accuracy of the optical properties’ estimation for both MAESTROS upgrade configurations (V2.0 and 

V2.1). 

 
mean deviation from reference values 

at 828 nm 
 V.2.0 V.2.1 Improvement 

µa 14.61% 9.05% 38.06% 

µ’s 11.40% 7.55.% 33.77% 

 

Validation of system’s sensitivity to placenta  

Simulations 
Computational assessment of the placental sensitivity to NIR light was evaluated using the Monte 

Carlo eXtreme (MCX) [31], [32]. All simulations were conducted on a local desktop running Ubuntu, 

using two Nvidia GTX 4090. For each simulation 15x109 photons were used and released into a 4-layer 

square volume, not including air. The top layer was skin, followed by adipose, muscle and finally 

placenta. Each voxel of the volume was 1mm3 and each volume was 100 voxels in each dimension. 

The source was placed at the middle-point of the x-y plane of the top layer of the volume. Mimicking 

the MAESTROS system, four detectors were placed at 20, 30, 40 and 50mm away from the source. 

Each detector had a radius of 3mm, to ensure adequate SNR for further analysis. The duration of each 

simulation was set to 1e-8 seconds, with intermediary time-steps of 2e-11s. The time-step duration was 

chosen based on the requirement for adequate GPU memory and to approximate the time-gating of the 

MAESTROS system.   

343 simulations were conducted. Each simulation utilised real-world ultrasound patient data to model 

the thickness of each layer. In particular, the skin, adipose and muscle thicknesses were modelled 

based on patient data, with the remainder of the volume being labelled as placenta. The total 

haemoglobin content in the muscle and placenta layers were fixed to 50µMol and the StO2 to 60 and 

80% for the muscle and placenta layers respectively. 

Optical properties of the skin layer were computed using the fraction of melanosome associated to 

each real patient data. As these were only used to calculate the sensitivities and for computational 

efficiency, we computed the optical properties for one wavelength, 780nm. These were determined 

using the Fitzpatrick scale, where skin is given a number from 1-6 depending on light/darkness, with 1 

being light. From these values, an associated fraction of melanosome was ascribed based on [33]. The 

volume fraction of melanosome relates how much melanosome is present for a skin type, shown in 

table 4, with 6 unique values. 

 
Table 4. Fitzpatrick score link to volume fraction of melanosome 

Fitzpatrick Score Volume Fraction of 

Melanosome 

1 0.0255 

2 0.0255 

3 0.0902 

4 0.155 

5 0.155 

6 0.3055 

 

The absorption coefficient of the skin layer is then computed as the absorption coefficient of the 

dermis, summed with the epidermis. The absorption coefficient for the dermis is computed as [34]:  



  

(1 − 𝐹𝑏)𝜇{𝑎,𝑠𝑘𝑖𝑛𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒} + log(10) · 𝐻𝑏𝑇{𝑑𝑒𝑟𝑚𝑖𝑠}

· ( 𝑆𝑡𝑂2{𝑑𝑒𝑟𝑚𝑖𝑠} · 𝑒𝑥𝑡{𝐻𝑏𝑂2} +  (1 −  𝑆𝑡𝑂2{𝑑𝑒𝑟𝑚𝑖𝑠}) · 𝑒𝑥𝑡{𝐻𝑏}) 

 

  

Where 𝐹𝑏 is the volume fraction of blood in the dermis, 𝐻𝑏𝑇{𝑑𝑒𝑟𝑚𝑖𝑠} is the total haemoglobin in the 

dermis layer of the skin, 𝑆𝑡𝑂2{𝑑𝑒𝑟𝑚𝑖𝑠} is the oxygen saturation in the dermis layer, all parameters 

obtained from [34], except from 𝜇{𝑎,𝑠𝑘𝑖𝑛𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒} which is taken from reference [35].    

 The computation of the epidermis absorption coefficient follows the same method as [34], following 

the formula:  

  

𝐹𝑚𝑒𝑙 ∗  𝜇{𝑎,𝑚𝑒𝑙} +  (1 − 𝐹𝑚𝑒𝑙) ∗  𝜇{𝑎,𝑠𝑘𝑖𝑛𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒} 

 

Where 𝐹𝑚𝑒𝑙 is the volume fraction of melanosome as described above, and the absorption coefficient 

of melanin is obtained from [34] and described as:  

  

519 (
𝜆

500
)

−3

 

  

Following the computation of the absorption coefficients of the dermis and epidermis, these are 

combined to obtain the absorption coefficient of the skin. This was done with the consideration of the 

fractional contribution of each layer to the total skin. Using the formula from [36] the fraction of dermis 

and epidermis was computed based on the thicknesses of the dermis and epidermis, taken as 4550 

micron and 127.2 micron respectively. Thus the final absorption coefficient for the skin is computed as:  

  

𝐹{𝑑𝑒𝑟𝑚𝑖𝑠},𝜇{𝑎,𝑑𝑒𝑟𝑚𝑖𝑠}
+ 𝐹{𝑒𝑝𝑖𝑑𝑒𝑟𝑚𝑖𝑠},𝜇{𝑎,𝑒𝑝𝑖𝑑𝑒𝑟𝑚𝑖𝑠}

 

 

Based on these calculations, the absorption coefficient of the skin layer is dependent on the volume 

fraction of melanosome, therefore for these simulations 4 different absorption coefficients were used, 

based on the specific Fitzpatrick score for each patient.   

 
Table 5. Fitzpatrick score relation with absorption coefficient 

Fitzpatrick score Skin µa (mm
-1

) 

1-2 0.0406 

3 0.0646 

4-5 0.0887 

6 0.1445 

 

The remaining optical properties were constant for each Fitzpatrick score and are listed below. 

 
Table 6. Optical properties used in the simulation 

 Skin Adipose Muscle Placenta 

g 0.83 0.9 0.9 0.9 

n 1.47 1.37 1.37 1.4 

µs (mm
-1

) 14.384 13.647 8.6121 8.8147 

µa (mm
-1

) See table 5 0.0022 0.0119 0.113 

  

Sensitivity Profile 
 Sensitivity profiles for each simulation were computed using the adjoint method [31]. To do so 

simulations for all patients are first acquired with source and detectors in their original positions. The 



output of this is a volumetric flux distribution with units 1/mm2s, for each time-gate. To convert these to 

a volumetric fluence distribution (1/mm2), the volumetric flux at each time-gate is multiplied by the width 

of the time-step, for our simulations this was 2e-11.The simulations are then re-computed with the 

source placed at the position of each detector and the conversion from flux to fluence computed for 

each simulation.   

Finally, the volumetric fluence output of the source to each detector is then convolved with the 

volumetric fluence output of the source placed at that detector location for each time-gate. The output 

of this is a volumetric Jacobian (Δfluence/Δµa), reflecting sensitivity of a given source-detector pair for 

a given time-gate. This process is repeated for each detector. For each simulation sensitivity profiles 

are obtained for each of the four detectors, and at each time-gate.  Time-bins with 0.2ns widths were 

used to assess the sensitivity. First, the 1% of the rising-edge and falling-edge were calculated for each 

TPSF. These served as the bounds within which time-bins would be created. Using these points, the 

number of 0.2ns time-bins were calculated. The first time-bin would begin from the 1% of the rising-

edge and shifted along for the appropriate number of time-bins.  

To compute the sensitivity of each layer for a given time-gate, the sensitivity profiles at said time-gate 

was normalized with respect to the sum of the sensitivity profile at that time gate. The normalised values 

were then summed within said time-gate to provide the sensitivity profile for that simulation. To 

discretise the sensitivities to each tissue layer, the values of the sensitivity profile were then summed 

within each tissue layer and multiplied by 100%. 

Because the placenta is the deepest layer, and following the general mechanism of TD-NIRS, it is 

expected that the latest time-bin will have the highest sensitivity to the placenta layer.  As such, results 

shown in Fig 8 and listed in Table 7 are from the last time-bin.  

 
Table 7. mean and standard-deviation of sensitivity to each tissues type for all simulations 

 Skin Adipose Muscle Placenta 

Sensitivity 

(mean +/- STD) 
3.68 ± 1.48 % 16.77 ± 20.56 % 54.06 ± 16.95 % 7.30 ± 12.31 % 

 

Two-Layer Phantom 
To experimentally validate the measurement of tissue oxygenation in layered media, we replicated 

the design of Sudakou et al [27]  who developed a two-layer blood phantom. We conducted three 

experiments using this approach, varying the thickness of the superficial layer L (10, 16, and 20 mm, 

corresponding to Phantoms P1, P2, and P3, respectively). Each of the three experiments was carried 

out on a separate day. These three thicknesses approximate the 25th, 50th, and 75th percentiles of 

skin-to-placenta distances measured by clinicians via ultrasound in our study cohort. 

 
Fig. 8.  Sensitivity to each tissue type for all 343 simulations.  



The phantoms liquid of both compartments were prepared and continuously stirred using heating 

plates (one per compartment) equipped with 4 mm magnetic stirrers. The plates also included integrated 

thermometers, which maintained the liquid temperature at 37 °C. Blood oxygen saturation (StO₂) was 

manipulated separately in the superficial and deep compartments, one at a time. After filling both 

compartments with buffer, Intralipid, and blood, approximately 80 mL of the mixture was taken from the 

deep compartment, mixed with 10 g of dry bakery yeast (Dove, UK), and poured back in. The deep 

compartment was then fully reoxygenated by bubbling oxygen at 3 L/min through a submerged air stone 

until the dissolved oxygen (DO₂) reading reached 100%.  

Following this initial cycle, yeast (5 g) was added to the superficial compartment in the same manner, 

after which the compartment was reoxygenated once. Finally, the deep compartment underwent an 

additional deoxygenation cycles. In total, the protocol consisted of three deoxygenation steps: one in 

the superficial compartment and two in the deep compartment. This protocol allowed us to investigate 

all combinations of oxygenation states in the superficial and deep compartments. 

Data were acquired with an integration time of 100 ms per wavelength, yielding an effective 

acquisition rate of approximately 0.5 Hz for a full dataset (16 wavelengths from 780 to 870 nm at 6 nm 

steps, across 4 detectors), consistent with in-vivo acquisition settings. To increase SNR, DTOFs were 

averaged over the stable periods of each phantom (approximately 5 min per condition). StO₂ values 

were then estimated for each period using the algorithm described in Section III. 

Table 8 reports the retrieved StO₂ values for the superficial and deep layers under the four oxygenation 

conditions across the three phantoms. 

 

Table 8. Sto2 values retrieved for superficial and deep layer for the 4 conditions and 3 phantoms. 

 Superficial Layer Deep Layer 

ID State P1 P2 P3 State P1 P2 P3 

1 100% 61.81% 89.41% 77.22% 100% 70.42% 87.40% 68.55% 

2 100% 75.73% 77.25% 54.60% 0% 38.60% 61.76% 50.38% 

3 0% 18.78% 26.99% 15.83% 0% 12.15% 24.06% 24.46% 

4 0% 15.93% 28.01% 17.34% 100% 31.45% 35.65% 34.65% 

Clinical use of the system 
In this section, we will report on the use of data recorded with MAESTROS II during monitoring 

sessions of pregnant participants at University College London Hospital. Specifically, we developed 

Machine learning algorithm to evaluate the possibility to classify the risk and outcomes of adverse 

pregnancy based on physiological data extracted from MAESTROS II. Additionally, we have also 

explored the possibility to use the raw data TD-NIRS data to extract information on the placental depth. 

 Clinical data set 
The results reported here will focus on data acquired with the MAESTROS II system 158 monitoring 

sessions on pregnant participants at University College London Hospital between June 2023 and 

December 2024. The study was approved by the local ethics committee (protocol number: 156470). 

The monitoring procedure was as followed: Following identification of placental location with 

Ultrasound Imaging, the MAESTROS probe was positioned on the maternal abdomen directly overlying 

the placenta and secured using a cardiotocography (CTG) belt and adhesive tape. All participants 

underwent TD-NIRS monitoring for a minimum of 30 minutes. Most were monitored in an upright semi-

recumbent position (approximately 70° inclination). In cases of a posterior placenta, real-time 

ultrasound guidance was used to identify the most anterior or lateral placental region accessible from 

the maternal abdominal surface. In cases where skin-to-placenta depth was excessive in the upright 

position (defined as >4cm), left or right lateral maternal positioning was used to reduce the skin-

placental distance to optimise signal penetration  

The data recorded consisted thus of the optical data, the US imaged, used to measure the skin to 

placenta distance, and the CTG data. Moreover, the skin colour of the participants was recorded using 

the Fitzpatrick score. 

The final clinical information gather was based on the clinicians classification of pregnancy as high 

or low risk based on pre-existing medical conditions, obstetric complications, lifestyle factors, age, and 



previous pregnancy complications [37]. Indeed, high risk classification is strongly correlated with 

negative pregnancy outcomes. Pregnancy outcome was identified based on the Near Miss Criteria for 

Stillbirth , such as stillbirth or severe pre-eclampsia [38] . Table 9 summarizes the demographic data 

used. 

 
Table 9. The number of  processed cases with risk and outcome 

Risk Classification Mean Gestational Age Pregnancy Outcome Mean Gestational 

Age 

Low Risk 158 35.2 ± 3.74 

Positive 119 35.1 ± 3.80 

Negative 11 36.1 ± 2.99 

High Risk 27 32.9 ± 3.45 

Positive 13 35.9 ± 0.91 

Negative 14 31.8 ± 3.38 

 

Machine learning algorithms 

Deep learning model for placental depth estimation 
As mentioned earlier, the variable depth of the placenta in the abdomen results in reliability issues 

for monitoring with NIRS. Here, a deep learning model is presented to estimate the placental depth 

using the DTOF measurements from the MAESTROS system positioned on the surface of the 

abdomen.  

 
A 500 MB neural network with two convolutional layers and two fully connected layers was 

constructed using PyTorch and trained to predict placental depth from the 64 data channels (see Figure 

10). The input data was the average of a group of 30 consecutive DTOF time windows (1 to 5 ns), 

acquired in 60 seconds. Training data augmentation involved adding gaussian noise (s.d. 1% max 

intensity), random phase shifts in the time domain (s.d. 0.5 ns), and random dropout of 25% of the 

channels. The cost function was the mean square error between the placental depth measured from 

the ultrasound scans and the predicted value. 

 

 
Fig. 9.  Left:  The average DTOF measured during a TD-NIRS scan, with 16 wavelengths (colour) and 4 source detector distances, next 

to ultrasound images demonstrating the placental depth in those cases. Bottom Right: The distribution of  placental depths according to the 

ultrasound scans among the 128 participants. 



 
Input gradient-based saliency [39] was applied to explain which features of the DTOF data the trained 

model uses to predict placental depth. This technique uses back projection of the trained neural network 

to quantify how much the output would be changed by variation in each element of each input case. 

Saliency was visualised by finding the mean absolute saliency for each timepoint and channel across 

all validation cases. 

 

Risk and Outcome classification 

Model Evaluation 
The machine learning algorithm for binary classification of low or high risk therefore needs to produce 

good accuracy and sensitivity to high risk, despite the imbalanced dataset with a limited number of high-

risk cases. Therefore, the metrics to evaluate the performance of the algorithm should also be robust 

to the class imbalance. Balanced Accuracy (BA) is the mean of the rates of correct classification for 

high risk and low risk cases in the dataset. This is required because the overall accuracy may appear 

high if the algorithm classifies every case as low risk. A second metric is the Area Under Receiver 

Operating Characteristic curve (AUROC), which tests a range of thresholds causing the algorithm to 

favour accuracy for each class to a different degree, and is also appropriate for datasets with class 

imbalance. 

Usually, machine learning models are evaluated using test datasets, containing cases that were not 

used during training to guard against overfitting. However, the dataset is very small with a particularly 

limited number of high risk cases, so creating a single test dataset would undermine the size of the 

training dataset. Therefore, k-fold testing should be used, where a test dataset of 3 cases is randomly 

drawn from 165 cases and the model is trained with the remaining cases. This process can be repeated 

thousands of times with different combinations of training and test cases to evaluate how the model 

would perform with a large test dataset, like in real-world use. 

Feature Extraction 
The first step for building a machine learning model is to extract features from the raw training data, 

to produce a vector of numbers which can be fed into the model.    

The processed MAESTROS data produces the physiological values that can be input into the 

machine learning model. Features can also be extracted from the time series data, by considering the 

standard deviation, the spectral centre of the Fourier transform, and six frequency windows within the 

Fourier transform. The semblance, i.e. a measure of the similarity between two time series, can also be 

used as further features.  

Participant metadata can also be added as features. The model includes gestational age at the time 

of the scan. It also includes the Fitzpatrick scale. In total 158 features were extracted from the 

MAESTROS data, including: (i) 16 features obtained as a mean value during the scan. This includes 

superficial and deep values for: StO2, oxygenated haemoglobin concentration, deoxygenated 

haemoglobin concentration, total haemoglobin concentration, water percentage, fat percentage, optical 

scattering power, and optical scattering amplitude, (ii) 140 features extracted from 10 timeseries. The 

timeseries include superficial and deep values for: absolute oxygenation, oxygenated haemoglobin 

 
Fig. 10. The architecture of the convolutional neural network for regression of placental depth built using PyTorch. 



concentration, deoxygenated haemoglobin concentration, total haemoglobin concentration, and CCO 

concentration. For each timeseries, 14 features were extracted. The standard deviation, 6 Fourier 

transform bands, the spectral centroid, semblance with CCO timeseries, semblance with absolute 

oxygenation time series, semblance with total haemoglobin concentration timeseries, and (iii) 2 features 

were extracted from the patient metadata: gestational age and Fitzpatrick scale. 

 

Support Vector Machine 
The Support Vector Machine (SVM) method [40] was chosen as model architecture. Indeed, a SVM 

is less likely to overfit with a small dataset, it effectively uses a small number of meaningful physiological 

features and their significance for classification is easily explained through model weights, and it trains 

very rapidly. The latter property benefits automatic retraining and revalidation in a cloud environment, 

as new data is frequently acquired. 

Briefly, a SVM works by representing each case in the dataset as a point in a high dimensional space 

of features, before identifying three points (the support vectors) which best define a hyperplane to 

separate the clusters of points of each class. The robustness of SVMs to class imbalance can be tackled 

by assigning a higher penalty to misclassifications of the minority class, by a factor proportional to the 

relative frequency of the minority class. The SVM was created using the SVC application in the python 

library Scikit-Learn, with the “class_weight='balanced'” flag used to tackle class imbalance. By default 

SVMs are linear, meaning that the hyperplane is flat. However, a selection of non-linear kernels can 

optionally be used to warp feature space so that the hyperplane becomes curved, which can allow more 

accurate classification if the features have complex non-linear relationships with each other. 

Results of machine learning classifications 

Placental depth evaluation 
The model trained with 108 cases predicted the placental depth in 20 test cases with a mean error of 

0.42 cm and a strong statistical correlation between predicted values and the measurements from the 

ultrasound scans (see Figure 11). However, the correlation becomes much weaker if only the test cases 

with a placental depth less than 3 cm are considered, where the placenta is close enough to the skin 

for more reliable NIRS. Therefore, the model is likely most useful to identify the minority of cases where 

the placenta is deeper than 3 cm, which account for 20% of cases in this cohort (see Figure 5). When 

applied to this classification task, the model is 100% accurate with the test data.  

 



 
The model explanation analysis (Figure 12) shows that data from the shortest source detector 

distance (2 cm) has the least salience, which can be expected just because the photon diffusion 

trajectories have the least depth. The last part of the time window (4000-5000 ps) clearly has the 

strongest salience, representing the late arriving photons which have the deepest diffusion trajectories 

and so are most likely to interact with the placenta. The longest wavelength channels (840-870 nm) 

have the strongest saliency, which may be related to the high absorption coefficient of oxygenated 

haemoglobin in this range and the typically high oxygenation of the placenta compared to other 

abdominal tissue. 

 
Fig. 11.  Left: The result when the model was applied to unseen test cases data, where the positive correlation between the labeled placental 

depth and the model prediction shown by the linear fit (orange line) has high significance p<0.0001. Right: The significance of this 

relationship is weaker at p=0.041 if only cases with placental depth below 3cm are considered. 



 

Risk and outcome classifications 
The SVM architecture for risk classification performed best with both gestational age and Fitzpatrick 

scale metadata added as features alongside the 158 features extracted from the MAESTROS dataset, 

reaching a balanced accuracy of 92.1% (see table 10). The effect of adding the gestational age alone 

was to improve balanced accuracy by 2.3 percentage points, while adding the Fitzpatrick score alone 

improved balanced accuracy by 0.6 percentage points. The feature weights (see figure 13) also show 

that gestational age was the stronger metadata feature with a lower value strongly associated with high 

risk, while a higher Fitzpatrick score was slightly associated with high risk. 

 

 
 

Fig. 12.  The absolute input gradient-based saliency for the trained model, as the mean across all scans in the validation dataset, normalised from 

0 to 1. The quadrants represent the four source-detector distances, each showing the salience of  each time point in the input DTOF time window 

for each wavelength. 



 
The SVM feature weights (see the 25 strongest weights in figure 12) show that high risk pregnancy 

classification is associated with: (i) lower oxygenation in both layer, reflected by negative weighting 

(St02_sup); (ii) higher noise in the timeseries signals. This is reflected by both the positive weighting of 

the Fourier transform centroid and the positive weighting of semblance of deoxygenated haemoglobin 

with oxygenated haemoglobin. These timeseries should instead have opposing trends if the data is of 

good quality, which is more common in low risk cases; (iii) higher superficial scattering power and 

amplitude. 

 
Table 10. The risk classification models’ performance results, comparing the effect of available metadata 

(gestational age and Fitzpatrick scale).  

Gestational age Fitzpatrick scale Balanced Accuracy AUROC 

✓ ✓ 92.1% 97.4% 

✓ ╳ 90.8% 94.9% 

╳ ✓ 89.1% 93.7% 

╳ ╳ 88.5% 90.1% 

 

Table 11 shows the SVM architecture for outcome prediction performed best with both gestational 

age, Fitzpatrick scale, and the clinicians risk classification at the time of the scan was added as features 

alongside the 158 features extracted from the MAESTROS dataset, reaching a balanced accuracy of 

78.0%. The clinicians’ risk assessment was the strongest feature, removing this reduced the 

performance by 5.5%. 

 

 

 

 

 

 

 

 

 

 
 

Fig. 13.  Left: The SVM feature weights ordered by strength, where positive values mean larger feature values are associated with High Risk 

cases and visa-versa. Right: The AUROC curve for this model.  



Table 11. The outcome prediction models’ performance results, comparing the effect of available metadata 
(gestational age, Fitzpatrick scale and prior risk classification).  

Gestational age Fitzpatrick scale Risk classification Balanced 

Accuracy 

AUROC 

✓ ✓ ✓ 78.0% 76.8% 

✓ ✓ ╳ 72.5% 74.9% 

✓ ╳ ╳ 80.0% 73.9% 

╳ ✓ ╳ 67.9% 69.8% 

╳ ╳ ╳ 68.4% 69.9% 

 

 

The weights in figure 14 show superficial scattering power is linked to negative outcomes similarly to 

high risk classification, but more key features are associated with the placental layer. For example lower 

oxygenation in the placental layer (StO2_deep) is associated with negative outcomes, as are 

fluctuations in placental haemoglobin and oxygenation on the time scale of around 10 seconds 

extracted from the Fourier transform bands (HBTdeep_ftb2, St02deep_ftb3, St02deep_ftb4).  

 

 

Improvement of classification with depth measurements 
When limiting the training and test data was restricted to cases with a maximum placental depth, the 

classification accuracy for both risk and outcome improved when the threshold of 3.5 cm was chosen 

(see tables 5 and 6). This was still the case when the depth values predicted by the deep learning model 

during its validation were used for this selection step, demonstrating its value for NIRS data cleaning. 

 

 

 

 

 
 

Fig. 14.  Left: The SVM feature weights ordered by strength, where positive values mean larger feature values are associated with Negative 

Outcome cases and visa-versa. Right: The AUROC curve for this model. 



Table 12. The risk classification models’ performance (balanced accuracy) when data was restricted according 
to placental depth, using either the ultrasound data of the deep learning model for depth measurement. 

Placental depth exclusion threshold <2.5cm <3.0cm <3.5cm <4cm All data 

Depth from ultrasound scan  89.2% 91.3% 93.3% 93.1% 92.1% 

Depth from model prediction 88.1% 92.1% 93.2% 93.1% 

 

 
Table 13. The outcome classification models’ performance (balanced accuracy) when data was restricted 

according to placental depth, using either the ultrasound data of the deep learning model for depth measurement. 

Placental depth exclusion threshold <2.5cm <3.0cm <3.5cm <4cm All data 

Depth from ultrasound scan  69.0% 77.0% 78.9% 77.0% 78.0% 

Depth from model prediction 67.3% 76.0% 78.2% 76.0% 

Discussion 
We have described the design and evaluation of the second generation of the MAESTROS system. 

This new iteration provides hardware upgrades that translates in a gain in light harvesting capacity 

(nearly doubled responsivity compared to MAESTROS V.1.0) and IRF characteristics (FWHM = 274 

ps), via an improved detection scheme, notably with the adoption of HPMT that exhibits negligible after 

pulse and the adoption of a new multichannel photon counting card, suppressing potential crosstalk 

between our channels. This allows us to boost the maximum photon counts and enables a high dynamic 

range between short and long source detector distance channels. Moreover, the robustness of use in 

a clinical context had also been improved  via the addition of a reference channel and of the UPS, 

making the eventual shift in IRF shape due to difficult environment trackable and correctable, and 

allowing to move the system between clinical rooms without shutting it down. 

The upgrades provided good optical-property retrieval with V.2.0, and further improved accuracy with 

V.2.1 owing to its sharper IRF, with accuracy increasing by 38% for μa and 34% for μs′. 

Given the targeted application, we implemented validation steps to quantify sensitivity and accuracy 

for multilayer monitoring. MC simulations of layered tissue geometries parameterised by measured 

anatomy indicate that the time-domain measurements achieve a mean placental sensitivity up to 7.30 

± 12.31% across all 356 anatomies, with peak sensitivity of more than 60% for some cases. These 

values are comparable to typical CW-NIRS performance on the adult brain with a 3 cm source-detector 

separation, a setting in which NIRS has demonstrated reliability, supporting the plausibility of our 

estimates. 

To complement the simulations and test depth selectivity under controlled conditions, we measured 

two-layer blood phantoms. These experiments show that the system can separate superficial and deep 

oxygenation signals. The absolute accuracy reported in these phantom measurements are limited for 

several reasons. Firstly, the phantom matrix is more than 98 percent water, which raises the absorption 

coefficient relative to tissue that typically contains 70/80% water. The effect is strongest at longer 

wavelengths and reduces SNR for this protocol, compare to in-vivo measurements. Secondly, the 

current reconstruction is a first iteration that can be strengthened with more advanced or complementary 

methods. Indeed, TD spatially enhanced NIRS [40]  has been shown to improve parameter identifiability 

and could be incorporated, and recent multilayer models with explicit scattering estimation are 

promising; adopting the approach of Avanzi at al. [41] may help.  

In addition, the phantom results reveal partial cross-talk between layers: when one layer was 

deoxygenated, the retrieved oxygenation of the other layer was also shifted. This behaviour reflects the 

overlap of photon sampling volumes and limitations of the current model. A dependence on superficial 

layer thickness was also observed, with retrieval accuracy decreasing as the superficial compartment 

became thicker, consistent with light transport theory. Importantly, however, the system consistently 

detected relative changes in the targeted layer, supporting the feasibility of tracking layered oxygenation 



dynamics in vivo despite the noted limitations. Finally, it is worth noting that during internal QC of the 

two-layer phantom data we identified a systematic issue (i.e. reflections at the boundary due to 

imperfect contact of the probe with the Mylar Foil) that likely inflates the absolute recovery errors; the 

experiment will be repeated with the corrected procedure, and updated results will be included in a 

revised version. Despite these limitations, the present data indicate that the algorithm can distinguish 

superficial from deep oxygenation, although accuracy is currently limited. We are refining both the 

algorithm and the phantom recipe to better match tissue composition.  

To assess real-world relevance, we applied the same gated and layer-specific features to our clinical 

recordings and trained a classifier to test whether they capture risk-related variation. In the current 

cohort (n = 185 sessions), the SVM model achieved balanced accuracy of 92.1 % and AUCROC of 

97.4% when including gestational age and Fitzpatrick scale. Indeed, we evaluated the impact of non-

optical metadata by training models with TD-NIRS features alone and models that combined the same 

features with the available metadata. The corresponding results are summarised in the classification 

tables for the risk and outcome tasks. Across both tasks, the combined models matched or exceeded 

the performance of the NIRS-only models, indicating that the metadata contribute complementary 

information rather than duplicating what is already contained in the optical signal. 

A separate convolutional network trained on multi-distance, multi-wavelength DTOFs estimated 

placental depth based on optical data only, with mean error of 0.42 cm, and a strong statistical 

correlation between predicted values and the measurements from the ultrasound scans. Moreover, the 

saliency analysis highlighted late time windows and longer wavelengths as most informative for this 

procedure, aligning with TD-NIRS depth physics. These early results suggest an optical depth estimate 

could automate gate selection, provide a depth prior for the two-layer fit, and flag sessions that fall 

outside the instrument’s sensitivity range. That said, this is preliminary and will require calibration and 

external validation before any clinical use. 

Having access to depth sensitivity lets us stratify analyses by expected detectability and tailor 

processing accordingly. In our dataset, restricting to cases with ultrasound-measured placental depth 

below 3.5 cm improved balanced accuracy, and applying the same restriction using the DTOF-based 

predicted depth produced a similar gain, supporting its use for automated QC and gate selection.  

These results constitute proof of concept rather than diagnostic performance. Indeed, the sample 

size is modest, labels may contain noise, and absolute recovery accuracy is currently limited. However, 

the classifiers performed well with feature importance dominated by deep-gated physiology and late 

time windows as expected from TD-NIRS physics. Taken together, these patterns indicate that the 

measurements already encode clinically relevant signal. These first results are encouraging, but 

establishing a gold standard for placental functional monitoring will still require coordinated work on 

reference phantoms, harmonised acquisition and analysis protocols, and multicentre validation against 

agreed clinical endpoints. 

Conclusion 
We presented MAESTROS II, a second-generation TD-NIRS platform purpose-built for non-invasive, 

depth-resolved assessment of placental oxygenation and metabolism at the bedside. Targeted 

hardware upgrades increased detected photons, narrowed the IRF, and improved stability; together 

with a two-step analysis (spectrally constrained two-layer fit + gated Beer–Lambert), this enables 

absolute composition estimates and layer-specific dynamics. 

Validation with standard protocols (BIP, MEDPHOT), patient-informed simulations, and two-layer 

blood phantoms showed sensitivity to placental-depth ranges typical of late gestation and the ability to 

separate superficial from deep oxygenation signals. Early clinical analyses indicate that depth-gated 

features carry clinically relevant information when combined with routinely available metadata, and that 

DTOFs can support automated estimation of placental depth with physics-consistent saliency. 

Limitations include preliminary absolute accuracy in layered phantoms, affected by a water-rich 

matrix and a probe–phantom contact artifact that will be corrected in a repeat experiment, and a modest, 

imbalanced clinical dataset. Next steps are to (i) repeat the phantom study with improved coupling, and 

(ii) improve the algorithm to increase the accuracy of the oxygenation estimation of the placenta.  

These first results are encouraging, but establishing a gold-standard framework for placental 

functional monitoring will require coordinated reference phantoms, harmonised acquisition/analysis 

protocols, and multicentre validation against agreed clinical endpoints. 
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