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Abstract

Agency is widely invoked in biology, cognitive science, ar-
tificial intelligence, and philosophy, yet its organizational
basis, its empirical thresholds, and the operational criteria
that distinguish it from other teleonomic terminology re-
main unsettled. Building on temporally parametrized (F, A)-
systems, we propose a multidimensional theory of biologi-
cal agency grounded in relational biology, physical biosemi-
otics, and process ontology. Our central claim is that the
precarious physical realization of self-reference is necessar-
ily diachronic; constitutive constraints act, decay, and are
regenerated over distinct characteristic timescales. By tem-
poralizing organizational diagrams ordered by specified re-
lation deletion, we obtain a structural partial order, rather
than an evolutionary ladder, that distinguishes four defeasi-
ble conditions: autonomy as internal regeneration of consti-
tutive constraints under material openness; goal-directedness
as viability-biased maintenance; agency as endogenous an-
ticipatory modulation of organism—environment coupling;
and open-endedness as reconstruction of the variables, mea-
surement relations, effectors, and norms through which fu-
ture viability is defined. We translate these distinctions
into a closure-sensitive mechanistic workflow and a provi-
sional profile of operational signatures for semantic closure,
measurement—control complementarity, anticipatory modu-
lation, affordance reconstruction, syntactic open-endedness,
and viability-corrected skill acquisition. Markov blankets and
active inference are treated as derived modeling tools, while
Bickhard’s interactivism clarifies anticipatory error and nor-
mativity. Across chemical, cellular, multicellular, and artifi-
cial systems, our framework turns agency from an all-or-none
attribution into a falsifiable, scale-explicit research program.

Introduction

Molecular biology, synthetic biology, and origin-of-life re-
search have been extraordinarily successful. We can charac-
terize many of the molecular mechanisms through which liv-
ing systems build and maintain themselves, and we can syn-
thesize an expanding subset of life’s chemical components.
However, a central problem remains unresolved, we can-
not yet build a fully autonomous cell from scratch (Roosth,
2019). As|de Duve|(2002)) has emphasized, all life known
to us is cellular, so the unresolved problem is not merely to
reproduce isolated reactions but to explain what cells do as

integrated organizations. The remaining gap is therefore not
simply a missing chemical inventory, it concerns organiza-
tion, temporality, and control: how material processes col-
lectively produce the constraints through which the system
distinguishes relevant from irrelevant perturbations and acts
S0 as to preserve or transform its own conditions of existence
(Jaeger et al.| 2024).

“Agency,” the crux of the present manuscript, is rou-
tinely invoked across biology, cognitive science, artificial
life, artificial intelligence, and philosophy as if its mean-
ing were self-evident. In practice, however, the term oscil-
lates among several partially overlapping notions, from self-
maintenance (Rosslenbroich et al.l 2024)), adaptive control
(Kelso}|2016)), and goal-directedness (Ball,|2023a)), up to an-
ticipation (Walshl 2015), autonomy (Virenque and Mossio),
2024), and context-sensitive action (Egbert et al.,[2023)). As
a consequence, we have a proliferation of diverse partial ac-
counts. Some explain how systems remain organized, oth-
ers how they pursue attractors or viability conditions, others
how they infer or predict, but no consensus yet exists regard-
ing the threshold at which a merely self-organizing or goal-
directed system becomes an agent. To characterize agency,
it is necessary to clarify how it relates to other relevant ter-
minology in the literature.

To do so, we must first recognize that the modern dis-
cussion of agency inherits an older question: what gen-
uinely distinguishes the living from the non-living? Molec-
ular genetics encouraged the view that conventional phys-
ical and chemical laws would be sufficient once the rel-
evant mechanisms were known (Watson and Crick, (1953;
Kendrew, |1967). Early computational evolution already dis-
played nontrivial novelty and coevolution (Barricelli, |1962),
while ivon Neumann| (1966) showed that open-ended con-
struction requires a distinction between a description and
the machinery that interprets it. Later, complex systems
approaches shifted attention from molecular parts to non-
linear interaction, emergence, and self-organization (Capra
and Luisi, 2014). These developments clarified indispens-
able aspects of living systems, but neither molecular inven-
tory nor fixed-rule self-organization by itself explains life’s
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historically contingent capacity to alter the constraints and
possibilities of future evolution (Pattee, |1995a). The rele-
vant contrast is therefore not between “simple” and “com-
plex” systems, but between systems confined to a fixed ex-
ternally specified rule space and systems capable of materi-
ally reconstructing the constraints through which new func-
tions become possible (Carianil |1989)).

At the same time, we must notice that renewed atten-
tion to niche construction (Trappes et al., 2022), organism—
environment reciprocity (Read and Szokolszky| [2024), mul-
ticellularity (Newman et al., 2025)), and minimal cognition
(Lyon, [2020) have made agency newly central rather than
philosophically optional. This renewed interest has been
productive, but it has also exposed a conceptual instability:
biological agency is often treated either as an intuitive label
for behaviors we do not yet fully understand and that cannot
be experimentally falsifiable (DiFrisco and Gawnel 2025),
or as a primitive property inherent to life presupposed wher-
ever living organisms exhibit flexibility, purposiveness, or
problem-solving capacities (Rosslenbroich et al.,[2024). The
result of such an ambiguity is a field rich in suggestive de-
scriptions but comparatively poor in principled experimen-
tal thresholds. Currently, three broad approaches organize
much of the present debate, and none is sufficient on its own.

The first broad approach treats agency as a primitive
gift of life, an irreducible feature that appears once mat-
ter crosses some fuzzy biological threshold (e.g., Maturana
and Varela (1980), and more recently Moreno and Mossio
(2015)). This move preserves the distinctiveness of living
systems, but it risks collapsing into descriptive vitalism if it
does not explain how agency could emerge gradually from
simpler organized matter. This should not be conflated with
rejecting every use of methodological vitalism. In [Walsh
(2018)’s usage, “methodological vitalism” is a materialist
research stance that grants organisms explanatory roles not
captured by a purely externalist description; it is not a com-
mitment to a vital substance. Our disagreement is therefore
not with organism-centered methodology, but with any ac-
count that invokes agency without specifying the organiza-
tion, interventions, and viability conditions by which the as-
cription could be supported or rejected. Fundamentally, our
aim is not to reject the autonomy tradition, but to prevent
agency from functioning as an unexplained primitive.

The second broad approach identifies agency with robust
goal-directedness or adaptive self-stabilization (e.g., |Ashby
(1952), and more recently Barandiaran et al.| (2009)). This
account correctly emphasizes compensation, equifinality,
and viability. However, persistence and attractor restora-
tion are too permissive as sufficient conditions. A flame,
a hurricane, a thermostat, and a cell can all display stable
or recurrent behavior, but the norms governing their per-
sistence have different origins (Mossio and Bich, 2017). If
agency is ascribed whenever an observer can identify a pre-
ferred state, the concept loses its ability to distinguish in-

ternally generated norms from functions imposed by an ex-
ternal user or explanatory perspective (Sepulveda-Pedro and
Mojica, [2024).

The third broad approach universalizes agency by treat-
ing it as a consequence of free-energy minimization or
expected-state maintenance (e.g., [Friston| (2009), and more
recently Kirchhoff et al.| (2018))). Such formalisms may of-
fer useful descriptions, but they cannot by themselves iden-
tify which systems produce the boundaries, constraints, and
measurement—control relations that make those descriptions
biologically meaningful (Navel [2025). Pendulums, power
grids, candles, and organisms may all admit probabilistic
steady-state descriptions. However, the explanatory task is
to determine when the relevant organization is internally re-
generated, precarious, and normatively tied to the system’s
own continued existence (Bruineberg et al., |2022).

When comparing the philosophical foundations of each
of these approaches, the old disputes between computation-
alism and enactivism inevitably resurface. Mostly guided by
the early insights from Turing| (1936) and|Church|(1936alb),
computationalist approaches are right to insist that living and
cognitive systems involve structured organization, informa-
tional constraint, and internally differentiated operations that
cannot be reduced to undifferentiated flux (Ashbyl [1947;
Turing| [1950). They preserve, in other words, the intuition
that agency must involve some form of internal selectiv-
ity, mediation, or organization of possibilities (Fodor, 1975
Marr, 2010). But old-fashioned classical computationalism
pays for this strength by treating syntax as if it were suf-
ficient, thereby sidelining embodiment, material turnover,
measurement, control, and the historically contingent emer-
gence of semantic relevance (Cariani, |1989).

Founded by |Varela et al.| (1991), and later radicalized
by [Thompson and Varela| (2001), enactivist approaches,
in contrast to computationalism, are right to insist that
cognition and agency are inseparable from embodied self-
maintenance, organism—environment coupling, and precari-
ous autonomy (Clark, |1997} Villalobos| 2013 Newen et al.,
2018; \Gallagher, 2023). They preserve what computation-
alism often misses: meaning is not merely manipulated but
enacted from within a self-producing organization (Thomp-
sonl, 12010; D1 Paolo et al.2022). Yet, enactivist frameworks
have often remained comparatively weaker on the question
of formal articulation (Ward et al., [2017). They tell us why
agency cannot be reduced to disembodied symbol manipu-
lation, but they do not always specify what kind of internal
organization is needed for anticipatory, selectively adaptive
action to arise (Villalobos and Dewhurst, [2017)).

We must then clarify that the point of this paper is not
to choose one side against the other, but to show that both
traditions isolate genuine features of agency while leaving
a crucial gap between them. What is needed is a frame-
work that preserves the organizational and inferential in-
sight of computationalism without detaching it from mate-



rial self-production, and that preserves the embodied and
normative insight of enactivism without leaving agency at
the level of suggestive metaphors. Following [Pattee|(2001]),
we start by proposing that life is distinguished from non-
life by semantic closure, a self-referential organization in
which symbols do not merely stand for functions but partic-
ipate in the construction of the very mechanisms that inter-
pret them (Patteel |1995b). Our concrete relational scaffold
is Hofmeyr (2021)’s (F, A)-systems, where F' denotes fab-
rication and A denotes assembly; the model is formally in-
troduced in Section |[Life’s Intercausality|and temporally ex-
tended in Section[Temporally Parametrized (F', A)-systems]
By incorporating sensing and response into (F, A)-systems
through environmental affordances, it is possible to repre-
sent a semantically closed organization that can be both
autopoietic and adaptive, i.e., closed to efficient causation
while remaining open to formal causation (Rosenl [1991)).
Deleting specified relations from an (F), A)-organization
generates a partial order of organizational diagrams, from el-
emental reaction networks to self-constructing chemical sys-
tems with proactive capabilities (Lopez-Diaz and Gershen-
son, 2025)). The order is structural—it records which rela-
tions are retained, not an evolutionary ladder, a taxonomic
ranking, or a monotonic increase in complexity. That previ-
ous result nevertheless generates a deeper question. If rela-
tional models are intrinsically time-invariant, how can they
capture the temporally extended character of living organi-
zation without collapsing back into state-space approaches
with fixed transition functions? This is the point at which
the present paper begins. Its concern is not the origin of
semantic closure as such, but the consequences of a tempo-
rally unfolding semantically closed organization. The claim
defended here is that once closure is temporally articulated,
it yields not merely persistence, but a primitive anticipatory
organization capable of guiding adaptive action.

It is important to note that the introduction of a temporal
dimension is not a cosmetic extension. It is motivated by the
nature of self-reference itself. As|Varela (1975) proved, the
poles of self-reference cannot be grasped simultaneously but
only through an alternation in which operator and operand
exchange roles; closure is not fully intelligible outside tem-
poral unfolding (Abramsky et al.,[2025)). Likewise, as|Louie
(2013) showed, anticipation is already implicit in the rela-
tional topology of closed biological systems, and thus tem-
poral parametrization should not be understood as import-
ing anticipation from outside, but as revealing how a closed
organization becomes operationally anticipatory when its
constitutive processes unfold across distinct characteristic
timescales (Lopez-Diaz and Gershenson, [2025).

Once closure is formalized and temporally unfolded, it al-
lows us to distinguish four notions that are often conflated
in the literature. Autonomy concerns the self-production
and maintenance of an organization under materially open
and precarious conditions (Mossio and Bich, [2017)). Goal-

directedness concerns the maintenance or attainment of
viability-supporting organization, whether understood in
terms of emergent autopoietic persistence (Veloz, [2021)
or attractor-like compensation of perturbations (Heylighen,
2023). Agency begins, on the focal biological route de-
fended here, when such goal-directed organization acquires
an endogenous anticipatory structure that selectively mod-
ulates organism—environment coupling in light of possible
futures (Newman et al., [2025). Open-endedness concerns
the stronger capacity of an anticipatory organization to re-
construct its own future space of possibilities rather than
merely navigate within a fixed one (Erwinl 2017). These
distinctions avoid two symmetric mistakes. Not every au-
tonomous or goal-directed system is yet an agent, but neither
must agency appear all at once as an unexplained property
of fully formed organisms. The relations among the four
conditions are therefore treated as defeasible and partially
ordered, with empirically important side cases, rather than
as a universal staged continuum.

Our strategy is to construct a theory that is biologically
anchored, formally explicit, and capable of yielding experi-
mental thresholds. Rather than stipulating agency from the
outset, we ask which organizational conditions are retained
or lost under diagrammatic weakening, which conditions
are ordered by inclusion, and which remain incomparable.
First, we clarify the causal vocabulary of the paper by ar-
guing why closure to efficient causation, organizational clo-
sure, and semantic closure can be treated as convergent de-
scriptions of the same self-producing organization. Second,
we explain why such self-referential closure cannot be un-
derstood outside temporal unfolding. Third, we formalize
temporally parametrized relational organization and its re-
description as a history-dependent Asynchronous Dynamic
Bayesian Network whose joint distribution is not fixed once
and for all, but depends on context, substrate, and prior in-
teractions. Fourth, we derive weaker temporalized organi-
zations and use their structural partial order to distinguish
proto-agential precursors from robust agency without con-
struing the order as a historical sequence. A posteriori, we
use these organizational profiles to distinguish autonomy,
goal-directedness, agency, and open-endedness. Finally, we
show how this framework paves the way for broader appli-
cations in multicellularity, synthetic biology, and neuronal
organization, while also enabling a constrained and biologi-
cally grounded use of active inference, thereby clarifying the
sense in which our account is “computationally enactivist.”

Life’s Intercausality

Before explaining why agency requires temporal unfolding,
we must clarify what kind of organization is being unfolded.
Throughout this paper, we are going to use the expressions
closure to efficient causation, organizational closure, and
semantic closure as closely related descriptions of the same
underlying biological property: organisms are not merely



systems that undergo transformations, but systems that pro-
duce, maintain, and transform the constraints by which their
own transformations remain possible (Lopez-Diaz and Ger-
shenson, 2025). This section makes that equivalence ex-
plicit. We first introduce Aristotle’s four causes as causal
roles rather than metaphysical substances. We then show
how these roles are reinterpreted in relational biology and
physical biosemiotics. Finally, we explain why organiza-
tional closure is a robust property from which a general the-
ory of agency can legitimately begin.

Table [T] introduces Aristotle’s four causes and how they
are employed in the present manuscript. Here, they serve
complementary explanatory functions and should not be
treated as ontologically separate ingredients, nor assumed
to map one-to-one onto molecular parts (Austin, [2021).
In early chemical organizations, material and formal roles
may be fused in informed material causes, while efficient
and formal roles may be fused in informed efficient causes
(Hofmeyr, 2018)). The point of this vocabulary is to prevent
the efficient-causal description of a transformation from be-
ing mistaken for a complete explanation of why the relevant
constraints exist, how they are maintained, and in what sense
their effects are functional for the system.

Historically, modern scientific explanations often privi-
lege efficient causation: one event, mechanism, or process
brings about another. This strategy is powerful, but it be-
comes insufficient when the explanandum is a living orga-
nization (Juarrero, (1999). In organisms, the relevant ques-
tion is not only what causes a process to occur, but how the
causes responsible for that process are themselves produced,
maintained, and rendered functional within the organization
(Deacon, [2011). A purely efficient-causal description can
tell us how a protein catalyzes a reaction, how a membrane
channel transports ions, or how a motor protein performs
work, but it does not by itself explain how these efficient
causes belong to an organization that makes their continued
operation possible. This is the reason [Rosen| (1991)) reintro-
duced Aristotle’s four causes into theoretical biology.

Rosen’s point was not to abandon physical explanation,
but to prevent biological explanation from being reduced to a
single causal register, as in physics. A living system requires
material causes, because it is made from matter and sus-
tained by flows of energy (Morowitz,|1979); efficient causes,
because transformations are carried out by concrete pro-
cesses and constraints (Montévil and Mossio, [2015); formal
causes, because these transformations are shaped by orga-
nization, specificity, and instruction-like patterns (Polanyi,
1968;; |Pattee, |2017)); and final causes, because the parts of
an organism are intelligible in terms of their contribution
to the maintenance of the whole (Weber and Varela, [2002).
In this sense, the four causes should be understood as com-
plementary causal modes needed to describe organized self-
production, not as four independent substances or forces.

While it is true that Aristotelian causes allow us to de-

scribe the intercausality of living organisms, their general-
ity prevents us from concretizing their biological role, often
ending up being less clear-cut in the target system than in a
particular model of it (De Haanl |2017). As declared in Ta-
ble[T] the four causes will be reintroduced operationally as
follows. The material cause is the substrate or transformable
matter, including metabolites, ions, macromolecules, mem-
branes, energy carriers, and environmental resources. The
efficient cause encompasses any local process or constraint
that brings about a transformation, such as enzymes, molec-
ular motors, transporters, receptors, and other structures that
channel physical dynamics. The formal cause is the pat-
tern, rule, template, code, or constraint that specifies which
transformations are possible or admissible. The final cause
is not an externally imposed purpose, but the contribution
of a component or process to the continued existence of the
organization that makes it possible.

This causal-role vocabulary is compatible with re-
cent Neo-Aristotelian approaches without committing the
present model to hylomorphism as a complete ontology.
Formal-causal explanation can illuminate how organized ca-
pacities depend on the configuration and coordinated activ-
ity of material parts (Austin, 2021}, and organizational real-
ism can be continuous with mechanistic biology rather than
opposed to it (De Haan, [2017)). At the same time, abstract
closure diagrams do not by themselves establish how for-
mal organization is materially realized in a particular sys-
tem (DiFriscol2014). Relational diagrams therefore identify
candidate causal roles and entailments; whether a concrete
biological organization realizes them must be tested through
material, temporal, and intervention-based evidence. When
realizing the various causal roles in a living organism, one
must pay attention to the final cause.

In the twentieth century, purposive vocabulary was often
treated as scientifically suspect, yet cybernetics helped sep-
arate goal-directed organization from conscious intention or
an external designer (Rosenblueth et al., [1943). In contem-
porary biology, much of what Aristotle called final causa-
tion is expressed through the language of function (Cornish-
Bowden and Cardenas| [2020); a component is functional in-
sofar as its activity contributes to maintaining or reproducing
the organization in which that activity is possible (Mossio
and Bich| 2017). As argued by [Nicholson| (2013), in a con-
ventional artifact, final causation is typically external: the
function of a hammer, thermostat, or engine is assigned by a
user or designer. In an organism, by contrast, final causation
is internally grounded; the products of component processes
contribute to the maintenance of the system in which those
same processes can continue to operate.

Finality in this paper is therefore intrinsic and organiza-
tional, not a claim that evolution moves toward a predeter-
mined end. However, it is one diagnostic dimension among
several, not by itself a sufficient binary test separating every
organism from every possible machine (Mossio and Bich)



Table 1: Aristotelian causal roles as used in this paper. The roles are assignments within an explanatory model, not four
additional forces or substances. A single biological structure may occupy more than one role, and the assignments can change
with scale and target phenomenon.

Role

Guiding question

Biological interpretation

Typical examples

Material cause

Efficient cause

Formal cause

Final cause

What is transformed or con-
sumed?

What locally brings about or
constrains a transformation?

What specifies which transfor-
mation is admissible or se-
lected?

In virtue of what contribution
is the transformation functional
for the organization?

Substrates and flows that make
the organization materially pos-
sible.

Processes or relatively conserved
constraints that channel physical
dynamics on the timescale of in-
terest.

Templates, codes, geometries,
organizations, or instruction-like
constraints. Formal causes may
be free-standing or materially
embodied (Hofmeyr, [2018).

The viability-relevant  con-
sequence through which a
component contributes to main-
taining the organization that
makes the component possible.

Metabolites, ions, macro-
molecules, membranes, energy
carriers, environmental re-
sources.

Enzymes, transporters, recep-
tors, molecular motors, cat-
alytic assemblies.

Nucleic-acid sequences, bind-
ing specificity, spatial organiza-
tion, regulatory architecture.

metabolic
correction,

Membrane repair,
regulation, error
controlled motility.

2017). In presently conventional human-made machines,
constitutive repair, goals, and semantic interpretation remain
predominantly externally anchored. If organic bodies are
“machines” of some kind, they therefore constitute a pecu-
liar class of devices that human beings are not yet capable of
building (Marques and Brito} 2014)); this is an empirical and
design claim, not a claim of substrate-specific impossibility.
To make teleological language legitimate in biology without
invoking an external designer, relational biology notices that
biological components are not merely caused by other com-
ponents, they also contribute to the conditions under which
those components remain causally efficacious (Rosen| 1991}
p. 244).

The central move of relational biology is thus to ask what
happens when efficient causes are not externally supplied. In
an organism, the relevant efficient causes are generated and
maintained by the organization itself (Rosen, [1986). This
is the core meaning of closure to efficient causation: ev-
ery component that functions as an efficient cause within
the system is materially produced and maintained by other
processes within that same system. To represent this quality,
Rosen’s (M, R) notation abbreviates metabolism and repair,
referring to metabolic transformation and the replacement of
the components that realize it. An (M, R)-system is closed
to efficient causation when the efficient causes required by
the system are generated or maintained through other trans-
formations within the same organization (Rosen, [1958bjal).
Hofmeyr’s (F, A) extension replaces the historically nar-
row one-gene—one-enzyme reading with fabrication and as-

sembly, making explicit how components can be manufac-
tured, assembled, and reassembled while formal constraints
remain revisable (Hofmeyr, 2018, |2021). Thus, agency can-
not be grounded in mere persistence or energetic throughput,
but in an organization capable of producing the constraints
through which it continues to act (Pattee, |1971) .

The expression organizational closure names the same
idea at a more general level. It refers to a regime in which
the constraints that channel the system’s dynamics are them-
selves produced and maintained by the dynamics they con-
strain (Varela, [1979)). It is worth noting that organizational
closure is more fundamental than cyclicity, feedback, or
self-organization (Varela and Bourgine, [1992). The system
must not only persist; it must participate in the production
of the constraints by which its persistence remains possible
(Navel 2025). This criterion is intentionally more demand-
ing than recurrence or attractor stability. The problem with
calling every stable system an agent is not merely termino-
logical; it erases the distinction between a system whose
norms are generated by its own organization and a system
whose apparent goal is assigned by an observer, designer, or
external field (Varelal [1978)).

Our theory therefore concerns biological agency proper,
for which autonomy is an organizational ground, while al-
lowing weaker proto-agential precursors before full clo-
sure. Viruses and prions illustrate why this distinction mat-
ters. Considered in isolation, they do not regenerate the
complete set of constraints required for their continuation
and are therefore not autonomous entities in the present



sense. Within host-coupled organizations they can never-
theless participate in causally and evolutionarily significant
agent-like processes. Furthermore, organizational closure
is a substrate-neutral quality. A synthetic nonliving sys-
tem could count as an agent if it realized comparable inter-
nally regenerated closure, viability norms, and anticipatory
measurement—control relations (Beer and D1 Paolol [2023)).
Figures|[T)and[I2]later summarize these relations as organi-
zational profiles and a partial order.

Physical biosemiotics redescribes this same organiza-
tional fact in terms of substrate vehicles (“symbols”), non-
holonomic constraints, measurement, and control, allow-
ing us to better describe the interaction and origin of Aris-
totelian causal roles in life (Patteel 2007} [2012a)). Impor-
tantly, a symbol does not become biologically meaningful
merely by existing as a physical pattern. It becomes mean-
ingful only when embedded in an organization that can in-
terpret it and use it to control dynamics (Pattee, |1969alb).
Clearly, a purely materialistic description is insufficient.
In the cell, genetic sequences function as relatively rate-
independent symbolic structures, while the molecular ma-
chinery that reads, interprets, and acts upon those sequences
operates through rate-dependent physical dynamics. Pat-
tee’s epistemic cut names the necessary descriptive distinc-
tion between relatively rate-independent symbolic structures
and the rate-dependent physical dynamics that interpret and
act on them (Pattee, 2001). It is not an ontological divi-
sion between two substances. The cut is “epistemic” be-
cause measurement and control require different functional
descriptions even though both are physically realized (Pat-
tee, 2012b). A nucleotide sequence does not become a sym-
bol merely by having a pattern; it becomes symbolically effi-
cacious only in an organization that constructs and maintains
the machinery through which that pattern is measured, inter-
preted, and converted into action. Semantic closure occurs
when the symbol vehicles help construct their interpreters
and those interpreters, in turn, maintain and use the symbol
vehicles (Pattee), 2001]).

In this sense, both semantic closure and closure to effi-
cient causation converge. A system is semantically closed
when its symbols participate in the construction of the very
mechanisms that interpret those symbols (Patteel [ 1995b)).
The genome helps build the machinery that reads the
genome, the interpretive machinery gives functional signifi-
cance to the genome, and both are embedded in the contin-
ued self-production of the cell (Patteel2012b). Thus, seman-
tic closure is the biosemiotic description of organizational
closure when the organization contains symbol-mediated
measurement and control. This equivalence should be un-
derstood carefully. Closure to efficient causation, organi-
zational closure, and semantic closure come from different
theoretical traditions and emphasize different aspects of liv-
ing organization. In the class of systems considered here,
however, these descriptions converge on the same core prop-

erty: the system produces and maintains the conditions un-
der which its own components can function as meaningful
constraints (Lopez-Diaz and Gershensonl [2025)). Figure
returns to the corresponding machine, host-dependent, bio-
logical, and collective profiles in the Discussion.

There is also a methodological reason to begin from orga-
nizational closure. As stated by Wimsatt| (2007), a prop-
erty is tangible when it can be accessed, derived, or de-
tected in multiple independent ways. Organizational closure
satisfies this criterion: homeostats (Ashby) [1949), autopoi-
etic structures (Varela et al.| |1974; Maturana and Varela,
1980), Kantian wholes (Kauffman, 2000, 2019), (M, R)-
systems (Rosen, |1958alb), chemotons (Ganti, [2003), hy-
percycles (Eigen and Schuster 2012)), kinematic automata
(von Neumann, [1966), closure-of-constraints approaches
(Mossio and Moreno, 2010; Montévil and Mossio, 2015)
and semantic-closure accounts (Barbieril 1981} Pattee et al.}
2012) differ in formalism, historical origin, and biologi-
cal emphasis, yet they repeatedly converge on the idea that
living systems are self-producing organizations whose con-
straints are not merely externally imposed (Letelier et al.,
2011} |Cornish-Bowden and Cardenas, [2020).

This convergence does not mean that all these models are
equivalent in detail. They are not, but the recurrence of or-
ganizational closure across these independent traditions sug-
gests that it is not a parochial artifact of one formalism. It
is a robust feature for biological explanation (Jaeger and
Neustetter, 2026). For this reason, the general theory of
agency proposed here begins from the organizational prop-
erty that multiple theories of life have independently found
necessary. This point also helps us to avoid descriptive vi-
talism. Agency should not be treated as a primitive gift
that appears mysteriously once chemistry becomes biologi-
cal (Walsh, 2018]). If organizational closure is robustly char-
acterizable, then we can ask how different degrees and kinds
of closure support different degrees and kinds of agency.
Thus, rather than assuming agency ab initio, we now ask
how a closed organization must be temporally structured for
anticipatory adaptive action to become possible.

Time and the Physical Realization of
Self-Reference

Having clarified the causal meaning of organizational clo-
sure, we can now ask why time enters the picture at all. One
of the biggest motivations for [Rosen| (1991) to work with
time-invariant category theory diagrams was to capture the
organizational structure of living systems, rather than fo-
cusing on rate-dependent, mechanistic, dynamical descrip-
tions (Varenne, 2013;|Lanel[2024)). If relational models were
introduced precisely because they avoid the limitations of
state-space dynamics with fixed transition functions, then
temporal parametrization must not be treated as a return
to the very framework relational biology was designed to
overcome. The problem, rather, is to show that temporal-



ity is already implicit in self-referential organization. In this
section, we argue that temporally unfolding a semantically
closed organization is not an external dynamical supplement
to a static diagram, but the minimal way in which organiza-
tional closure becomes operationally intelligible.

In Rosen’s original terms, what matters for living orga-
nization is not only how a material system changes state,
but how the efficient causes responsible for those changes
are themselves produced and maintained within the system
(Rosen, |1991). This is why relational biology provides a
natural language for semantic closure (i.e., closure to effi-
cient causation), because it represents the organization of
production, replacement, and constraint without reducing it
to a single transition function. Still, this strength also cre-
ates an apparent difficulty. A relational diagram can specify
the organization of self-production, but organisms do not ex-
ist as timeless diagrams (Korbak] 2023)). They grow, repair,
develop, adapt, and evolve; their constraints persist only by
being continually regenerated, and their functional roles are
maintained only through processes that unfold at different
rates. The static diagrams of relational biology describe
invariant entailment relations. They do not imply that the
material processes realizing those relations occur simultane-
ously or persist without maintenance (Louiel 2013)).

The relevant question then is how a materially precarious
organization can realize self-construction when its compo-
nents act, decay, and are replaced at different rates (Abram-
sky et all [2025). The challenge, therefore, is not simply
to “add dynamics” to relational biology and its closed di-
agrams. Doing so in the conventional way would risk re-
turning to state-space models in which the relevant possi-
bilities are already fixed in advance (Kauffman and Roli,
2021). Instead, we need to ask whether temporality can be
reintroduced from within the logic of closure itself. A first
approach to this problem was proposed by [Korbak| (2023]),
who suggested the use of probabilistic graphical models to
represent temporally unfolded (M, R)-systems. However,
the author did not adequately justify the introduction of a
temporal dimension beyond the need for representation. As
we will elaborately explain in the following, here the key to
this move is impredicativity.

Varela (1975)’s calculus for self-reference offers an illu-
minating operational image of this problem. In Spencer-
Brown| (1969)’s calculus of indications, drawing a distinc-
tion generates an indicational space: there is a marked side,
an unmarked side, and a boundary whose crossing makes
indication possible. Varela’s move was then to ask what
happens when such a distinction is re-entered into the very
space that it distinguishes (Varela, [1975). Re-entry in this
context is not merely another operation within a pre-given
space, but a peculiar procedure in which an indication be-
comes implicated in the domain that it indicates. For this
reason, as |[Reichel| (2011) emphasizes, whereas distinction
produces space, re-entry produces time; the system cannot

be grasped as a completed spatial form without also being
grasped as a process of return, recurrence, or self-indication.

Varelal (1975)’s autonomous state captures this ambigu-
ity. It can be read spatially, as a compact notation for re-
entry, but it can also be read operationally, as an injunction
to re-enter; not merely the name of a self-crossing form,
but the demand that the form continue crossing itself (Re-
ichel, [2011). This double reading is biologically important.
An autonomous organization does not first exist as a com-
pleted object and then later interact with an environment.
Rather, through its own operations, it produces a boundary,
distinguishes itself from what it is not, and thereby brings
forth a domain of possible perturbations. This is the sense
in which structural coupling helps clarify the question: an
organism is materially and energetically open, but organiza-
tionally closed in the sense that perturbations acquire signif-
icance only through the organization that the system itself
maintains (Varela, |1979; [Maturana and Varelal [1980).

The above supports a processual reading of organizational
closure, but it does not prove that every formal self-reference
is intrinsically temporal. Nor does it, by itself, establish pro-
cess ontology. The stronger biological argument comes from
precariousness: a living constraint is effective only over a
characteristic interval and must be regenerated by other pro-
cesses before it ceases to function (Mossio et al.,2013)). The
physical realization of closure is therefore diachronic even
when its relational description is time-invariant. This ob-
servation is central for avoiding a common misunderstand-
ing. |Varela| (1975)’s calculus is not simply a three-valued
logic, nor a complete biological theory, nor a recipe for con-
structing autonomous systems (Reichel, 2011). Its impor-
tance lies in providing a formal notation for the relation be-
tween a life’s structure and its dynamic unfoldment (Varela,
1979). The point is not that living systems literally compute
Varela’s calculus, but that the calculus displays a structural
feature that any adequate theory of autonomy must respect:
a self-producing unity cannot be represented only as a static
object, because its identity depends on the recurrence of the
operations that continually produce it.

This observation allows us to clarify in what sense orga-
nizationally closed systems must be temporally unfolded.
Temporality is added because impredicativity must be en-
acted by material processes that are never all present in an
unchanging form (Jaeger, 2023b). A catalyst acts on one
timescale, is fabricated or repaired on another, and is co-
ordinated with environmental sensing and response on still
others. A temporal parametrization records these heteroge-
neous intervals of action and regeneration, turning an in-
variant diagram of organizational dependence into a model
of how the organization remains coherent through turnover
(Varelal, [1975; Reichel, 2011). Therefore, time is not im-
posed on closure from the outside—as if one first had a com-
plete organization and then decided to animate it, just as Ko-
rbak|(2023) did. Rather, once impredicativity is achieved via



semantic closure, the organization must be unfolded in time
in order to be understood as an organization at all (Varelal,
1979). A closed relational model is therefore not a frozen
picture of life, but a compressed representation of a circular
process whose intelligibility depends on temporal traversal.

The foregoing allows us to clarify the status of the tem-
poral parameterization of [Korbak! (2023)) and of our exten-
sion thereof to (F, A)-systems (LOpez-Diaz and Gershen-
sonl 2025). A thermostat, an autocatalytic loop, or a chem-
ical cycle may be represented as a loop of transformations,
but closure to efficient causation requires more than the re-
currence of processes (Cardenas et al.|[2010). It requires that
the constraints or efficient causes that make the processes
possible are themselves produced and maintained within the
organization (Montévil and Mossio, 2015). In this sense,
closure is not only circular causality, but inter-level and pre-
cariously self-maintenance (Navel 2025). From this per-
spective, the arrows of a relational diagram should be read
as a compressed account of processual dependence; they do
not merely indicate abstract mappings, but processes whose
organizational roles are maintained only across character-
istic temporal scales. Temporal unfolding therefore makes
explicit what the diagram presupposes: that closure is an
achievement sustained through the continual regeneration of
constraints (Mossio and Moreno, 2010).

The connection between self-construction and time also
highlights the connection of organizational closure and an-
ticipation. Rosen|(1978) defined anticipatory systems as sys-
tems that contain internal predictive models of themselves
and their environments, allowing present behavior to depend
on modeled future states. |Louie (2012) later developed this
insight in relational terms, showing that anticipation is not
an accidental add-on to living systems but is deeply con-
nected to the topology of relational organization. If a closed
organization contains, in some form, the conditions of its
own continued production, then it already contains a primi-
tive relation between present organization and future viabil-
ity (Louie} 2013). Temporal parametrization does not create
this topology ex nihilo, but proposes one way of realizing
it: processes with different characteristic lags constrain one
another asynchronously, allowing current measurements and
internally maintained states to bias later viable trajectories.

Anticipation here is therefore neither clairvoyance nor a
separately installed predictor. It is the acquisition of a histor-
ically maintained endogenous organization in which present
processes condition future possibilities. Thus, anticipation is
not a mysterious reversal of causality, but the organization-
mediated use of present states, traces, and constraints to bias
future trajectories before perturbations have fully unfolded
(Louie, |2010). This is the conceptual bridge to the next sec-
tion. If self-construction requires temporal unfolding, and
if temporal unfolding exposes the anticipatory structure im-
plicit in semantic closure, then the next task is to formalize
this unfolding. We therefore turn to temporally parametrized

(F, A)-systems, where each constitutive mapping is associ-
ated with a characteristic timescale and the resulting organi-
zation can be redesignated as a non-fixed, history-dependent
Asynchronous Dynamic Bayesian Network.

Temporally Parametrized (F, A)-systems

The previous section established that self-referential closure
cannot be fully understood as a static relation. If a living or-
ganization is both product and producer, both constraint and
constrained process, then its relational structure must be un-
folded across the characteristic timescales through which its
constitutive processes are produced, maintained, and trans-
formed. The aim of this section is to make this move ex-
plicit for Hofmeyr’s (F, A)-systems. To do this, we begin
by clarifying the mathematical conventions we are using
from this point onward. Then, rather than simply repeat-
ing the full construction developed in [Lopez-Diaz and Ger-
shenson| (2025)), we summarize the formal steps needed for
the present argument: first, we recall why (F, A)-systems
provide a biologically realizable model of semantic closure;
second, we extend them to include environmental sensing
and response; third, we assign characteristic timescales to
their constitutive mappings; and fourth, we redescribe the re-
sulting temporal organization as a history-dependent Asyn-
chronous Dynamic Bayesian Network (ADBN).

Mathematical status and notation

As illustrated in Figure |1} three descriptive layers must be
kept distinct.

(i) Relational layer. Capital Roman letters A, B, C, ... de-
note objects in a concrete category C, and Greek letters
¢,1,0,a, 8 denote admissible morphisms or process-
types. At this layer, the diagrams specify organizational
entailments and do not yet define random variables.

(i) Temporal layer. Each process-type g is assigned a char-

acteristic lag 7,. This indexing specifies when an output
can become available relative to the inputs and constraints
that enable it; it is not a global synchronous update rule.

(iii) Stochastic realization. To obtain a probabilistic graphical

model, each relational object A is represented by a mea-
surable state space X4, and a time-indexed random vari-
able A; : Q@ — X4 records a chosen empirical coarse-
graining of that object at time t. Lower-case symbols
ay € X4 denote realizations. Conditional dependencies
are represented by Markov kernels chosen to respect the
parent relations and lags specified by the temporalized di-
agram.

The third layer does not follow functorially from the first
two without additional assumptions. In particular, this paper
does not establish a canonical functor from arbitrary Rosen—
Hofmeyr relational models to a Markov category such as



FINSTOCH. The ADBN should therefore be read as one ad-
missible stochastic realization of the temporal dependency
structure, not as a theorem identifying the category-theoretic
objects themselves with random variables. This restriction
preserves the relational ontology while making the proba-
bilistic claims mathematically explicit.

Extending (F', A)-systems

Hofmeyr| (2021)’s (Fabrication, Assembly)-systems re-
fine Rosen| (1991)’s (Metabolism, Repair)-systems by re-
placing the overly restrictive metabolism-repair vocabulary
with a well-grounded biochemical distinction between fabri-
cation and assembly. Their importance for the present paper
is that they make explicit how a system can remain closed
to efficient causation while remaining open to formal causa-
tion (Hofmeyr, 2021} p. 12). In such a system, the organi-
zation manufactures the efficient causes required for its own
continuation, while free-standing formal causes provide her-
itable and revisable specifications that can alter the range of
admissible transformations (Hofmeyr, [2018). In the jargon
we previously introduced, (F, A)-systems are therefore not
merely autocatalytic or self-maintaining; they are organiza-
tionally closed and semantically mediated, best fulfilling the
criteria for standing in a full modeling relation to the causal
entailments of a modern living cell (Hofmeyr, 2021}, p. 4).

This is why (F, A)-systems are an appropriate starting
point for a theory of agency. They already contain the min-
imal ingredients needed to distinguish living organizations
from both dissipative structures and conventional machines:
material openness, closure to efficient causation, internally
grounded finality, and openness to formal causation. Yet,
the original (F, A)-systems as a model of living organiza-
tion still remains incomplete for the purposes of the present
paper. Agency is not only about self-maintenance, but also
about being coupled to an environment in a way that per-
mits sensing, response, and context-sensitive modulation of
its own activity (Fabregas-Tejedal [2026)). Thus, before tem-
poralizing the model, we first recall its ecological extension
introduced in |Lopez-Diaz and Gershenson| (2025).

As explained above, a self-manufacturing organization
that lacks explicit sensing and response remains too inter-
nally focused to ground agency. For this reason, the (F, A)-
system must be extended with processes that connect exter-
nal signals, internal signals, and intracellular responses. Let
I = {Iy, 15,15, I} be an extended set of free-standing for-
mal causes, where I3 and I, respectively encode the fabrica-
tion of sensing and response architectures. Associated with
these instructions are the mappings

x &yl g

where X denotes external signals, Y internal signals, and
Z intracellular responses. These processes are not simply
additional metabolic reactions. They are the minimal formal

representation of measurement and control at the organism—
environment interface (Cariani, 1989, 2011). In this way,
we can extend Hofmeyr’s (F, A)-systems via the following
diagram.

> Y > Z

f=Ix{fit+fs+ fa+f2--> D (D

4“
-

Ak%Bl+Bz+B3+B4%‘I’

In the extended diagram , B3 and B, denote the com-
ponents from which the sensing and response machinery are
respectively assembled. The point is not that every organ-
ism literally implements this exact coarse-graining, but that
any agentive organization must include some analog of this
architecture: a way of being affected by the environment,
a way of internally transforming that perturbation, and a
way of acting back upon itself or the environment (Cariani,
1998a). In biosemiotic terms, this is the minimal interface
through which material perturbations become measurable
signs and through which internal states become control pro-
cesses (Pattee, |1991,{1993)). In ecological terms, it opens the
system to affordances, understood not as pre-given external
objects, but as relational possibilities for action enacted by
an organism with a particular organization (Gibson, |1979;
Kauffman and Rolil [2021)).

The previous sections argued that semantic closure must
be temporally unfolded because self-construction is proces-
sual. Formally, this means that each constitutive mapping in
the extended (F, A)-system must be associated with a char-
acteristic timescale. Let’s begin by rewriting the extended
organization (T)) as

EENy )

Here f = I x {fi} + fo + fa + fa, [ = {11, 12, I3, 11},
and B = B; + By + B3 + By. Additionally, H(X,Y) is
a proper subset of the hom-set of all mappings from X to
Y. This notation compresses the self-manufacturing, inter-
pretive, sensing, and response components into a single re-
lational organization. To make the temporal structure more
transparent, let C = H(A,B) and E = H(B, H(A, B)),
and rewrite the mappings as



Three descriptive layers of the formal construction

Each layer adds modeling commitments; the ADBN is an admissible realization, not a categorical identity.

( N\
Organizational entailments: g
what produces, constrains, or enables what >
in a concrete category C. @
J
+ assign a characteristic lag T4 to each process-type
~N
Characteristic lags specify when outputs can Ty
become available relative to their enabling inputs.
They do not impose one global update rule.
@ @-
Th
J
|
additional measurable-space and kernel choices are required )
\

Measurable state spaces, time-indexed random
variables, empirical coarse-grainings, and Markov
kernels yield a history-dependent ADBN.

R QL\Q

No canonical functor from arbitrary relational models to stochastic graphical models is claimed.

Figure 1: Three descriptive layers of the construction. The relational diagram specifies organizational entailments; tempo-
ral parametrization assigns characteristic lags without imposing one global update rule; a stochastic realization then chooses
measurable spaces, time-indexed random variables, and Markov kernels. Additional measurable-space and kernel choices are
required, so the ADBN is one admissible realization rather than a categorical identity.

maintained at different rates and that the organization per-
sists only by coordinating these rates across time (Bich and

AL BY C, [Bechtell, [2022; Bechtel and Bich|, 2024). Nevertheless, as
N well-argued by [Montévil and Mossio| (2015)), every biologi-

’ cal constraint must be considered at two scales: the scale at
XSy ﬁ) 7 3) which it constrains another process and the scale at which it

is itself produced or maintained. Thus, temporal coherence
in a closed organization requires more than the existence of
multiple timescales. It requires that the production and op-
eration of constraints remain mutually coordinated
[and Prescott, 2022} [Kubiak and Kloc| [2024).

Following the logic of [Montévil and Mossio| (2015), we
now assign a characteristic timescale 7, to each process x €

{¢’¢a 9, O‘alB}:

PN R We can express this by defining Ay = 74 — 7, Ay =
- e Ty — To, Do = Tog — Ty, Do = Ta — Ty, and Ag = 75 — Ty,
0 Since the system is closed to efficient causation, at least one
D ? E, A; must be positive and another A, with j # 4, must be
Xy P g @ n.egative (Montévil and Mgssw], m p- 8-9). This con.di-
o 2 tion prevents the temporalized organization from collapsing

This is the formal point at which relational organization
becomes temporally articulated. The timescales should not
be interpreted as external clock parameters imposed on an
otherwise completed system. They express the fact that fab-
rication, assembly, interpretation, sensing, and response are

into a linear chain of externally ordered processes. It ex-
presses the interdependence of processes that must be fast
enough to act as constraints and slow enough to be main-
tained as constraints. Following (2023), once the
extended (F, A)-system is temporally parametrized, it
can be redescribed as an ADBN, as shown in Figure This



is not because the organism is literally a Bayesian network,
nor because Bayesian formalisms provide the metaphysical
foundation of life. Rather, the ADBN is a formal redescrip-
tion of the dependency structure induced by temporally un-
folded closure; it allows us to represent how the status of
one component-process at time ¢ constrains the possible cir-
cumstances of other component-processes at ¢ + 7, where
T = 7(Ty, Ty, To, Ta, T3)- This is the same formal move in-
troduced in |Lopez-Diaz and Gershenson| (2025), but here it
is interpreted as the mathematical bridge between semantic
closure, anticipation, and agency.

The visual structure of the ADBN should be read care-
fully. In Figure [2] the horizontal arrows represent the rela-
tional mappings internal to each time slice, while the cross-
time arrows represent dependencies induced by the charac-
teristic timescales of the organization. In the correspond-
ing probabilistic graphical model (shown in Figure 3, both
components and processes are treated as random variables,
and dashed temporal dependencies are redescribed as prob-
abilistic dependencies. In this sense, the ADBN does not
replace the relational model as such, but it translates the re-
lational model into a form in which temporal dependency,
uncertainty, and context-sensitivity can be explicitly repre-
sented.

Furthermore, the ADBN permits the factorization of a
joint distribution over the temporally indexed components
and processes of the organization (Korbakl 2023| p. 45). Us-
ing the notation adopted in Figures [2]and 3] the distribution
takes the form

P(Pr,Pry 007, Bry Ary Br, Cr, Dy B X0 Yo 2y
¢r,Y7, 01, a1, Br, Ar, Br, Cr, D, E7, X1, Y1, Z1) =
T—r

H [p(At+T)P(</>t+T | Avtr, Co) p(Bisr | Gr4r) P(ttr | Bisr, Et)
=0

P(Crar | Yrar) p(Desr) P(Or4r | Ditr, C) P(Etir | Op47) p(Xesr)
p(aH»'r ‘ Xt+mcz)P(Yt+r | at+7)p(5t+7 | Yt+mcf)p(zz+-r ‘ 5t+7):|-
)

Here T' < oo is the endpoint of the observation win-
dow, ¢ indexes admissible update times, and 7 > 0 is the
displayed lag between causally related time slices. When
process-specific lags are suppressed for readability, 7 de-
notes the common display lag and the distinct lags remain
those assigned in Figure |3} The ellipsis includes all inter-
mediate time slices up to 7. Each factor p( - | -) denotes a
conditional probability mass function or density—or, more
generally, a Markov kernel on the measurable spaces chosen
for the stochastic realization—and the factorization is com-
pleted by the initial distribution of any parent variables lying
at or before the beginning of the window.

More generally, let ) be the set of time-indexed random
variables selected for a stochastic realization, and let Gg.1
be the resulting directed acyclic dependency graph over the
finite observation window 0:7'. For each variable V' € V
and time ¢, let Ky, be a Markov kernel from the values of

its temporally lagged parents Pag (V) to the state space of
V. The path distribution factorizes as

T
P(dvo.r | Go.r) = H H Ky, (dvt \ VPaG(V,t)) . (6)

t=0VeVy

Here P(- | Go.r) is the probability measure on complete
paths conditional on the selected dependency graph; vo.r
is one complete trajectory of all variables over the observa-
tion window; dvg.r is the corresponding product-measure
element; and vp, (v, is the realized configuration of the
lagged parents of V;. The outer product ranges over obser-
vation times and the inner product over variables. Each nor-
malized kernel Ky ; gives the conditional law of V; given
those parent values. For the extended (F, A)-organization,
the parent sets are selected so that material inputs, con-
stitutive constraints, and environmental measurements ap-
pear with the lags indicated by the temporalized relational
diagram. Equation (6) is deliberately generic: it sepa-
rates the organizational claim—which dependencies must be
represented—from the empirical choice of state spaces, ker-
nels, and coarse-grainings used in a particular application.

For the purposes of this manuscript, factorization (3)) is
useful enough because it makes explicit how internal orga-
nization, environmental perturbation, and processual history
jointly constrain future states. The terms involving X, Y,
and Z represent the organism—environment interface, while
the terms involving A, B, C, D, and E represent the self-
manufacturing organization that gives such environmental
coupling biological significance. The result is not a fixed
transition function, but a temporally extended dependency
structure. The distribution should therefore be interpreted
in a restricted way. It is not a complete law of the organ-
ism, and it is not a universal principle from which life or
agency can be deduced. It is a formal redescription of a spe-
cific kind of organization once that organization has already
been biologically identified as semantically closed. This re-
striction is crucial because it prevents the Bayesian formal-
ism from becoming ontologically inflated (Navel [2025)). In
the present framework, relational closure comes first; prob-
abilistic redescription comes second. The ADBN is a way
of representing how closure unfolds through time, not a re-
placement for closure.

The most important difference between the construction
shown above and a conventional state-space model is that
the derived probability distribution shown in equation ()
should not be understood as fixed once and for all. A
living organization does not merely update parameters in-
side a pre-given space of possibilities (Witherington, 2014).
In contrast, through adaptation, development, and material
turnover, a living organization may alter which variables
matter, which couplings are relevant, which measurements
are possible, and which actions are available (Pattee} |1972;
Longo et al.l |2012). These changes must be distinguished
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Figure 3: Probabilistic Graphical Model associated with the temporal parametrization of extended (F, A)-systems.

rather than ranked: an ADBN may update probabilities over
a fixed graph, reorganize graph topology, or reconstruct the

repertoire of variables, substrates, interpretive relations, and
control processes.

This last point is essential for the theory of agency devel-
oped in this paper. If the induced ADBN were merely a fixed
graphical model with parameter updates, it would not cap-
ture the kind of plasticity required for open-ended biological
organization (Kauffman| [2019; Navel 2025). The stronger
claim is that semantically closed systems can rebuild the
very dependency structures through which they anticipate
and act. The ADBN is therefore not a static internal model
but a historically maintained and revisable organization. It is
continuously regenerated by the same material and semiotic
processes that it helps coordinate. This also clarifies the re-
lation between the present framework and active inference.
Our claim is not that free-energy minimization is a first prin-
ciple of life, nor that a generative model is simply given in
advance (D1 Paolo et al 2022). Rather, a primitive gener-
ative model can be derived from the temporal unfolding of
an already closed organization. Thus, in contrast to |[Kor-
bak| (2021)), we propose that active-inference language must
be used locally and carefully: organisms can be redescribed
as probabilistically tailoring their internal and environmen-

tal couplings only because their relational organization al-
ready supplies the measurement and control architecture that
makes such tailoring biologically meaningful. We will ex-
pand upon this argument and discussion later in this paper.

A temporalized (F, A)-system therefore gives a construc-
tive interpretation of Rosennean anticipation. An anticipa-
tory system is not merely a system that reacts quickly to
perturbations, nor one that contains an externally inserted
predictive module. It is a system whose present organi-
zation constrains possible future states through an internal
model of its own conditions of persistence (Rosen, [1978;
Louiel 2013). In the present framework, that internal model
is not a fixed differential-equation surrogate, as originally
suggested by Rosen| (2011)); it is the revisable dependency
structure generated by the temporal unfolding of semantic
closure (Lopez-Diaz and Gershenson, 2025| p. 9). This is
why our ADBN approach matters for naturalizing agency.
The organism’s present state does not simply cause the next
state according to a fixed transition rule. Rather, the present
organization weights, canalizes, and constrains possible fu-
tures in light of its own continued viability (Juarrero,|1999).
Environmental signals become relevant because they enter a

closed organization that can measure them, interpret them,
and act upon them.



Importantly, agency does not yet follow automatically
from this construction, but the construction supplies the min-
imal formal space in which agency can be defined: the space
between mere temporal dependency and anticipatory modu-
lation of organism—environment coupling. The next section
uses this formal apparatus to derive weaker temporalized
organizations. The point will not be to decide, by stipula-
tion, which systems are agents and which are not. Rather,
by deleting specified relations from temporally parametrized
(F, A)-systems, we can ask which organizational capacities
depend on which relations and which resulting diagrams re-
main incomparable. The ADBN construction thereby sup-
ports a structural partial order of organizational conditions,
not a scalar order from “less” to “more” agency.

Which Organizational Conditions Support
Agency?

The previous section showed that temporally parametrized
(F, A)-systems induce history-dependent probabilistic
structures capable of redescribing the temporal organi-
zation of semantic closure. We now ask what happens
when specified organizational relations are removed. The
strategy follows the decomposition used in|Lopez-Diaz and
Gershenson| (2025), but the present question is different:
the same diagrams are temporally unfolded to identify
which proto-agential capacities depend on which retained
relations. Mathematically, relation deletion generates a
partial order from the extended diagram to weaker dia-
grams. Biologically, that order supplies hypotheses about
organizational dependence, not a chronology. It does not
assert that lineages historically acquired sensing-response,
free-standing formal causes, informed efficient causes,
and closure in one direction or sequence. The aim is to
identify which dependency structures are present, absent, or
incomparable in each regime, and therefore which agency
claims each regime can or cannot support.

Importantly, the diagrams derived below form a partial or-
der under the removal or addition of specified organizational
relations. They should not be read as a universal chronolog-
ical sequence, a scalar ranking of organisms, or a claim that
evolution necessarily produces greater complexity, intelli-
gence, or agency. Evolution can simplify, lose, redistribute,
or externalize functions, and transitions can be reversible or
bypassed (Levins and Lewontin, [1985} [Lynch, |2025)). Here
the term hierarchy is retained only in Pattee’s functional-
control sense: relatively slow constraints can regulate faster
dynamics across organizational levels (Patteel 1972} |1991]).
Within living systems, these control relations are frequently
heterarchical, reciprocal, and distributed rather than gov-
erned by a single top level (Bechtel and Bich| 2024). Ac-
cordingly, the decomposition proposed below identifies par-
tially ordered conditions of organization, not stages of evo-
lutionary progress. More parts or levels do not automatically
imply more agency.

Furthermore, the derivation of weaker relational mod-
els already showed that the relations constituting semantic
closure can dissociate (Lopez-Diaz and Gershenson, [2025)).
Some chemical organizations possess structured depen-
dency without closure, some preserve memory-like traces
without autonomy, and some realize closure without explicit
environmental coupling. Temporalizing these diagrams al-
lows us to ask a sharper question: not only what organization
a system has, but what kind of future-oriented dependency
structure that organization can support. This distinction mat-
ters because agency is not the same as self-maintenance
(Rosslenbroich et al., [2024). A system may persist, repro-
duce, or participate in autocatalytic amplification without
possessing an endogenous anticipatory structure capable of
modulating its coupling with the environment (Deacon and
Cashmanl 2013)). The ADBNSs and associated joint distribu-
tions therefore locate distinct formal precursors of agency
(memory, closure, constraint maintenance, environmental
sensitivity, and revisable measurement—control, etc.) with-
out asserting that they must arise in one sequence.

Removing explicit sensing and response

The first weakening removes the explicit sensing-response

architecture from the extended (F, A)-system. In the full

model represented by diagram , the mappings X I,

Y f—4> Z depict the minimal interface through which envi-
ronmental perturbations become internally measurable and
internally generated states become control processes. Re-
moving these mappings produces diagram (7), which re-
tains closure to efficient causation and free-standing for-
mal causes, but no longer contains an explicit organism—
environment measurement-control channel.

I x{fi} + f2 ===~ > D

P

This weakening is important because it separates seman-
tic closure from situated agency. Diagram can still be
organizationally autonomous in the sense that the relevant
efficient causes are internally produced and maintained. It
can also remain open to formal causation, because free-
standing formal causes still specify admissible transforma-
tions. Yet, without explicit sensing and response, the sys-
tem cannot yet differentially modulate its coupling to the
environment in the sense required for agency (Robbins and
Aydede, [2008)). It is therefore better interpreted as a seman-
tically closed autonomous organization rather than as a fully
agentive organization. The associated distribution () pre-
serves the main self-manufacturing dependency structure of
the richer model while removing the environmental terms
XY, Z «, . This loss is conceptually decisive. The dis-
tribution still redescribes a temporally coherent organiza-



tion, but it no longer includes the variables through which
environmental signals are converted into internal regulatory
states and responses. Thus, what has been lost is not closure,
but situated measurement-control.
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From free-standing formal causes to intrinsic
material memory

Following [Lopez-Diaz and Gershenson| (2025), the next di-
agrammatic weakening removes the free-standing formal
causes [* = {Iy,I>}. In diagram (9), the material causes
A7+ A% become informed material causes: substrates whose
relevant syntax is materially inscribed rather than separately
specified by independent symbolic structures (Deacon et al.,
2014). This corresponds to a plausible pre-digital regime
in which organization is controlled by intrinsic physico-
chemical regularities rather than by free-standing instruc-
tions (Patteel [1969a)); it is not claimed to be a mandatory
historical stage.

fit+ f2 -----> D

L

Al +A; — Bi+ By <---- &5

This transition marks an important reduction in evolvabil-
ity. Free-standing formal causes allow instructions to be re-
combined, inherited, and revised with a degree of indepen-
dence from the material processes they constrain (Hofmeyr,
2018)). Informed material causes can still bias transforma-
tions, but their formal role remains embedded in their own
material structure (Pattee, [2021). The system therefore re-
tains a kind of proto-semantic organization, but its capacity
for syntactic openness is much more limited. The distribu-
tion (I'Ilj]) makes this limitation visible. Formally, it remains
close to (8], because the temporal dependencies among ¢,
1, and 6 are still present. Biologically, however, the inter-
pretation changes: the formal cause is no longer a separable
instruction-like component but an intrinsic constraint of the
material substrate. This is a weaker anticipation structure,
because the system can still bias future states, but it cannot
yet freely rewrite the symbolic basis through which those
futures are specified (Egbert et al., |2023)).
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P(Cryr ‘ ’L/)t+r)P(Dt+r)P(9t+T ‘ Dt,+mCt,)P(Et+r ‘ 9t+r)]~
(10)

Toward autogenic closure

The next weakening produces diagram (11), where D be-
comes an informed material cause D*, and f, is replaced
by a non-informed efficient cause f5. This regime remains
especially important because it retains a form of reciprocal
closure while reducing the machinery needed to support it. It
therefore approximates the kind of pre-cellular organization
described by [Katla et al.| (2025), in which self-maintenance
is not yet genetically or digitally controlled, but still depends
on a mutually reinforcing relation between transformation
and constraint.

A1+ A5 — Bi+ By - Oy

In this sense, diagram (11) is one of the central thresh-
olds in the section. It is not yet an agent, because it lacks
explicit sensing-response and robust formal openness. Yet
it is no longer a mere open reaction chain. It contains the
minimal circularity needed for a system to maintain some of
the conditions of its own continuation. In the language of
agency, this is where proto-agency begins to become more
than reactive chemistry: the system starts to preserve a de-
pendency structure that makes its own future states non-
arbitrary (Moreno, 2018). The associated distribution @])
preserves the same general temporal form as the previous
two distributions, but the starred variables indicate a change
in causal interpretation. What was previously handled by
free-standing or informed efficient causes is now carried by
materially inscribed constraints. Thus, the system still has
temporal dependency and primitive internal constraint, but
the anticipatory organization is less plastic. This helps dis-
tinguish primitive autonomy from the richer form of agency
defended in this paper.
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Figure 4: Probabilistic Graphical Model associated with the temporal parametrization of diagram (7).
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Figure 5: Probabilistic Graphical Model associated with the temporal parametrization of diagram (9).

Splitting the diagram: memory without closure
and closure without agency

Diagram (TT) can be decomposed into two components. The
first component, diagram @, has the form of a nested de-
pendency that is not closed to efficient causation. It can pre-
serve a kind of memory, because previous products constrain
later transformations, but it does not internally produce the
whole network of efficient causes required for autonomous
self-maintenance (Hofmeyr, [2021).

»\ T (13)

The distribution should therefore be interpreted as

a proto-inferential structure rather than as an autonomous
agentive structure. The term C'; constrains the later produc-
tion of ¢, which means the system is no longer a mem-
oryless reaction (Duefias-Diez and Pérez-Mercader, [2019).
Yet the dependency does not close back on itself in the
strong organizational sense. This is the kind of system that
may already exhibit structured sensitivity to prior states, but
whose organization is still externally dependent.

p(¢7,07, A%, B;,Cr, ..., é7, %7, A}, Bp,Cr) =
T—r
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(14
The second component, diagram (T3, is more interesting
for agency. Unlike the first component, it retains a mini-
mal closure relation. It resembles the autogenic logic dis-
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Figure 6: Probabilistic Graphical Model associated with the temporal parametrization of diagram (TT).
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Figure 7: Probabilistic Graphical Model associated with the
temporal parametrization of diagram (I3)).

cussed by Deacon| (2011), where reciprocal catalytic and
self-assembling processes begin to generate a system that is
more than merely autocatalytic. Autocatalysis can amplify
a reaction network, but by itself it is only self-promoting,
not yet self-regulating or self-preserving. Closure becomes
decisive when the system begins to maintain the constraints
that prevent its own dissipation.

The mapping to Deacon’s autogen should not be taken
to settle the origin of semiosis. |Deacon| (2011) inter-
prets autogenic organization as exhibiting minimal interpre-
tive competence (Deaconl 2021}, [2023)), whereas Pattee ar-
gues that symbol grounding through a physically realized
symbol-action relation precedes interpretation proper (Pat-
tee, [2021). The accompanying commentaries likewise dis-
agree about which energetic, informational, and triadic con-
ditions are sufficient (Favareaul 2021 Raczaszek-Leonardi,
2021% Joslyn, [2022). The present framework adopts the
more conservative formulation. Autogenic closure is a plau-
sible presemiotic or protosemiotic precursor: it becomes
semantically closed only when relatively rate-independent
vehicles participate in constructing and maintaining the
measurement—control constraints that give those vehicles
functional significance. Structural correspondence with a
closed reaction cycle is therefore necessary evidence, not

sufficient evidence, for full biological semiosis.

f5 ey D
Tl
By 4= Oy,

The revised distribution (I6) expresses a mutual enabling
relation without duplicating conditional factors. The previ-
ous state of one process constrains the current production of
the other, and vice versa. This is not yet full agency, but it
is a minimal temporal form of self-maintaining anticipation:
the system’s present organization is conditioned by traces of
its own prior organization. At this level, proto-agency be-
comes a real candidate rather than a metaphor, because the
system begins to act as a locus of constraint maintenance
(Deaconl 2021)).
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Figure 8: Probabilistic graphical model associated with the
temporal parametrization of diagram (T3]



Opening the loop: selection before closure

According to |Lopez-Diaz and Gershenson| (2025), a further di-
agrammatic weakening opens the closed component into dia-
grams and (T8). These diagrams retain structured dependency
but lose closure to efficient causation. They matter evolutionar-
ily because selection need not wait for full agency or autonomy
(Kauffman| [1992). Patterns can become differentially stabilized
without being agents, provided there is variation, differential per-
sistence, and some channel through which the pattern is recon-
structed (Doolittle and Inkpen, [2018). This regime connects the
present formalism to broader evolutionary accounts of constraint
maintenance (Poledna, 2026). The claim is limited: selection can
shape agency-relevant precursor relations without implying a uni-
versal progression toward agency. What is selected in this case is
a dependency pattern capable of persisting across perturbation cy-
cles, not yet an autonomous self.

B: —> f; an

y
D= v, as

K’
By ——> F
The distribution captures this open dependency structure.
A previous product C; constrains the later process ¢, but the
system lacks the reciprocal closure required for autonomy. It is
therefore misleading to call this organization agentive. It is better
understood as a proto-agential precursor: a chemically realizable
dependency structure in which history begins to matter, but not yet

as the self-produced history of an autonomous system (Duenas-
Diez and Pérez-Mercader, [2019)).
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Figure 9: Probabilistic Graphical Model associated with the
temporal parametrization of diagram (I7).

Elemental reactions as the lower bound

At the lower bound we arrive at elemental reactions of the form
shown in diagram (20). Such reactions can be temporally indexed,
but they do not by themselves generate endogenous memory, clo-
sure, anticipation, or self-maintaining organization. They are there-
fore useful not because they are agentive, but because they mark the
baseline from which the richer partial order departs.

f

.

(20)
)5g
A-3B

The associated distribution (ZT) is correspondingly simple. It
describes a transformation in which A;y, fi+-, and By, are re-
lated within a time-indexed process, but no previous organizational
state constrains the current transformation. There is temporal suc-
cession, but not yet temporal self-reference. This is why elemen-

tal reactions may contribute to the origin of agency without them-
selves being proto-agents (Poole et al., 2017).
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Figure 10: Probabilistic Graphical Model associated with
the temporal parametrization of diagram (20).

Reading the decomposition as a partial order

The weakening construction orders diagrams only by explicitly re-
tained relations. Let D1 < D> when every organizational relation
specified in D is retained in D2, while D2 may contain additional
relations. This order is generally partial: two diagrams may pre-
serve different relations and therefore be incomparable. It does
not by itself specify evolutionary time, taxonomic rank, organismal
complexity, or a universal sequence of stages. Biological histories
may bypass a regime, externalize one of its constraints, combine
relations in a different order, or lose a previously realized relation.
The diagrams are consequently candidate organizational regimes,
not successive taxa.

Along the focal biological route examined here, the regimes
nevertheless support a disciplined interpretation. Elemental re-
actions provide transformations without cross-time self-reference.
Open dependency structures can introduce history-sensitive con-
straint, while non-closed memory systems can preserve traces with-
out autonomy. Autogenic closure introduces reciprocal constraint
maintenance. Informed material causes can support materially
embodied memory, whereas free-standing formal causes permit
revisable syntactic specification. Situated semantic closure adds
sensing and response to an organization that already produces the
measurement—control relations through which environmental dif-
ferences matter. Table [2] records these profiles without treating



them as rungs on a ladder. Temporal dependency is not sufficient,
because every reaction unfolds in time (Duenas-Diez and Pérez-
Mercader] [2019; Bartlett and Louapre, |2022); memory may be
externally scaffolded (Ehresmann and Vanbremeerschl [2007; /Wil-
son and Prescott, [2022); closure need not include explicit adaptive
coupling (Maturana and Varelal |1980; D1 Paolo, [2005); and sen-
sors may be externally imposed (Cariani, |1989; |Barandiaran et al.,
2009).

Proto-agency is therefore a profile of precursor conditions rather
than a lower taxonomic level. It is supported when a tempo-
rally extended chemical organization preserves dependencies that
bias later transformations in light of prior states (Deacon et al.
2014; Deacon) 2021). Autonomy requires the stronger condition
that the organization regenerates the constraints through which it
continues to exist (Mossio and Morenol 2010; Moreno, [2018).
Agency, in the focal sense defended here, further requires a re-
visable measurement—control interface that modulates organism—
environment coupling in light of possible futures (Rosen, 2011}
Fabregas-Tejeda, 2026). These relations prepare the next section
without implying that every actual system must traverse one his-
torical route.

Agency Thresholds

The preceding section derived a structural partial order of tempo-
rally parametrized organizations. It now allows us to ask when a
proto-agential profile supports an attribution of agency. The answer
cannot be obtained by counting components or locating a system
on one scalar continuum (Newman et al.l [2025). Closure, viabil-
ity, anticipation, environmental coupling, and formal reconstruc-
tion are distinct organizational conditions that can dissociate, espe-
cially in host-dependent, engineered, or collective systems (Sultan
et al.,[2022). Along the focal biological route, autonomy concerns
self-maintenance under material openness; goal-directedness con-
cerns viability-biased organization; agency concerns endogenous
anticipatory modulation of coupling; and open-endedness concerns
reconstruction of the space of possible relevance. The relations
among these conditions are represented below as causal-role pro-
files and a defeasible threshold poset, not as a universal progres-
sion.

Autonomy as closure under material openness

Along the focal biological route, autonomy marks the constitu-
tive condition at which a system no longer merely undergoes ex-
ternally constrained transformations, but participates in producing
and maintaining the constraints that make its own continuation pos-
sible. In the organizational tradition, this is captured by closure to
efficient causation (Rosenl [1991)) or, equivalently, closure of con-
straints (Mossio and Bich, [2017). A system is autonomous when
the relevant efficient causes of its organization are not merely im-
posed from the outside, but are regenerated through the very pro-
cesses they constrain (Varela, [1979). This does not mean that an
autonomous system is materially closed. On the contrary, organ-
isms remain thermodynamically open: they exchange matter and
energy with their environments and depend on flows they do not
produce alone. The distinctive feature of autonomy is therefore not
isolation, but the closure of constraint-maintaining relations under
conditions of material openness (Montévil and Mossiol [2015)).
This is why autonomy distinguishes organisms from ordinary
dissipative structures. A flame, vortex or Bénard cell may display
spontaneous order, but the constraints that sustain its organization
are not themselves produced, repaired and transformed by the or-
ganization as a condition of its continued existence (Vasas et al.,
2010). The partial order derived above gives this distinction a for-
mal expression. Elemental reactions and open dependency struc-

tures may unfold in time, preserve traces of prior states, or even
participate in selective stabilization. Still, they do not thereby be-
come autonomous. Autonomy begins only when a dependency
structure closes on itself in such a way that the system maintains
the constraints through which it remains a system (Deacon et al.
2014). In this sense, closure is not already agency, but it is the
organizational ground required for the robust biological agency de-
fended along the focal route.

Goal-directedness as viability-biased maintenance

Goal-directedness adds a norm-selective condition that should not
be conflated with autonomy. A system may be autonomous without
yet exhibiting a rich form of agency, but once autonomy is pre-
carious, its continued existence becomes normatively structured
(Beer and Di Paolol 2023). Some trajectories preserve the orga-
nization, while others lead to breakdown. Goal-directedness can
therefore be understood as the tendency of an autonomous orga-
nization to maintain, recover or generate viability-supporting con-
ditions (Veloz| [2021). This conception helps avoid two extremes.
On the one hand, goal-directedness should not be reduced to an ex-
ternally imposed target, as in a machine whose goal is assigned
by a designer (Nicholson, 2013). On the other hand, it should
not be inflated into conscious intention. Minimal biological goal-
directedness is neither external programming nor mental purpose,
but the organization-dependent bias by which a system compen-
sates perturbations, preserves its viability and maintains the condi-
tions of its own continuation (Heylighen, |2023)).

The relevant contrast is between merely reaching a goal and
becoming of a goal. As highlighted by [Nicholson| (2013), in a
non-living machine, the goal is usually specified in advance by
an external observer. In contrast, in an autonomous organization,
the most primitive goal is generated by the organization itself: to
become and remain a viable unity. This is why autopoietic and
chemical-organization approaches to goal-directedness are relevant
here. They do not begin with a pre-given target, but with the
emergence of a self-maintaining network whose continued exis-
tence defines what counts as success or failure. Nevertheless, goal-
directedness is still not agency in the strong sense defended in this
paper. As shown by Rosenblueth et al.| (1943), a system may com-
pensate perturbations and return to a viability-supporting attractor
without possessing an endogenous anticipatory organization. Fur-
thermore, a system may be robust, adaptive, and self-maintaining,
while still acting primarily through restorative dynamics. The tran-
sition to agency requires more than the preservation of a viable
organization; it requires the internal modulation of possible cou-
plings in light of what has not yet occurred (Jaeger et al.,[2024).

Agency as endogenous anticipatory modulation

Agency appears when goal-directed organization becomes antici-
patory. The crucial point is not that the system predicts in the ab-
stract, since many non-living systems can be described predictively
by an observer (Clark, 2013). As argued by Juarrero|(1999), the rel-
evant question is whether present action is modulated by an inter-
nally generated, history-dependent structure that the organization
itself produces, maintains and revises. Agency therefore begins
when the system does not merely restore itself after perturbation,
but differentially selects among possible organism—environment
couplings in light of possible future consequences. The tempo-
ral parametrization developed above gives this claim a formal ba-
sis. Once the processes of a closed organization are associated with
distinct characteristic timescales, the organization induces a depen-
dency structure in which present variables are conditioned by traces
of prior organization and by possible future-oriented constraints.
This structure is not an externally imposed controller, but the tem-



Table 2: Organizational regimes obtained by weakening the temporally parametrized (F', A)-system. The order records retained
relations; it is neither a universal evolutionary sequence nor a ranking of complexity.

Regime Diagrammatic form

Formal signature

Agency interpretation

Elemental reaction

Diagram (20)

Time-indexed transformation without No agency; baseline transfor-

cross-time self-reference mation

Open dependency Diagrams (T7)-(T8)
Diagram (13)

Diagram (I5)

Non-closed memory

Autogenic closure

Intrinsic formal memory

Diagram (TT)

Semantic closure Diagram (m)

Structured dependency with history- Proto-agential precursor; se-
sensitive constraint
Nested dependency without closure to  Memory-like
efficient causation
Minimal reciprocal constraint mainte- Candidate minimal autonomy;
nance

lection can act on patterns
organization
without autonomy

regeneration must be demon-
strated

Closure supported by informed mate- Autonomous organization with
rial causes
Closure to efficient causation plus for- Autonomous semantic organi-

limited formal revision

mal openness zation

Situated semantic closure  Diagram (EI)

Closure plus sensing-response and re-  Robust primitive agency

visable measurement-control

poral unfolding of the organization itself. Agency, in this sense, is
not added to autonomy from the outside; it is autonomy becoming
anticipatory through time (Navel [2025)).

This also clarifies why ordinary feedback control is insufficient.
A cybernetic regulator, such as a thermostat or a conventional ma-
chine, can correct deviations from a target state, but its variables,
sensors, effectors and success criteria are externally specified. In
biological agency, by contrast, the measurement—control architec-
ture is itself part of the organization that must be produced and
maintained (Cariani, (1993} 2009). What is sensed, what is con-
trolled, and what counts as viable are not fixed once and for all.
They are historically stabilized and, in stronger forms of agency,
revisable (Cariani| 2011). The threshold from goal-directedness
to agency can therefore be stated as follows. A system is goal-
directed when its organization biases trajectories toward viability-
supporting states. A system is agentive when that organization
contains an endogenous anticipatory structure that modulates cou-
pling before the relevant future state is fully actualized. This is
why the ADBN redescription matters: it does not merely repre-
sent a stochastic dynamics, but a temporally structured organiza-
tion in which prior interactions canalize future possibilities (Juar-
rerol [2023)).

Open-endedness as reconstruction of future
possibilities

Open-endedness marks a reconstructive condition that is stronger
than anticipatory modulation alone. A merely adaptive agent may
choose among available actions, update parameters or compensate
perturbations within an already established repertoire. An open-
ended agent can alter the variables, couplings, interpretive roles or
formal constraints through which future relevance is defined. This
distinction is essential for avoiding a weak conception of adapta-
tion. Many systems adapt by changing parameters within a fixed
state space (Hernandez-Orozco et al., 2018). Living systems, by
contrast, often alter the effective space in which adaptation occurs:
new sensors, new effectors, new codes, new constraints and new
organism—environment relations can emerge historically (Cariani}
1989).

In the language developed here, open-endedness requires not
only closure to efficient causation and endogenous anticipation,
but openness to formal causation: the capacity to transform the
rules, descriptions and distinctions by which the system constructs

its own future (Ellis, |2023). The decomposition profiles in Ta-
ble 2] make the relevant contrasts explicit. Elemental reactions can
exhibit temporal succession without self-reference; open depen-
dency structures can be history-sensitive without autonomy; auto-
genic closure can maintain constraints without rich environmental
measurement; and situated semantic closure can support measure-
ment and control without necessarily reconstructing its own formal
repertoire. Open-ended agency is therefore supported only when a
situated anticipatory organization can revise that repertoire without
destroying its organizational continuity.

A threshold poset

Table E] gives operational definitions for the focal biological route.
Autonomy is closure to efficient causation under material open-
ness. Goal-directedness is viability-biased maintenance grounded
in the organization. Agency is endogenous anticipatory modula-
tion of organism—environment coupling. Open-endedness is recon-
struction of the future space within which such modulation occurs.
Figure [T1] shows how the four conditions recruit material open-
ness, efficient closure, intrinsic finality, and formal openness with-
out treating the conditions as concentric sets. Figure [I2]then rep-
resents a defeasible partial order: solid arrows mark the relations
defended along the focal biological route, while side nodes and
dashed routes display cases in which replication, external goal as-
signment, closure, or anticipation dissociate. We use poset rather
than lattice because no claim is made here that every pair of pro-
files has a meet and join. Proto-agential systems occupy profiles
with some relevant precursors but do not yet satisfy the strong
agency criterion (Moreno| |2018). A chemical system can preserve
memory-like dependencies without autonomy (Duefias-Diez and
Pérez-Mercader, 2019); an autogenic system can maintain con-
straints without explicit sensing—response architecture (Deaconl
2021); and a semantically closed system can be autonomous with-
out being richly open-ended (L6pez-Diaz and Gershenson, [2025)).
Incomparability is therefore a substantive result, not a defect of the
taxonomy.

Moreover, this organizational atlas is intended to answer a cen-
tral objection to biological agency: if agency cannot be distin-
guished from ordinary mechanism, predictive regulation or self-
stabilization, then it risks becoming an empty label (DiFrisco and
Gawnel [2025). The present framework avoids that problem by
specifying what agency adds. It does not add an immaterial force,



Material openness
matter-energy exchange

Efficient closure
constraint regeneration

Intrinsic finality
organization-relative norm

Formal openness
revisable specifications

Autonomy

Thermodynamic exchange
without loss of unity

Internally regenerates
constitutive constraints

Precariousness grounds
a minimal norm

Not required by
autonomy alone

Causal-role profile along the focal biological route

Profiles are organizational conditions, not concentric sets or ranks of taxa.

Goal-directedness

Exchange remains
viability-relevant

Closure is retained
under perturbation

Trajectories are biased
toward viability

Not required by
goal-directedness alone

Agency

Situated organism-
environment coupling

Maintains measurement-
control architecture

Possible futures guide
viability-selective action

Revises sensor-effector
coupling within an
available repertoire

Open-endedness

New interfaces and
resources can matter

Preserves closure
through reorganization

Norms can be revised
without loss of continuity

Reconstructs variables,
roles, and the repertoire
of possible couplings

The columns show the central biological route defended in the manuscript; side cases may satisfy only subsets of these conditions.

Figure 11: Causal-role profiles along the focal biological route. The columns are organizational conditions, not concentric sets
or taxonomic ranks. Side cases may realize only subsets of the four causal-role dimensions, and every profile remains relative

to a declared scale and target phenomenon.

a hidden vital principle, or an observer-dependent metaphor. It
adds an organizational condition: the self-produced measurement—
control architecture through which the system selects, revises and
acts upon relevant variables. Mechanistic explanation remains nec-
essary. The molecular, physiological, and dynamical details still
matter, because without them there is no concrete system to an-
alyze. Yet, ordinary mechanism and explanation are insufficient
when treating the relevant parts, variables, and transition rules as
externally fixed (Juarrero, |1999).

As we will further discuss in the next section, biological agency
requires a broader mechanistic picture in which the mechanisms
that explain local transformations are themselves embedded in an
organization that produces and revises the constraints making those
transformations functional for the system (Sultan et al.| 2022} Bich
and Bechtell |2022). We call this a closure-sensitive mechanistic
explanation: local mechanisms remain indispensable, but the ex-
planatory target also includes how relevant constraints, boundaries,
and measurement—control relations are produced and maintained
(Bich and Bechtel, 2021} |[Bechtel and Bich} 2023). The question
is no longer only how a system moves through a predefined space
of possibilities, but how an organizationally embedded mechanism
helps construct, constrain, and revise that space (Jaeger et al.,[2024;
Bourrat and Barron| 2026). This formulation is continuous with
experimental biology and avoids using “neomechanism” in a sense
that would collide with the established new-mechanist literature.

The conditions proposed here are conceptual so far, but are not
intended to remain merely verbal. If autonomy, goal-directedness,
agency, and open-endedness are real organizational distinctions,
then they should leave empirical signatures. We should be able to
ask whether a system maintains its own constraints, whether per-

turbation compensation is viability-selective, whether present ac-
tion depends on internally generated future-oriented structure, and
whether the system can revise the variables and couplings through
which the environment becomes relevant. The next section turns
these profiles into an operational research program. The goal is
not to claim that all relevant measurements already exist, but to
specify what a falsifiable theory of biological agency would re-
quire. In particular, we develop a closure-sensitive mechanistic
workflow and propose a first metric suite for detecting semantic
closure, measurement—control complementarity, anticipatory mod-
ulation, affordance reconstruction, syntactic open-endedness, and
viability-corrected skill acquisition.

Operational Signatures of Biological Agency

The previous section distinguished autonomy, goal-directedness,
agency, and open-endedness as nested but non-equivalent thresh-
olds, pointing out to a unification of multiple perspectives in the
literature. Still, a conceptual taxonomy is actually not enough.
As well-criticized by DiFrisco and Gawnel (2025)), if agency is to
become a useful concept for experimental biology, rather than a
metaphor for complex behavior, then the proposed thresholds must
be translated into operational criteria that biologists can measure in
their labs. The central question is therefore not only what agency
is, but how one could detect, compare, perturb, and falsify claims
about agency in concrete biological or synthetic systems (Walsh,
2018). This section develops a first step toward such an opera-
tional theory. We do not claim that the metrics introduced below
already constitute a complete experimental program. Rather, they
should be understood as operational handles: preregisterable pro-



Table 3: Proposed thresholds distinguishing autonomy, goal-directedness, agency and open-endedness.

Threshold Organizational condition

Formal signature

Failure mode

Autonomy The system produces and maintains the
constraints required for its own contin-
uation under material openness.

The organization biases trajectories to-
ward viability-supporting states or pro-
cesses.

Agency The system modulates coupling
through an endogenous anticipatory
structure.

The anticipatory organization can re-
construct its own space of possible rel-
evance.

Goal-directedness

Open-endedness

Closure to efficient causation / closure
of constraints.

Viability-selective compensation and
persistence across perturbations.

History-dependent ADBN with inter-
nally maintained measurement—control
dependencies.

Rewritable variables, couplings, con-
straints, formal causes or interpretive
roles.

Dissipative order with-
out self-maintained con-
straints.

External goal assignment
or mere relaxation to
equilibrium.

Fixed feedback regula-
tion within externally
specified variables.
Parameter adaptation in-
side a fixed state space.

file of operational signatures intended to guide comparative exper-
iments. Each signature must be reported with uncertainty, sensitiv-
ity to coarse-graining, and null models. Our aim is to specify what
should be measured if agency is grounded in self-produced con-
straints, measurement—control complementarity, endogenous an-
ticipation, and the reconstruction of future possibilities. No sin-
gle signature is sufficient; the strongest evidence comes from their
convergence under intervention.

Organizational closure and falsifiability

The main difficulty in operationalizing organizational closure is
that it is not a directly visible component, but a relation among
processes, constraints, and levels of description (Jaeger, [2023b).
A molecule, membrane, enzyme, receptor, or signaling pathway is
not a constraint merely by existing. It becomes a constraint relative
to a process it canalizes, a time scale over which it persists, and
an organization for which its contribution matters. Closure must
therefore be operationalized perspectivally without becoming arbi-
trary (Weckstrom), |2023). The claim is not that every microphysi-
cal process belongs to one closed loop, but that the constraints re-
quired to explain a declared target phenomenon are enabled, main-
tained, or regenerated by the organization whose behavior is being
explained.

This is a closure-sensitive mechanistic explanation, not a new
kind of entity called a “neomechanism.” New-mechanist accounts
rightly require organized components and activities that produce a
phenomenon (Nicholson| 2012; |Craver et al.| [2021)). The present
proposal adds that, for living explananda, investigators must also
test how the relevant components, boundaries, and constraints are
produced and maintained over time (Leuridan and Lodewyckx|
2021; [Bich and Bechtel, 2021; |[Bechtel and Bich, [2023). Or-
ganizational closure does not replace local mechanism; it speci-
fies when local mechanisms are constitutively embedded in a pre-
carious organization. Nor does closure follow from any single
mutual-manipulability experiment. Fat-handed interventions, non-
specific damage, and common causes can create misleading in-
terlevel dependencies (Baumgartner and Gebharter, [2016; (Craver
et al.| 2021). The appropriate evidential standard is triangula-
tion across interventions, regeneration assays, decompositions, and
time scales (Wimsatt, [2007)).

We therefore propose the following six-step workflow, summa-
rized in Figure[T3]

1. Specify the target. Declare the phenomenon, spatial scale, tem-
poral window, observables, viability variables, and candidate or-
ganizational boundary. Closure is always a hypothesis relative
to this target.

2. Separate constraints from faster processes. ldentify relatively
persistent structures that canalize faster dynamics and estimate
the characteristic time scales on which those structures act, de-
cay, and are regenerated.

3. Construct an enablement graph. Let vertices denote experimen-
tally identifiable processes or constraints and directed edges de-
note production, maintenance, repair, or modulation. Record ex-
ternally supplied dependencies explicitly rather than absorbing
them into the background.

4. Test constitutive relevance. Perturb candidate constraints us-
ing matched interventions and control for fat-handedness, non-
specific damage, common causes, and global energetic effects.
Ask whether the intervention selectively changes the target phe-
nomenon in the manner predicted by the enablement graph.

5. Test regeneration and external dependence. Interrupt a can-
didate constraint and determine whether internally maintained
processes restore, replace, or reroute it. A closure claim is weak-
ened when the allegedly internal constraint is dispensable, can-
not be regenerated under the specified conditions, or is supplied
by the experimenter or host.

6. Test robustness. Repeat the analysis across plausible decompo-
sitions, perturbations, boundaries, and time scales. Report a clo-
sure evidence profile—causal relevance, internal regeneration,
controlled external dependence, and robustness—rather than a
context-free binary verdict.

The workflow also clarifies the relation between state-space ap-
proaches and the present framework. State-space descriptions re-
main useful whenever the relevant variables, transition rules, and
boundaries can be treated as fixed over the time scale of inter-
est. Biological agency becomes visible when the organization
changes which variables matter, which couplings are relevant,
which constraints are maintained, or which future states remain
viable (Spencer, 2026). For the metrics below, investigators may
identify a target organization O, environmental variables E;, in-
ternal variables I, sensor-like variables S:, effector-like variables
Ay, and viability variables V;, and then infer a time-lagged depen-
dency structure G; using methods appropriate to the system. This
graph is an experimentally inferred redescription, not the organ-
ism itself. A fixed regulator should principally show parameter
adjustment within a stable dependency structure. Evidence for en-
dogenous anticipation is stronger when perturbation induces inter-
nally maintained reorganization of sensor—effector relevance while
viability is preserved, and when disrupting that organization selec-
tively impairs adaptive action.



Threshold poset of organizational conditions

Solid arrows show order relations on the focal biological route. Dashed arrows show contingent routes whose added conditions are stated explicitly.
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Figure 12: Hasse-style diagram of the threshold poset. Solid arrows order specified organizational conditions along the focal
biological route; dashed arrows mark contingent, scaffold-dependent routes. Host-dependent replicators and externally goal-
directed machines are not forced onto the central route. The diagram is not an evolutionary ladder and makes no claim that

every lineage traverses every node.

Semantic Closure Index

The first proposed metric is the Semantic Closure Index (SCI). Its
purpose is to estimate the degree to which a system constructs or
maintains its own interpreters. In the language of physical biosemi-
otics, an interpreter is a constraint that connects symbolic or signal-

like structures to functional consequences (Pattee| [2013). In the
language of relational biology, it is an efficient cause whose pro-

duction is entailed by the organization itself (Hofmeyr| 2018). The
SCI therefore asks whether measurement—control relations are in-
ternally produced or externally imposed. Let Zo be the set of
candidate interpreters required for the organization O to maintain
viability-relevant measurement—control relations. Let P(z) denote
the set of processes that produce or maintain interpreter ¢, and let
W (i) > 0 denote a weight proportional to the viability-relevance
of ¢, estimated by perturbation, causal influence, or loss of predic-
tive performance, with W (i) > 0. A first approximation
of SCI is

i€Zo

ZiGIO W(’L) Xintcrnal(P(i)) Xfunctional (7«)

SCK0) = >z, WO

(22)

Ineq. 22), Xinternal (P (7)) = 1 when the processes maintaining
1 are internal to the organization under study, and X functional (1) =
1 when perturbing ¢ disrupts the relevant measurement—control re-
lation. Otherwise, Xinternal(P (%)) = 0 and Xtunctiona1(z) = O.
The SCI is close to existing attempts to quantify organizational
closure, such as |Klyubin et al.| (2008)), but it is narrower; it focuses
specifically on closure of interpreters, not merely on cyclic depen-
dence among processes. We can go further and generalize (22)
into a closure evidence profile (CEP). For a target phenomenon
and scale, let n be the number of candidate constitutive constraints
in the preregistered enablement graph, and let e; € [0,1], for
i = 1,...,n, quantify the empirical support that constraint i is
(a) causally relevant to the phenomenon, (b) regenerated within the
candidate organization, and (c) not persistently supplied by the ex-
perimenter or environment. Report the vector

CEP = (1, ..., en), (23)

rather than collapsing heterogeneous evidence into an weighted bi-
nary sum. A closure claim is strengthened when the enablement
graph remains robust across reasonable decompositions and when
intervention on any indispensable constraint impairs both the target



Six-step workflow for testing organizational closure

Closure is a model-relative empirical hypothesis constrained by interventions, regeneration tests, and robustness.

° Specify the target

Define the phenomenon, spatial scale,
temporal window, observables, and
candidate organizational boundary.

o Separate constraints

Distinguish relatively persistent
constraints from the faster processes
they canalize using explicit timescales.

Build enablement graph

Map which constraints produce, repair,
or maintain which other constraints;
record external support explicitly.

o Test robustness

Repeat across decompositions, matched
perturbations, boundaries, and timescales.
Revise the target model if results diverge.

e Test regeneration

Interrupt a candidate constraint and
ask whether internally maintained
processes restore, replace, or reroute it.

° Test constitutive relevance

Use matched interventions; control for
fat-handedness, nonspecific damage,
common causes, and energetic effects.

Report a closure evidence profile, not a binary verdict

Causal relevance + internal regeneration + controlled external dependence + robustness across descriptions
Strength increases when independent operational routes converge.

Figure 13: Six-step workflow for testing organizational closure. The workflow begins with a declared target and returns
to target specification when results depend strongly on boundary, coarse-graining, or time scale. Closure is supported by
convergent evidence for constitutive relevance, internal regeneration, controlled external dependence, and robustness; no single

intervention is an experimentum crucis.

phenomenon and the regeneration of other constraints.

Measurement—Control Complementarity

The second metric is Measurement—Control Complementarity
(MCC). Its purpose is to estimate whether sensing and action
are mutually embedded in viability-maintaining loops, rather than
functioning as separable input—output channels. This distinction
is crucial because ordinary machines can possess sensors and ef-
fectors without being semantically closed [1998b). Bio-
logical systems, by contrast, often produce the very architectures
through which measurement becomes action and action reshapes

future measurement [2009). Let A > 0 be a preregistered
prediction lag chosen for the target process and time scale. As sug-

gested by [Salge and Polani| (2017)), a first approximation to MCC
can be defined as the degree to which sensing improves the predic-
tion of future action and action improves the prediction of future
sensing, conditional on internal organization and viability:

1
MCC = 5 [Z(St; Avsa | 1, Vi) + T(As; Seea | I, Va)] - (24)

In eq. (24), Z stands for the conditional mutual information. The
overall quantity represents the average intrinsic value or informa-
tion gain of a system. It supports a measurement—control inter-
pretation only when interventions on S; and A selectively alter
downstream viability-relevant behavior and when those channels

are themselves maintained by the candidate organization. How-
ever, this quantity should not be interpreted as sufficient for agency.
High measurement—control complementarity could occur in engi-
neered control systems (Salge and Polanil, 2017). What matters is
whether the loop is also internally maintained, viability-relevant,
and plastic under perturbation. MCC therefore becomes informa-
tive only when paired with the SCI and the Anticipatory Modula-
tion Index.

Anticipatory Modulation Index

The Anticipatory Modulation Index (AMI) measures whether
present action depends on internally generated future-oriented
structure above and beyond current stimuli, past state, and exter-
nally imposed feedback. Its purpose is to distinguish ordinary pre-
dictive regulation from endogenous anticipation. A regulator may
predict future states using a fixed model supplied by a designer.
An agentive system, in the stronger biological sense, produces and
revises the internal organization that makes such future-oriented
modulation possible. This magnitude was inspired by (and can
be conceived as an operationalization of) (2019)’s cogni-
tive light cone. Let I, denote internal variables that encode or
approximate future viability-relevant possibilities, whether directly
observed or inferred as latent variables in the ADBN. Let H; the
relevant history of prior states. A first approximation of AMI is



AMI = L(A¢ | Sy, By, He, Vi) — L(A¢ | Sy, By, Hy, Vi, It),
(25)
where L is a suitable prediction loss function (e.g., Kullback-
Leibler Divergence) that must be chosen based on the experi-
menter’s objectives. According to eq. (23), the interventionist test
is stronger than the correlational one: perturbing I; should se-
lectively impair adaptive action under novel conditions, especially
when current stimuli alone are insufficient to explain the behavior.
Given the generality of (23), we propose the following instance.
Let Lo be cross-validated predictive loss for future viability using
present environmental and reactive variables, and £; the loss after
adding candidate internal variables I;. Define the predictive gain
Gpred = Lo — L1. Let Gin be the decline in future viability-
selective action caused by an intervention that disrupts [; while
matching energetic and nonspecific damage controls. The antici-
patory modulation signature is the ordered pair

AMS = (Gprcd7 Gint)v (26)

Notice that both components are required: prediction without
causal leverage may be an epiphenomenal correlation, while causal
leverage without future-sensitive prediction may be ordinary feed-
back.

Affordance Reconstruction Rate

The Affordance Reconstruction Rate (ARR) estimates whether the
system creates new relevant possibilities rather than merely choos-
ing among predefined options. An affordance, in the present frame-
work, is not simply an environmental opportunity, nor merely an
internal representation. It is a relational possibility for action gen-
erated by the coupling between organism and environment (Hirota
et al.,[2024)). Thus, affordance reconstruction occurs when the sys-
tem changes the variables, boundaries, sensor—effector relations, or
constraints through which the environment matters to it (Kauffman
and Roli, 2021). Let d(G¢+a, G¢) be an appropriate graph distance
measuring changes in nodes, edges, causal directions, or functional
roles. A first approximation of ARR is

1
ARR = N d(Ge+a,Gt) - Verga. 27)

In eq. , the viability term Vi1 is essential. Without it,
random breakdown, noise, or pathological instability could be mis-
taken for affordance reconstruction. ARR should increase only
when graph-level reorganization expands or preserves viable pos-
sibilities. This metric is therefore meant to distinguish genuine
open-ended relevance construction from mere behavioral variabil-
ity. Naturally, in certain cases the graph edit distance alone does
not distinguish meaningful reconstruction from estimation error or
destructive disorganization. For these cases, define an event as a
validated affordance reconstruction only when the system acquires
a new measurement—control relation that (i) was absent from its
previous repertoire, (ii) is reproducible across matched trials, (iii)
depends on internally maintained changes, and (iv) expands or re-
organizes viable action. Then

Nvai ated reconstructions
ARR = R reonsneions, (28)

The accompanying report should specify whether the change con-
cerns kernel parameters, graph structure, or the variable repertoire
itself.

Syntactic Open-endedness

The fifth metric, Syntactic Open-endedness (SO), has already been
developed and tested elsewhere (Lopez-Diaz et al.l[2026)). Its role
in the present framework is to capture whether the effective state
space, rule space, context space, or phenotypic space of a system
expands over time. A fixed dynamical system may generate many
trajectories, but it remains bounded by a predefined space of pos-
sibilities. Strong open-endedness requires the system to alter the
effective rules by which future states become reachable. In the
present paper, SO should be interpreted as a measure of formal
openness. It does not replace semantic closure or anticipatory mod-
ulation. Rather, it asks whether the system can expand the syntactic
repertoire through which future organization is explored.

Syntactic open-endedness should be retained only as an inde-
pendent, previously defined test of whether novelty continues to
exceed the repertoire generated by a fixed finite description. It is
evidence about the persistence of novelty, not by itself a measure
of agency. Its strongest use here is conjunctive: sustained novelty
should coincide with closure, anticipatory modulation, and vali-
dated semantic reconstruction. When combined with SCI, MCC,
AMI, and ARR, SO helps distinguish systems that are merely adap-
tive within a fixed space from systems that transform the space in
which adaptation occurs.

Viability-Corrected Skill Acquisition

The final metric is Viability-Corrected Skill Acquisition (VCSA).
Its purpose is to extend|Chollet| (2019)’s skill-acquisition efficiency
beyond predefined artificial tasks. In standard Al evaluation, a sys-
tem can acquire skill over a fixed benchmark without construct-
ing the task space, preserving its own viability, or revising its own
measurement—control architecture. Biological intelligence, how-
ever, requires a broader measure that quantifies how efficiently a
system acquires new competencies while maintaining the condi-
tions of its own continued existence (Pezzulo and Levin, [2026). Let
AK denote improvement in competence over a family of tasks or
affordance relations, Cyata the informational or experiential cost,
Cenergy the energetic cost, Cy4ev the developmental or structural
cost, Ciime the elapsed-time cost, and V' the average viability pre-
served during acquisition. A first approximation of VCSA is

AK

VCSA =V - .
Cdata + Cenergy + Cdev + Ctime

(29)

Eq. preserves the spirit of Chollet’s skill-acquisition ef-
ficiency while adding the biological dimensions absent from it
(Chollet, 2019, p. 41-42). A system that learns rapidly by destroy-
ing its own viability should not count as biologically intelligent
in the relevant sense. Conversely, a system that acquires modest
skill while preserving and reconstructing its own measurement—
control organization may be more biologically agentive than a
high-performing but externally specified machine (Jaeger| 2023a).
Because energetic, developmental, temporal, and data costs have
different units, they must not be added without normalization. For
j € {data, energy, dev, time}, let C; = C;/C}°" be the dimen-
sionless cost relative to a preregistered positive baseline CJT-Ef >0,
and let A\; > 0 be preregistered dimensionless weights satisfying
> y A; = 1. Let € > 0 prevent division by zero, and let A Pyiapie
be the out-of-sample improvement in the prespecified performance
or competence measure that is credited only while the system meets
the declared viability criterion. Thus, APyiaple is the viability-
qualified version of AK (for example, VAK when viability is



normalized to [0, 1]). Then

APyiable
€+ 5N C s .
The accompanying report should specify the cost vector alongside
the scalar score so that conclusions are not artifacts of the weights.

VCSA = (30)

How the metrics work together?

None of these metrics is sufficient on its own. A system may
have high MCC without semantic closure, high AMI without self-
produced interpreters, high ARR because it is unstable, or high
VCSA within a fully externally defined task space. The metrics
become meaningful only as a profile. Autonomy is primarily as-
sociated with SCI; goal-directedness with viability-selective com-
pensation; agency with the joint presence of SCI, MCC and AMI;
open-endedness with ARR and SO; intelligence with viability-
corrected skill acquisition across changing affordance spaces. This
metric suite therefore turns the taxonomy of the previous section
into an empirical research program. It predicts that ordinary ma-
chines, standard predictive regulators, biological cells, synthetic
living machines, biohybrid systems, and multicellular collectives
should occupy different regions of metric space, as constantly sug-
gested by |Solé et al.| (2019); |Solé and Seoane| (2022)); |Solé et al.
(2026). A conventional machine may score high in task skill but
low in semantic closure. A self-maintaining cell may score high
in closure and viability maintenance but lower in affordance re-
construction. A morphogenetic collective may score high in re-
construction if it can reorganize its measurement—control relations
under perturbation while preserving viability.

Furthermore, along with these metrics, the proposed theory is
falsifiable in several ways. First, if systems classified as strongly
agentive show only parameter tuning within fixed measurement—
control graphs, then the claim of endogenous anticipation is weak-
ened. Second, if perturbing the internal anticipatory structure has
no specific effect on adaptive action beyond what is explained by
external feedback, then the AMI interpretation fails. Third, if can-
didate interpreters are not internally produced or maintained, then
semantic closure has not been demonstrated. Fourth, if apparent af-
fordance reconstruction does not preserve viability, then it should
be interpreted as instability rather than open-ended agency. These
criteria also prevent inflationary use of agency language. As sug-
gested by Mitchell and Krakauer|(2023)), a system does not become
an agent merely because it is complex, adaptive, predictive, or dif-
ficult to model. It becomes agentive to the extent that it produces
and revises the measurement—control organization through which it
maintains viability and modulates its coupling to possible futures.
The purpose of the proposed metric suite is therefore not to assign
a single agency score, but to identify the organizational dimensions
along which agency can emerge, fail, or become open-ended.

Thus, the operational program developed here remains prelim-
inary. Its value lies in specifying what must be measured if the
preceding theory is correct. Before clarifying the status of Markov
blankets and active inference, however, it is useful to ask how
these operational handles behave in concrete domains where ordi-
nary distinctions between machines, organisms, cells, collectives,
and nervous systems become unstable. The next section therefore
treats the metric suite not as a finished experimental apparatus, but
as a set of proof-of-concept lenses for comparing artificial chemi-
cal self-reproduction, unicellular coordination, synthetic living ma-
chines, multicellular agency, and neural organization.

Proof of Concept

Once again, the metric suite introduced above should not be inter-
preted as an absolute benchmark for biological agency. Its func-

tion at this stage is more modest and more useful. It provides a
way to ask what would count as evidence for the conditions previ-
ously derived. A proof of concept, in this context, is not a decisive
experimental verification of the theory, but a test of discrimina-
tive power. If the proposed framework is useful, it should allow
us to distinguish systems that merely self-organize, systems that
self-maintain, systems that reproduce, systems that regulate, sys-
tems that reconstruct their organism—environment couplings, and
systems whose future possibilities become open-ended. This sec-
tion considers several domains where such distinctions become
experimentally meaningful. The cases are deliberately heteroge-
neous: abiotic self-reproducing vesicles, Physarum polycephalum,
biobots, multicellular collectives, and nervous systems. These are
not offered as instances of the same kind of agency. On the con-
trary, their importance lies in the fact that they should occupy dif-
ferent regions of the metric space described in the last section. The
goal is therefore not to call all of them agents, but to show how a
formal, multidimensional, biologically grounded theory of agency
can avoid both inflationary agency talk and reductive dismissal.

Abibotic self-reproduction and the lower bound of
organization

A first proof-of-concept domain is provided by fully abiotic sys-
tems capable of growth, reorganization, and self-reproduction. Re-
cent work by|Katla et al.|(2025) describes polymeric vesicles gener-
ated through photo-induced polymerization-induced self-assembly,
where feedback between polymerization, degradation, chemios-
motic gradients, and vesicle growth yields a self-reproducing popu-
lation of synthetic compartments. These systems are especially im-
portant for the present theory because they occupy a liminal zone
between ordinary chemical self-organization and biological repro-
duction. They are not cells, they do not possess genuine semantic
closure, and they should not be described as full agents. Yet, they
exhibit a kind of autonomous material reorganization that is richer
than a passive dissipative structure.

In terms developed in the previous section, these vesicles are
useful because they force us to separate self-reproduction from
agency. As demonstrated by [Katla et al.| (2025), a vesicle popula-
tion may show persistence, multiplication, and even heritable vari-
ation without thereby possessing endogenous anticipatory modula-
tion. SCI should remain low unless the system constructs or main-
tains interpreters that mediate measurement—control relations, such
as those developed by [Soria-Carrera et al| (2026). MCC may be
nonzero if internal gradients and boundary dynamics reciprocally
affect future material organization. AMI, however, should remain
weak unless present reorganization is demonstrably biased by in-
ternally generated variables that approximate future viability (Eg-
bert et al.l 2023). Such systems therefore help establish the lower
bound of the partial order: organized reproduction and primitive
viability are not yet agency, but they may provide the material sub-
strate from which agency-relevant measurement—control relations
can later evolve.

This case also clarifies why the framework does not reduce
agency to self-replication. In|Lopez-Diaz and Gershenson| (2025),
self-replication marked a crucial threshold in the origin of open-
ended evolution because it introduced a self-referential loop ca-
pable of preserving and varying organization through time (Pat-
tee, [1995b). Nevertheless, the present theory requires a stronger
threshold for agency: the organization must not only reproduce or
persist, but modulate its coupling to the environment through in-
ternally maintained anticipatory structure (Machatzke et al.}|[2026).
Abiotic vesicles therefore function as a negative-control-like case.
They show how far self-organizing chemistry can go, while also
clarifying what must be added before agency language becomes



justified.

Unicellular coordination without a nervous system

A second proof-of-concept domain is provided by unicellular
organisms that coordinate behavior without a nervous system.
Physarum polycephalum is particularly useful because its adap-
tive behavior depends on the coupling of physical, biochemical,
and mechanical processes distributed across a single cell (Beek-
man and Latty, 2015). Recent work by |Gyllingberg et al.| (2026))
suggests that self-sustained calcium oscillations, diffusion, and me-
chanics can explain diverse behaviors by linking local perturba-
tions to large-scale coordination. This case is valuable because
it challenges any account of agency that requires centralized con-
trol, nervous representation, or explicit symbolic cognition, such
as|David et al.|(2008)) or|Arnellos and Moreno| (2015)).

In the present framework, Physarum should be analyzed as a
system in which measurement and control are distributed across a
deformable, materially continuous body. The relevant question is
not whether Physarum “has a mind”, but whether its internal oscil-
latory organization modulates future action in ways that preserve
viability under changing environmental conditions (Reid} [2023).
MCC should be particularly informative here, because sensing and
action are not easily decomposed into separate channels. The same
mechanochemical processes that register perturbations also par-
ticipate in movement, growth, and reorganization. In this sense,
Physarum is a natural test case for whether measurement—control
relations can be inferred without presupposing a nervous input—
output architecture.

Certainly, MCC should be complemented by metrics such as
AMI and ARR. AMI would ask whether present motion or mor-
phological reorganization is better predicted by internal oscilla-
tory states than by current external stimuli alone. ARR would
ask whether the organism merely follows predefined attractors or
whether it reconstructs the relevant field of possible actions by
changing its morphology, internal transport, and boundary rela-
tions. A strong result would show that perturbing calcium dy-
namics or mechanical feedback selectively disrupts adaptive ac-
tion, even when environmental gradients remain available (Alim
et all 2017). In this way, Physarum can help bridge the gap be-
tween minimal material self-organization and genuine biological
agency.

Xenobots and the machine—organism boundary

A third proof-of-concept domain is provided by xenobots and other
related synthetic biobots, such as those recently introduced by |Gu-
muskaya et al.| (2025). Xenobots are built from living cells, but
they are not programmed in the same sense as conventional robots.
Their behavior emerges from the self-organization of cellular com-
ponents, bioelectric and mechanical coordination, and the develop-
mental capacities of the living substrate (Levin, [2019; [Blackiston
et al.| 2021 |Seifert et al., [2023). This makes them theoretically
valuable not because they settle the question of agency, but be-
cause they destabilize the inherited distinction between organism
and machine (Barwich and Rodriguez, [2024).

A conventional machine has externally specified sensors, effec-
tors, task spaces, and success criteria. Even when it learns, it
normally learns within a space of variables and goals established
by designers (Carianil |1989). A biobot is different if the relevant
measurement—control architecture is partly generated, maintained,
or reorganized by the biological material itself (Cariani, 2009).
Xenobots therefore invite a more careful vocabulary. They should
not simply be called organisms, robots, or agents. They are better
treated as candidate neomachines: synthetically constructed sys-
tems whose agency-relevant properties depend on self-organizing

measurement—control relations rather than on fixed syntactic pro-
gramming alone.

The metrics introduced in the last section provide a way to make
this distinction precise. A xenobot may have high task perfor-
mance while still scoring low on semantic closure if its relevant
sensor—effector architecture is externally imposed. It may show
goal-directedness if it preserves a stable collective morphology or
behavioral attractor under perturbation (Kriegman et al., |2020). It
becomes more agentive only if present action depends on internally
maintained anticipatory organization, and more open-ended only if
it can reconstruct its own field of relevant affordances. This is why
xenobots should be treated as stress tests for the framework rather
than as decisive evidence for it. They force us to ask which parts
of their organization are engineered, which are self-produced, and
which are transformed by the system’s own activity.

This also clarifies the status of “programming” in biological sub-
strates. In ordinary computation, programming consists in specify-
ing syntactic operations over a predefined set of states. In bio-
logical organization, by contrast, interventions may modulate bio-
electric, mechanical, or developmental conditions that bias the sys-
tem toward some attractor without fully specifying the trajectory
by which that attractor is reached. Such interventions are not ir-
relevant to agency, but neither do they exhaust it (Barwich and Ro-
driguezl [2024)). The key operational question is whether the biolog-
ical collective can repair, reroute, or reconstruct the measurement—
control relations through which the intervention becomes meaning-
ful (Cariani, [1993).

From multicellular agency to ecologies of relational
systems

The transition to multicellularity adds a further complication. Or-
ganizational accounts have usually been developed with unicellular
organisms in mind, where autonomy and agency are tightly coupled
(Mossio and Bich, [2017). However, multicellular systems show
forms of coordination, plasticity, and collective behavior that do
not always satisfy the strict requirements of single-organism clo-
sure (Bich et al.| [2019). |Arnellos and Moreno| (2015) argue that
multicellular agency requires a constitutive—interactive closure me-
diated by a regulatory center, but [Newman et al.| (2025) suggest
that such criteria may exclude many systems that display plausi-
ble forms of multicellular agency, including placozoans, slugs, and
biobots. This tension is exactly where a graded metric space be-
comes useful.

The present framework can accommodate this disagreement by
refusing to treat agency as all-or-nothing. A multicellular collec-
tive may be weakly autonomous at the level of the whole while
strongly agentive in some interactional dimension, or strongly au-
tonomous in developmental organization while weakly anticipatory
in behavior (Fuldal 2023). The question is not whether the collec-
tive satisfies a single binary definition, but how closure, viability
maintenance, anticipatory modulation, and affordance reconstruc-
tion are distributed across levels, scaling from individuals to collec-
tives. Some collectives may inherit measurement—control relations
from their constituent cells; others may generate genuinely new
collective measurement—control relations not reducible to any cell
taken alone.

This suggests a future relational program for multicellularity.
Once a taxonomy of semantically closed or partially closed sys-
tems has been developed (e.g., (Hofmeyr, [2021] Fig. 4)), one can
ask what happens when two or more such systems occupy the same
environment (Cornish-Bowden and Cérdenas| [2020, p. 25). The
coupling of relational entities may produce ecologies of agency
in which each system modifies the affordance space of the others
(Cardenas et al.| 2018). At the multicellular scale, this may take



the form of developmental fields, morphogenetic coordination, bio-
electric patterning, or tissue-level constraints that reorganize what
individual cells can do. The task is not to force multicellularity into
a single-cell diagram, but to identify which diagrams become cou-
pled, nested, or transformed when agency-relevant closure appears
across scales (Hofmeyr, 2021} p. 13). Additionally to the met-
rics proposed here, when dealing with multicellular organizations,
other relevant quantities such as|Polednal(2026))’s Distributed Inte-
gration or [Krakauer et al.| (2020)’s individuality measures must be
taken into account. Multicellular systems are therefore not merely
illustrative examples; they are a domain in which the theory must
show whether it can discriminate degrees and kinds of agency bet-
ter than ordinary feedback language alone.

Neural agency and the semiotics of the brain

Cariani (2001a)’s application of Pattee’s symbol-matter comple-
mentarity principle to brain dynamics makes possible to extend the
present framework, cautiously, to nervous systems. Neural spikes
can be interpreted as discrete functional switching states, while
membrane potentials, fields, and network dynamics provide the
rate-dependent physical substrate in which those switching states
are embedded (Cariani, 2001a). In this view, the brain is not
merely a dynamical system and not merely a computational device,
but a self-maintaining semiotic organization in which symbols and
dynamics continually constrain one another (Pinotsis and Miller,
2025). This interpretation, however, should be updated in light of
contemporary neuroscience.

Recent discussions of causation in neuroscience emphasize that
brain explanation cannot be reduced to correlation (Ross and Bas-
sett,[2024), nor even to a single narrow notion of mechanism (Potter
and Mitchell, 2025). Lesions, stimulation, neuroimaging, electro-
physiology, development, plasticity, and organism-level behavior
all reveal different aspects of causal organization (Siddiqi et al.,
2022). This pluralism is compatible with the present framework,
because relational agency is not expected to appear at one privi-
leged level (Noble, 2012} |[Noble et al.l 2019). Instead, it should
appear in the way measurement—control loops are stabilized, re-
vised, and coupled across neural, bodily, and environmental scales
(Ball, 2023b).

The brain therefore offers a demanding test of the presented
theory. If neural agency is reduced to fixed computation, we
lose the self-maintaining, developmental, and embodied dynamics
that make neural processes biologically meaningful (Carianil 1999,
2001b). If it is reduced to undifferentiated dynamical holism, we
lose the functional specificity of symbolic switching, memory, and
control (Craver, 2007). A relational theory of agency should in-
stead ask which neural processes function as interpreters, which
constraints are maintained by the organism, how internal anticipa-
tory variables modulate action, and how neural systems reconstruct
affordance spaces through learning, development, and plasticity.

Itis very important to emphasize that this does not imply that the
same closed diagram used for a self-manufacturing cell should be
imposed unchanged on the brain or any other multicellular struc-
ture. Different scales may require different relational architectures
(Hofmeyr, 2021} p. 13). A cell, a tissue, a nervous system, and a
social organism may realize different forms of closure and differ-
ent modes of anticipatory organization. What unifies them is not a
single diagram, but a common explanatory demand: to understand
how material systems produce, maintain, and revise the constraints
through which their future possibilities become meaningful (Patteel
2013} p. 27). As we did here with extended (F, A)-systems, we
can derive the temporal parametrizations and joint distributions for
weak versions of any relational model, glimpsing the emergence of
internal models that guide adaptive action not just in Rosen’s orig-

inal (M, R)-systems, but across the entire zoo of potential systems
closed to efficient causation (Hofmeyr, 2021} Fig. 4).

Some empirical expectations

The proposed cases discussed above can be summarized as a set of
expected metric profiles. Abiotic self-reproducing vesicles should
display material self-organization and perhaps weak viability-like
persistence, but low semantic closure and weak anticipatory mod-
ulation. Unicellular organisms, such as Physarum, should display
stronger measurement—control complementarity and possibly non-
trivial anticipatory modulation through distributed mechanochem-
ical organization. Xenobots and other biobots should test whether
biological collectives can reconstruct sensor—effector relevance un-
der perturbation. Furthermore, multicellular collectives should test
whether agency can be distributed across levels without requiring
a centralized nervous system. Similarly, neural systems should test
whether symbolic switching, embodied dynamics, and organism-
level viability can be integrated into a single causal account. Some
of the empirical expectations are shown in Table[d]

Table[d]is not meant to settle the empirical questions in advance.
Its purpose is to make the framework testable. If abiotic vesicles
score as strongly agentive under these metrics, then the metrics
are too permissive. If biological collectives capable of robust re-
organization score no differently from fixed regulators, then the
metrics are too weak. If neural systems cannot be distinguished
from arbitrary dynamical networks, then the framework has failed
to preserve the functional specificity of measurement and control.
In each case, the theory becomes stronger precisely by exposing it-
self to possible failure. The proof-of-concept cases considered here
show how the operational theory can be applied without overex-
tending it. Abiotic vesicles, Physarum, xenobots, multicellular col-
lectives, and neural systems are not placed on a single ladder of
increasing intelligence. They are different domains in which clo-
sure, viability, anticipation, affordance reconstruction, and seman-
tic plasticity may dissociate. This is why the framework should be
understood as a graded organizational theory rather than a universal
attribution of agency to all adaptive systems.

Furthermore, the cases above point toward a broader design con-
cept, labeled here as neomachines. The term names a proposed
class of constructed systems and is unrelated to “new mechanism”
or “neomechanism” in the philosophy of science. A neomachine is
not simply a machine made from biological parts, nor a robot with
adaptive control. It is a constructed or constructible system whose
relevant measurement—control organization is partly self-produced,
historically revisable, and viability-sensitive. Such systems may be
fully biological, hybrid, chemical, cellular, or eventually artificial.
What distinguishes them from conventional machines is not com-
plexity alone, but the degree to which they can generate, maintain,
and transform the semantic relations through which their actions
matter. Such a transition from our current notion of the machine
to neomachines should be conceived as the shift from clocks to en-
gines in the 19th century, or from engines to computers in the 20th
century.

This notion also clarifies what current artificial systems lack. A
contemporary Al system may acquire impressive skill over sym-
bolic or statistical task spaces while lacking semantic closure, in-
trinsic viability, and self-produced interpreters. It may adjust pa-
rameters, discover correlations, or optimize policies without con-
structing the organism—environment relation in which success be-
comes meaningful for itself. The point is not that artificial systems
can never become more life-like. The point is that doing so would
require architectures that incorporate measurement, control, self-
maintenance, and the capacity to revise their own semantic primi-
tives (Carianil [1989, [1998b), [2009)).



System
status

Expected organizational Most informative metrics

Main experimental question

Abiotic self-  Self-organization and re- SCI, MCC, SO

reproducing vesicles  production without full se-

mantic closure

Physarum
cephalum ordination without nervous

control

Xenobots / synthetic Constructed biological col- SCI, AMI, ARR, VCSA

living machines lectives at the organism—

machine boundary

Multicellular collec- Coupled relational systems SCI, ARR, SO

tives with distributed agency
across scales

Neural systems
nization linking switching
states and dynamics

poly-  Unicellular distributed co- MCC, AMI, ARR

Multiscale semiotic orga- MCC, AMI, VCSA

Are interpreters internally pro-
duced, or is reproduction still
driven mainly by externally im-
posed chemistry?

Do internal oscillatory vari-
ables modulate future action
beyond current stimuli?

Can the collective repair or

reconstruct measurement—
control relations under novel
perturbations?

Does agency emerge at the col-
lective level, or only from con-
stituent cells?

How do neural symbols, bod-
ily dynamics, and viability con-
straints co-produce action?

Table 4: Proof-of-concept domains for the proposed metric suite. The expected profiles are not intended as final classifications,
but as hypotheses about how different systems should occupy different regions of the agency metric space.

Our neomachine concept therefore turns the present theory into a
design constraint. To build life-like agency, one should not merely
add more computation to a passive substrate. One must construct
systems in which the substrate participates in the production and
repair of the constraints that guide computation. This requires
stochasticity, material turnover, measurement—control complemen-
tarity, and the possibility of reorganizing sensor—effector relations
under perturbation (Cariani}, [1993). In this sense, neomachines
are not just technological artifacts; they are experimental tests of
whether the organizational principles identified here can be physi-
cally realized.

Having clarified the experimental scope of the theory, we can
now return to the formal language that has appeared throughout
the paper. ADBNs, Markov blankets, and active inference are use-
ful only if their status is carefully restricted (D1 Paolo et al.} 2022).
They do not provide the ontological foundation of agency. They
are derived redescriptions of temporal dependency structures al-
ready grounded in organizational closure, measurement, and con-
trol (Nave, |2025). The final theoretical task is therefore to explain
how the present framework can use these tools without inherit-
ing the substance metaphysics and universalizing tendencies often
associated with the famous Free Energy Principle (Friston| 2009,
2013 |[Kirchhoft et al., |2018)).

Markov Blankets and Computational
Enactivism Without Substance Metaphysics

The proof-of-concept cases discussed above clarify the empirical
scope of the theory, but they also force a final conceptual distinc-
tion. Throughout this paper, we have used the language of asyn-
chronous dynamic Bayesian networks, joint distributions, genera-
tive models, Markov blankets, and active inference. These terms
are useful only if their explanatory status is carefully restricted.
They should not be treated as first principles from which life, au-
tonomy, or agency are deduced (Nave} 2025). Rather, they are de-
rived formalisms: probabilistic redescriptions of temporal depen-

dency structures that become meaningful only after a living orga-
nization has already been demarcated in terms of closure, mea-
surement, control, and material self-maintenance (Di Paolo et al.,
2022). This restriction is not a minor philosophical caution, but
what prevents the present framework from collapsing into the uni-
versalizing tendencies often associated with the Free Energy Prin-
ciple (FEP), introduced by [Friston| (2009). The claim is not that
any system with a Markov blanket is alive, autonomous, or agen-
tive. Nor is the claim that organisms are literally Bayesian net-
works. The stronger and more careful claim is that, once a se-
mantically closed organization has been temporally unfolded, its
changing dependency structure can be redescribed using proba-
bilistic tools. In this order of explanation, organizational closure
comes first; Bayesian description comes second.

Closure before inference

The first principle of the present framework is organizational clo-
sure, not active inference. A living organization is not identified
because it minimizes free energy, occupies expected states, or pos-
sesses a statistical boundary, as in Ramstead et al| (2023). In
our approach, a living organization is identified because its effi-
cient causes are produced, maintained and transformed by the or-
ganization itself, while remaining materially open to the environ-
ment (Rosen, [1991; Montévil and Mossio, |2015} [Hofmeyr, [2021).
Only after this organizational unity has been identified does it be-
come legitimate to ask how its temporal dependencies can be repre-
sented probabilistically. This order directly addresses one of Nave
(2025))’s central worries about Markov-blanket realism.

If Markov blankets are treated as ontological foundations, they
appear to explain autonomy by presupposing the very organization
that they are meant to identify (Biehl et al., |2021). A cell mem-
brane, metabolic network, or sensorimotor boundary is produced
and repaired by the activity of the organism; a Markov blanket,
by contrast, is a statistical structure defined relative to a model.
It cannot, by itself, explain why a living boundary exists, why it



persists under material turnover, or why its maintenance matters to
the system (Nave} 2022)). The present framework reverses this ex-
planatory direction. The Markov blanket is not the source of the
organism’s boundary, but a possible redescription of dependency
relations among processes already embedded in a self-maintaining
organization (Virgo et al.,|2025). This makes it possible to use the
formal strengths of Markov blankets without converting them into
metaphysical foundations. A blanket may help us describe how
internal, sensory, and active variables are conditionally related; it
does not explain why those variables belong to a living unity in the
first place (Clark| [2017).

The ADBN induced by the temporal parametrization of an
(F, A)-system (and of any other closed relational model) should be
understood in the same restricted way. Following Korbak| (2023),
each constitutive mapping was associated with a characteristic
timescale, supporting the idea that constraints and the processes
that produce or maintain them operate across different temporal
regimes (Montévil and Mossio, [2015). This temporal unfolding
does not add a new substance or hidden cognitive principle to the
relational model. It simply makes explicit that a closed organi-
zation cannot be operationally understood as a timeless diagram
(Varela, [1975). The resulting ADBN is therefore not the organ-
ism’s essence, but a formal reconstruction of how the organization
constrains its own future states through asynchronous dependen-
cies. Its nodes represent variables associated with components,
processes, or mappings; its edges represent conditional dependen-
cies generated by the temporal unfolding of the organization. In
this sense, the ADBN is a model of the organization as seen through
a probabilistic lens, not a replacement for the relational organiza-
tion itself.

This distinction matters because the ADBN can be mistaken for
a fixed internal model. That would be misleading. The relevant
generative structure is not imposed from outside, nor is it assumed
as a pre-given veridical model of the world. It is produced by the
organization’s own history of material interactions, and it is contin-
uously revised as the organization adapts. Thus, the internal model
associated with a living organization is not a static representation
stored somewhere inside the organism, but a processually main-
tained dependency structure whose variables, probabilities, cou-
plings, and possibly topology may change as the organization re-
constructs its own conditions of existence (Guénin-Carlut, 2024).
This is the point at which the present framework can retain some-
thing valuable from active-inference language while avoiding its
strongest overextensions. A temporally unfolded organizationally
closed organization can be described as if it were maintaining and
revising a generative model of its own organism—environment cou-
pling (Virgo et al.| [2025). But this model is not the metaphysical
ground of life. It is the probabilistic trace of a more basic orga-
nizational fact: the system produces and maintains the constraints
through which environmental perturbations become meaningful for
its own continuation (Fabregas-Tejedal, 2026).

Nested Markov blankets in an unfolded
organization

Kiverstein et al.| (2022) propose that Markov blankets can be used
to model sensorimotor autonomy by considering the enabling rela-
tions among component processes. In their account, each com-
ponent process may be associated with its own blanket. Two
components stand in an enabling relation when the active states
of one component help maintain the sensory states required for
the viability of another. If these relations are reciprocally orga-
nized, the system as a whole can maintain itself as a precarious
unity (Kiverstein et al., 2022 p. 9). This proposal is valuable
because it shifts attention away from a single global blanket and

toward nested relations among component processes. Our tempo-
rally parametrized (F, A)-system provides a natural candidate for
formalizing this idea. Instead of asking whether the organism has
one Markov blanket, we can ask which subsets of variables in the
ADBN form candidate blankets for particular component processes
or closure loops. Given a time-indexed graph G; with variables V7,
the Markov blanket of a subset U C V; can be written schemati-
cally as

MBg, (U) = Pa(U) U Ch(U) UPa(Ch(D))\ U, (1)

where Pa(U) denotes the parents of U and Ch(U) denotes the
children of U. Notice this definition is purely graphical. It becomes
biologically meaningful only when the resulting dependencies cor-
respond to real measurement—control relations in the organization.
This gives a precise way to connect [Kiverstein et al.| (2022)’s pro-
posal with relational biology. For each component process, the
candidate blanket should not be identified merely by graph topol-
ogy. It should be tested against the causal and functional role of
that process in the organization (Korbak, 2023| p. 45). Does it
receive perturbations through genuine measuring structures? Does
it affect the rest of the organization through genuine control struc-
tures? Does its continued activity contribute to the maintenance of
the processes that maintain it?

If the answer is yes, then the blanket is not merely a statistical
convenience; it is a formal redescription of an organizationally rele-
vant interface. The resulting picture is not one global Markov blan-
ket surrounding a pre-given organism, but a heterarchy of nested,
partially overlapping blankets associated with the temporal main-
tenance of component processes. Some blankets may correspond
to metabolic loops, others to sensing and response, others to inter-
nal fabrication and assembly, and others to higher-order regulatory
dependencies. What matters is not that every blanket is ontolog-
ically real, but that the pattern of nested dependencies can reveal
how the organization maintains its own viability through recipro-
cal enabling relations (Bruineberg et al.| [2022).

Epistemic cuts, active inference, and anticipatory
control

The above also clarifies the relation between Markov blankets and
Pattee’s epistemic cuts (Pattee, 2001). A Markov blanket does
not, by itself, generate syntax, symbols, or semantic interpreta-
tion. It gives an interface of conditional dependence. Syntax, in
the biosemiotic sense, requires more: relatively rate-independent
symbol vehicles, an interpreter capable of treating differences
among those vehicles as differences that matter, and an organi-
zation in which such interpretation has functional value (Pattee}
2013). Without these ingredients, a blanket is only a statistical par-
tition (Williams| [2022). This point is crucial for avoiding a com-
mon inflationary move. One might be tempted to say that because
a Markov blanket separates internal from external states, it already
captures the epistemic cut. That is too fast. The epistemic cut is not
merely a boundary between variables. It is a functional distinction
between symbolic vehicles and the rate-dependent dynamics they
measure or control. A Markov blanket may help redescribe that
distinction once it exists, but it cannot explain the origin of sym-
bolic vehicles, interpreters, or semantic closure (Facchin, 2023).
At most, Markov-blanket language can help formulate the con-
ditions under which syntactic vehicles become stable within a
living organization. First, there must be a timescale separation
that allows some internal structures to behave as relatively rate-
independent tokens with respect to the dynamics they regulate
(Montévil and Mossiol 2015). Second, there must be a dedicated



interpretive organization that treats differences among those tokens
as functionally relevant (Jaeger et al.,[2024). Third, that interpreter
must itself be produced or maintained by the organization (Patteel
2012b). These are not consequences of Markov blankets alone.
They are biological conditions that a blanket-based redescription
must respect. In this sense, the epistemic cut precedes the Markov
blanket in the order of biological explanation. The blanket can
help us identify how the cut is embedded in a larger dependency
structure, but the cut is grounded in measurement and control,
not in conditional independence alone (Pattee} |1969a). The same
point applies to syntax. A system does not acquire syntax because
its variables are separated by a blanket. It acquires syntax when
discrete, relatively inert vehicles become available for combinato-
rial control within a self-producing semiotic organization (Waters,
2012).

Once this restriction is in place, active inference can be used in
a more disciplined way. In the present framework, active inference
does not define life. It redescribes one possible functional con-
sequence of temporally unfolded closure. A semantically closed
organization with sensing and response capacities can use present
perturbations to modulate future organism—environment coupling.
This is why the extended (F, A)-system naturally suggests a prim-
itive anticipatory structure: environmental signals do not merely
trigger reactions, but become integrated into a self-maintaining or-
ganization whose present dynamics bias future viable trajectories
(Egbert et al.| 2023). This is not the same as saying that every or-
ganism explicitly minimizes free energy. Nor is it necessary to in-
terpret free energy as a universal metaphysical principle governing
all self-organizing systems. The safer interpretation is methodolog-
ical: active-inference formalisms may provide a useful language
for describing how some organisms regulate their coupling to the
environment under uncertainty (Baltieri et al.|, [2025). The deeper
biological explanation remains organizational. The organism acts
in light of possible futures because it is a temporally extended, ma-
terially precarious, semantically closed organization whose con-
straints must be continuously repaired and revised.

Remarkably, Bickhard’s interactivism provides an especially
close non-Fristonian neighbor to the present proposal (Bick-
hard| 2009). It begins from process naturalism rather than sub-
stance metaphysics and distinguishes systems that are merely self-
maintaining from systems that are recursively self-maintaining. A
recursively self-maintaining system can switch among possible in-
teractions as environmental conditions change. Each interaction
carries an implicit presupposition about the conditions under which
it will contribute to continued maintenance, and that presupposi-
tion can fail. Normativity therefore emerges from the difference
between interactions that sustain the far-from-equilibrium orga-
nization and interactions that undermine it. This analysis sharp-
ens the transition from goal-directedness to agency proposed here.
Viability-biased restoration is not yet sufficient. Agency requires
endogenous selection among possible organism—environment cou-
plings on the basis of anticipatory presuppositions whose success
or failure matters to the organization itself. The temporally realized
(F, A)-system supplies the constitutive account that interactivism
leaves comparatively schematic: it identifies how the sensors, ef-
fectors, symbol vehicles, and constraints enabling such selection
are materially fabricated and maintained. Interactivism, in turn,
supplies a naturalized account of representational error and norma-
tive content without treating an internal model as a static encoding
or invoking the Free Energy Principle as a universal law.

The above also clarifies why the internal model in the present
theory avoids the circularity criticized by Nave| (2025). In many
active-inference narratives, the generative model appears already in
place, and learning becomes a matter of updating parameters within
a pre-established state space. In the present account, the genera-

tive structure has an origin. It is chemically, materially, and orga-
nizationally generated through closure, then temporally unfolded
into a revisable dependency structure. The model is not given
first and used to explain life; it is produced by living organiza-
tion as one of the consequences of temporalized self-maintenance.
The strongest version of this claim, however, remains future work.
It is not enough to say that the associated ADBN joint distribu-
tion changes over time. Genuine open-ended agency requires that
the organization can modify more than probabilities. It must be
able, at least in principle, to transform variables, alphabets, inter-
pretive roles, measurement repertoires, and coupling topologies.
The present framework points toward this possibility through for-
mal openness in (F, A)-systems, but a complete mathematical ac-
count of topology-changing ADBNs remains to be developed. To
be more specific, the stochastic realization introduced in Section
[Temporally Parametrized (', A)-systems|can change in more than
one sense. At each index ¢, let My = (Wi, Gy, K¢) denote the
stochastic model used to redescribe the organization, where V; is
the repertoire of random variables and their state spaces, G is the
directed dependency graph over that repertoire, and Ky = {Kv,; :
V € V:} is the collection of conditional Markov kernels. It is
useful to distinguish three modes:

My = Vi, Gi, Ky), (32)
Mode I: Ky — K4~ with fixed (V, G), (33)
Mode II: (G¢, K;) — (Gigr, Kiy-) withfixedV,  (34)
Mode III: (Vi, G, Kt) = (Vigr, Gegry Kgr). (35)

The arrows denote changes in the stochastic redescription be-
tween indices ¢ and ¢ + 7, not ordinary state transitions inside
one fixed model. “Fixed” means equality of the named objects
across the comparison interval: V; = V;1 . = V and, where stated,
Gt = Giy+r = G. Mode I corresponds to parameter or poste-
rior updating inside a fixed model class. Mode II corresponds to
structural adaptation among an already specified repertoire of vari-
ables. Mode III represents reconstruction of the repertoire itself:
new measurement channels, effectors, interpretive roles, or state
variables become relevant. These modes are alternatives that may
occur in different contexts, not ranks in an evolutionary sequence.
The present manuscript gives an organizational rationale for all
three modes and a standard probabilistic representation for Modes
I-1II. It does not yet provide a complete mathematics of Mode III.
Claims about open-ended reconstruction should therefore be pre-
sented as a research program constrained by the relational model,
rather than as a result already contained in conventional Bayesian-
network formalism. This clarification also restricts the connection
to active inference. As we will explain below, a generative model
is not postulated as the source of autonomy. Once a self-producing
measurement—control organization has been independently identi-
fied, probabilistic inference can redescribe how its histories bias
future viable trajectories. Relational closure comes first; stochastic
redescription comes second.

From instrumentalism to constrained realism

This restricted use of ADBNs, Markov blankets, and active in-
ference also clarifies the sense in which the present framework
is computational enactivist. The term, coined by [Korbakl (2021),
is potentially misleading because it has been associated with at-
tempts to unify enactivism and the FEP. Our use of the term is
different. It does not begin from Fristonian metaphysics, nor
does it treat free-energy minimization as the foundation of life
or mind. It begins from Rosen| (1991)’s relational biology, [Pat-
tee (2001)’s symbol-matter complementarity, |Hofmeyr| (2021)’s



(F, A)-systems, and |Cariani| (1989)’s account of measurement,
control, and emergent semantic functions. The computational side
of the framework lies in the fact that living organizations do ma-
nipulate relatively discrete, rate-independent structures. They use
symbolic vehicles, codes, and syntactic relations to construct, re-
pair, and regulate their own functional organization (Waters,|[2021).
The enactive side lies in the fact that these symbolic processes are
not detached from material embodiment, thermodynamic precari-
ousness, or organism—environment coupling (Clark} 2017). Com-
putation is not an autonomous layer floating above life, but a func-
tional regime inside a broader architecture of measurement, con-
trol, self-production, and adaptive action (Cariani, 201 1)).

This position also avoids the opposite extreme. Purely anti-
computational versions of enactivism risk losing the formal struc-
ture needed to explain how organisms stabilize memory, coordinate
action, and preserve functional distinctions through time (Di Paolo
et al} |2022). Conversely, purely computational approaches risk
reducing life to syntax and losing the pragmatic dimension that
makes symbols matter (Pattee, |2019). The present framework oc-
cupies the middle path: syntactic operations are real and indispens-
able, but they are biologically meaningful only when embedded in
a self-maintaining organization that measures, controls, and recon-
structs its own conditions of viability (Lopez-Diaz and Gershenson,
2025). In this sense, computational enactivism should not be un-
derstood as a compromise between two already complete theories,
but a reconstruction of both (Rodriguez-Vergara and Husbands,
2026). Computationalism is corrected by requiring measurement,
control, embodiment, and semantic closure. Enactivism is sharp-
ened by providing a formal account of how self-maintaining orga-
nization can generate revisable anticipatory structures. The result
is neither a Turing-machine theory of life nor a vague appeal to or-
ganismic holism, but a process-ontological account of how living
systems become capable of meaningful action (Duprél |2020).

There remains a final interpretive question: should the ADBN
and its blankets be understood instrumentally, realistically, or
something in between? A purely instrumental reading would say
that these formalisms are useful descriptions imposed by an ob-
server (e.g., Bruineberg et al.| (2022)). A strong realist reading
would say that the organism literally is an ADBN, literally has
Markov blankets, and literally performs active inference (e.g., Fris-
ton| (2013)). Both readings are misleading. The present framework
requires a constrained realism, such as[Mitchell| (2023))’s metaphys-
ical pragmatism or |Weckstrom| (2023)’s perspectival realism. The
probabilistic model is observer-constructed, but it is constrained by
real organizational relations of measurement, control, and closure.
This is similar to the status of the epistemic cut. The cut is not
an ontological dualism between matter and symbol, but neither is
it arbitrary (Pattee, 2013). It reflects the fact that some functional
distinctions disappear when everything is reduced to microscopic
dynamics (Patteel |2007). Likewise, the ADBN is not an extra sub-
stance inside the organism, but it is not arbitrary either. It is a
formal redescription of dependencies generated by temporally or-
ganized biological processes. Its adequacy depends on whether it
tracks the real functional architecture of the system.

This constrained realism also protects the theory from pan-
inferential overreach. Many systems can be described statistically.
Many systems can be partitioned into conditionally dependent vari-
ables. Many systems can be interpreted as if they were minimizing
some quantity. None of that is sufficient for agency. Agency re-
quires that these dependencies be embedded in a materially precar-
ious organization whose measurement—control relations help main-
tain and revise the conditions of its own existence. The ADBN
matters only because it is derived from such an organization. The
present section has restricted the status of the probabilistic lan-
guage used throughout the paper, but it has not solved every prob-

lem. Three open questions are especially important.

First, a general method is still needed for identifying biologi-
cally meaningful blankets inside a temporally unfolded relational
organization. Graph-theoretic blankets are easy to define; biolog-
ically meaningful blankets require independent evidence of mea-
surement, control, and closure. Second, a stronger formalism is
needed for cases in which adaptation changes not only probabil-
ities but variables, alphabets, interpretive roles, and graph topol-
ogy. Third, the relation between local component blankets and
organism-level agency must be clarified in multiscale systems.
These open questions should not be treated as weaknesses of the
framework. They are the point at which the theory becomes ex-
perimentally and mathematically productive. If Markov blankets
are derived formalisms, then the task is not to discover one uni-
versal blanket of life, but to identify which dependency structures
are produced and maintained by living organizations, how those
structures change across timescales, and when such changes be-
come sufficient for autonomy, goal-directedness, agency, and open-
endedness. In this way, the framework turns the philosophical de-
bate over active inference into a concrete research program.

The resulting picture is therefore deliberately non-Fristonian.
Life is not explained by free-energy minimization. Agency is not
explained by the mere possession of a blanket. Cognition is not
explained by treating organisms as generic inferential machines.
Instead, free-energy, blanket, and inference languages become use-
ful only when subordinated to a more basic account of biolog-
ical organization: materially open, semantically closed, tempo-
rally unfolded, and capable of revising the measurement—control
relations through which its future possibilities become meaning-
ful. This completes the theoretical arc of the paper. The earlier
sections established why biological agency cannot be reduced to
stability, goal-directedness, or mechanism alone. The middle sec-
tions derived a structural partial order of organizational conditions
and proposed operational handles for testing their distinct profiles.
The proof-of-concept section showed how these handles may apply
across protocells, unicellular behavior, synthetic living machines,
multicellular systems, and neural organization. The present section
has clarified the status of the probabilistic and active-inference vo-
cabulary used along the way. What remains is to summarize the
theory, its limits, and the research program it opens.

Discussion

The aim of this paper has not been to add one more definition of
agency to an already crowded theoretical landscape, but to show
how several concepts that are often conflated can be systematically
distinguished once living organization is treated as temporally un-
folded semantic closure. The central result is a graded organiza-
tional account in which autonomy, goal-directedness, agency, and
open-endedness form nested but non-equivalent thresholds. Au-
tonomy arises when a system maintains the efficient causes of its
own organization under material openness (Rosen, 1991 Montévil
and Mossio) 2015). Goal-directedness appears when such pre-
carious organization becomes viability-biased, so that some tra-
jectories count as preserving the system while others count as
breakdown (Veloz, [2021; Heylighen| 2023). Agency begins when
viability-biased organization acquires an endogenous anticipatory
structure that selectively modulates organism-environment cou-
pling (Moreno, 2018; [Newman et al., 2025)). Open-endedness be-
gins when that anticipatory organization can reconstruct the very
space of future possibilities through which viability, action, and
relevance are defined (Pattee and Sayamal [2019; [Lopez-Diaz et al.|
2026).

This partial ordering helps avoid two symmetrical mistakes. On
the one hand, agency should not be identified with any form of



self-organization, robustness, or attractor-seeking behavior (Jaeger,
2023b; [Bourrat and Barron, [2026). Many non-living systems dis-
play stability, cyclicity, or spontaneous order without producing
the constraints that make their own persistence possible (Deacon
et al., 2014; |[Mossio and Bichl [2017). On the other hand, agency
should not be treated as an all-or-nothing property added myste-
riously to already living matter (Sultan et al.| 2022 |DiFrisco and
Gawnel 2025). The decomposition identifies possible dependency
relations: structured chemical dependencies need not entail clo-
sure; closure need not entail anticipatory modulation; and anticipa-
tory modulation need not entail open-ended reconstruction. Some
biological histories may instantiate these conditions in the focal or-
der, while others may bypass, externalize, or lose them. Agency
is therefore neither a primitive gift nor a merely observer-imposed
metaphor, but an organizational achievement with identifiable, not
universally sequential, precursors.

A second contribution of the paper is to show why temporal-
ity is not an optional supplement to relational biology. Relational
models are powerful precisely because they capture organizational
entailment without reducing living systems to fixed state-space dy-
namics (Louie} 2013 Hofmeyr, |2021). Yet, the very self-reference
that makes closure biologically distinctive cannot be operationally
understood outside time (Varela, 1975} Reichel, 2011). A closed
organization must appear alternately as producer and produced, in-
terpreter and interpreted, constraint and constrained process. By
assigning characteristic timescales to the mappings of an (F, A)-
system, we do not abandon relational biology for ordinary dynam-
ics. Rather, we make explicit the temporal form in which closure
can persist, fail, repair itself, and become anticipatory (Montévil
and Mossio, 2015} [Korbakl, 12023)).

This point is especially important for the status of the ADBN
formalism developed throughout the paper. The ADBN is not the
organism itself, nor is it a universal law of self-organization. It is
a derived redescription of the temporal dependency structure of a
semantically closed organization. This restriction allows us to re-
tain the useful language of generative models, Markov blankets,
and active inference without treating them as ontological founda-
tions (Bruineberg et al., 2022} Navel [2025). The organism is not
alive because it has a Markov blanket. Rather, once a living orga-
nization has been identified through closure, measurement, control,
and self-maintenance, Markov-blanket-like structures may help re-
describe how its component processes enable one another across
time, allowing us to experimentally track the development and evo-
lution of such organization.

The paper also clarifies the sense in which this theory is com-
putational enactivist. The computational aspect lies in the fact
that living systems depend on relatively discrete, rate-independent
structures, symbolic vehicles, and syntactic relations that partici-
pate in the construction and regulation of biological function (Pat-
tee, 2001; [Waters, |2021). The enactive aspect lies in the fact that
these structures are meaningful only within materially precarious
organizations that measure, control, act, and reconstruct their cou-
pling with the environment (Cariani} |1989; |Pattee| 2013). It should
be noted that the existence of both epistemic modes of description
(and their interdependence) does not constitute an ontological du-
alism, but rather an epistemic necessity inherent in our modeling
capacities (Weckstrom), 2023). Thus, computation here is neither
rejected nor universalized, but placed inside a broader architecture
of semantic closure, measurement—control complementarity, and
adaptive self-production (Rodriguez-Vergara and Husbands| 2026).

The operational section translated this organizational profile
into a preliminary suite of measurable quantities built upon ex-
isting literature: Semantic Closure Index (SCI), Measurement—
Control Complementarity (MCC), Anticipatory Modulation In-
dex (AMI), Affordance Reconstruction Rate (ARR), Syntactic

Open-endedness (SO), and Viability-Corrected Skill Acquisition
(VCSA). These quantities should not be interpreted as fully vali-
dated metrics or collapsed into a single agency score. Their func-
tion is more modest and more important: they specify what would
have to be measured if the preceding theory is correct. In this
sense, the metric suite is an answer to|DiFrisco and Gawnel(2025)’s
worry that biological agency lacks a proper research program. The
proposed theory becomes experimentally meaningful only insofar
as it generates testable contrasts among systems that merely self-
organize, systems that maintain closure, systems that anticipate,
and systems that reconstruct their own future possibilities.

The proof-of-concept cases were introduced in this same
spirit. Abiotic self-reproducing vesicles, Physarum polycephalum,
xenobots, multicellular collectives, and neural systems were not
presented as confirmations of the theory. They were used as stress
tests and, absolutely, do not constitute an exhaustive list of in-
stances where our theory can be applied. Each case separates fea-
tures that are often collapsed: reproduction without full semantic
closure (Katla et al., [2025), coordination without a nervous sys-
tem (Gyllingberg et al.l [2026), constructed biological organiza-
tion without ordinary machine programmability (Blackiston et al.|
2021), multicellular agency without simple reduction to individual
cells (Newman et al.||2025), and neural symbol-dynamics relations
without a single privileged causal level (Pinotsis and Miller, [2025)).
The value of these cases is that they show where the proposed met-
rics could succeed, where they could fail, and where the theory
must be refined.

While the present theory is compatible with several themes as-
sociated with developmental plasticity (Moczek et al., 2011} |Bel-
dade et al.l|2011)), niche construction (Laland et al.,|2016; |[Constant
et al., 2018), reciprocal causation (Svensson, 2018} [Ramal [2025)),
and eco-evolutionary feedback (Post and Palkovacs| [2009; |Gov-
aert et al.| [2019), it should not be presented as a replacement for
population genetics or as a universal synthesis. Its contribution
is narrower: it offers a relational vocabulary for asking when de-
velopmental and ecological feedbacks become constitutive of an
agent’s own organization. A niche-constructing organism changes
selective conditions, but the relevant agency claim depends on
whether the altered coupling is measured, controlled, and main-
tained through the organism’s closure. Likewise, a holobiont or
multicellular collective should not be assumed to be one higher-
level agent merely because its members interact. Agency at the
collective scale requires evidence for collective constraint regener-
ation, an intrinsic viability norm, and measurement—control rela-
tions that are not exhausted by the agency of the parts.

Notably, our framework is substrate-neutral but organizationally
demanding. A conventional artifact can exhibit sophisticated con-
trol while its constitutive constraints, repair, goals, and semantic
interpretation remain externally anchored. A standalone trained
large language model, considered as a token-prediction component,
does not fabricate or maintain the hardware, energy supply, train-
ing regime, sensors, effectors, or viability norms that make its op-
eration possible. It therefore does not satisfy semantic closure or
biological autonomy in the present sense. This conclusion does not
imply that artificial agency is impossible. An LLM could become
one component in a larger embodied organization that maintains
its own measurement—control interfaces and materially regener-
ates the constraints required for continued operation (Zhang et al.|
2025)); the agency claim would then concern the whole organiza-
tion, not the model alone.

The same caution applies to societies, cities, nations, and institu-
tions. Such systems can possess memory, coordinated control, and
anticipatory planning, but a claim of higher-level agency requires
identifying the target phenomenon and demonstrating closure at
that scale rather than inferring agency from collective complex-
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context dependence; question marks identify empirical targets rather than deficits inferred in advance.

ity. When seeking a relational diagram that represents such col-
lective organizations, it is important to recognize that their causal
architecture would be entirely different from the one analyzed here
(Hofmeyr, 2021, p. 13). Systems that construct other agents in-
troduce a further distinction between productive capacity and or-
ganizational inheritance. A factory can build robots without itself
being autonomous, while a reproducing organization transmits or
reconstructs the constraints through which the offspring becomes
capable of its own closure. This distinction should guide future
work on multicellularity, synthetic swarms, and artificial systems
that manufacture successor systems. Figure[T4]summarizes the re-
sulting hypotheses for different classes of systems without placing
them on one scale.

Several limitations follow from this. First, the mathematical
account of topology-changing ADBNs remains incomplete. The
present paper argues that open-ended agency requires more than
changes in probability values within a fixed dependency graph. It
requires changes in variables, alphabets, interpretive roles, mea-
surement repertoires, and coupling topologies. However, a full for-
malism for such transformations has not been developed here. We
need to reformulate part of Rosen’s relational biology in modern
mathematical terms (Zafiris, [2012; [Loregian, 2020), refining our
theoretical tools and developing new experimental benchmarks for
agency (Baltieri and Suzukil 2026). The present ADBN construc-

tion therefore captures the first step: how temporalized closure can
be redescribed as a history-dependent probabilistic structure. The
next step is to formalize how such a structure can transform its own
space of variables without being reduced to a predefined transition
system.

Second, the operational criteria remain perspectival sensu|Jaeger,
and Neustetter] (2026). Any attempt to measure closure, viability,
anticipation, or semantic reconstruction requires the investigator
to choose observables, timescales, perturbations, and relevant or-
ganizational boundaries (Mossio et al.l 2013; [Weckstrom| [2023)).
This does not make the theory arbitrary, but it does mean that em-
pirical applications must be explicit about the explanatory scale at
which closure is claimed (Winning| [2020; [Serban, 2026), as well
as looking for alternative ways of explanation in science (Juarrero,
1999} Santos} |2023). A proposed closure relation should be treated
as a hypothesis about a target organization, not as a metaphysical
declaration (Winning, |2020). It is supported when intervention re-
veals internally maintained enablement relations; it is weakened
when the allegedly internal constraint is externally supplied, non-
functional, or irrelevant to viability-preserving organization.

Third, the extension beyond unicellularity remains program-
matic. The paper has argued that the framework is not intrinsi-
cally cell-bound, since different relational diagrams may character-
ize different scales of self-referential organization (Cardenas et al.



2018}, [Hotmeyr [2021)). Yet, it has not supplied a full relational the-
ory of multicellular or neural agency. Such a theory would need
to specify how multiple semantically closed or partially closed or-
ganizations couple, compete, synchronize, or compose into higher-
order units (Arnellos and Morenol [2015; [Newman et al.| 2025). In
neural systems, it would also need to clarify how symbolic switch-
ing states, analog dynamics, embodiment, and organism-level via-
bility form a coherent measurement—control architecture (Cariani,
2001at |Craver, 2007; [Ross and Bassett,|2024)). These are not small
extensions of the present theory, but major future projects to be
developed.

Fourth, the framework has not solved the problem of realiza-
tion (Rosen, |1971). It tells us what kinds of organization would be
needed for life-like agency, but it does not yet construct such orga-
nization from scratch. This distinction is important. A simulation
of an ADBN, a digital model of closure, or a Bayesian reconstruc-
tion of biological behavior is not yet a realization of agency (Pat-
tee, 2019). Realization would require physical systems in which
measurement, control, material turnover, constraint maintenance,
and semantic reconstruction are implemented in the substrate it-
self (Cariani, 1989, [1993). This is why the notion of neomachines
remains a design constraint rather than an achieved technology.
To build life-like agency, one must not merely add computation
to matter; one must construct matter organized so that it partici-
pates in the production and transformation of the constraints guid-
ing computation (Cariani}, [1998b} 2009).

These limitations also specify what would count as empirical
progress. The theory would gain support if systems with inter-
nally maintained measurement—control organization display the
predicted profile across the relevant metrics, while systems gov-
erned by externally imposed constraints do not. It would gain
support if perturbations to inferred anticipatory structures selec-
tively impair adaptive action, while perturbations to irrelevant cor-
relations do not. It would gain support if unicellular organisms,
biobots, and synthetic protocells occupy distinct regions of the
agency metric space in ways that match independently established
organizational capacities. Conversely, the theory would be weak-
ened if ordinary dissipative structures, fixed controllers, and purely
externally programmed machines become indistinguishable from
living systems under the same closure-sensitive tests. Experimen-
tal verification of the present theory remains a task for future work.

Remarkably, the most important risk of falsification concerns
open-endedness. If all the proposed metrics can be satisfied by
systems that merely optimize within a fixed externally specified
state space, then the theory has failed to capture what is distinc-
tive about living agency (DiFrisco and Gawne, 2025). A genuinely
open-ended agent should not merely choose among options already
provided by an external model. It should be able to modify which
variables matter, which actions are possible, which affordances are
available, and which future states count as viable (Longo et al.,
2012} [Erwinl 2017} Pattee and Sayama,|2019)). The empirical chal-
lenge is therefore to distinguish parameter learning from seman-
tic reconstruction, and robust control from the production of new
measurement—control relations.

An illuminating, deliberately analogical comparison is Bu’s gen-
erativism (Bul[2026). On that account, generativity is a global pro-
file of generative relations rather than a property inferred from iso-
lated outputs. The notions of saturability and degeneracy sharpen
two distinctions needed here. A system may generate many out-
puts while remaining inside a saturable profile, and multiple non-
injective generative routes may converge on the same output, sup-
porting robustness without enlarging the repertoire of possible or-
ganization. In the present framework, open-endedness requires the
stronger reconstruction of the measurement—control relations that
define the relevant generative profile. The comparison is structural

rather than an identification of mathematical frameworks.

Despite these open problems, the framework developed here
provides a unified research program. It brings together relational
biology, physical biosemiotics, organismic biology, ecological af-
fordances, active-inference formalisms, and process philosophy
without reducing any of them to the others. Relational biology
supplies the logic of closure; physical biosemiotics supplies the
irreducibility of measurement and control; ecological psychology
supplies the situated structure of affordances; active inference sup-
plies a restricted formal language for anticipatory regulation; and
process ontology prevents the resulting synthesis from hardening
into a substance metaphysics. The result is not a final theory of
all agency, but a principled way to ask when matter becomes orga-
nized so as to act on behalf of its own continued possibility.

Conclusion

This paper has proposed a temporally grounded, graded the-
ory of biological agency based on the relational model intro-
duced in [Lopez-Diaz and Gershenson| (2025). The central claim
is that agency is not identical to stability, computation, goal-
directedness, or autonomy. Autonomy concerns the recurrent
regeneration of constitutive constraints under material openness.
Goal-directedness concerns viability-biased maintenance. Agency
begins when a precarious self-producing organization becomes
temporally structured in such a way that its internally generated
anticipatory dynamics selectively modulate organism—environment
coupling in light of possible futures. Open-endedness begins when
the organization can reconstruct the variables, measurement re-
lations, effectors, and norms through which its own future pos-
sibilities are defined. To defend this claim, we first argued that
self-reference cannot be materially realized outside time. By tem-
porally parametrizing (F, A)-systems, we can redescribe seman-
tically closed organizations as history-dependent ADBNs whose
joint distributions are not fixed once and for all, but depend on
context, substrate, and prior interaction. This does not reduce life
to a Bayesian network. Rather, it provides a formal redescription
of how a closed organization unfolds, maintains coherence across
timescales, and acquires a primitive anticipatory structure.

We then derived weaker temporalized organizations in order
to reconstruct a structural partial order from elemental chemical
transformations to situated semantic closure. This order distin-
guishes autonomy, goal-directedness, agency, and open-endedness
as defeasible organizational conditions rather than synonyms or
universal stages. It avoids both the inflation of agency into any
adaptive behavior and the restriction of agency to fully developed
cognitive systems. The operational part of the paper proposed a
preliminary metric suite intended to make these distinctions em-
pirically tractable. The Semantic Closure Index, Measurement—
Control Complementarity, Anticipatory Modulation Index, Af-
fordance Reconstruction Rate, Syntactic Open-endedness, and
Viability-Corrected Skill Acquisition are not final measurements of
agency. They are operational handles: quantities that indicate what
must be tracked if the theory is to become experimentally testable.
In this way, the framework attempts to convert biological agency
from a suggestive vocabulary into a falsifiable research program,
bridging process philosophy and experimental biology (DiFrisco
and Orzack, 2026)).

Finally, we clarified the status of the probabilistic and active-
inference vocabulary used throughout the paper. Markov blan-
kets and active inference do not explain autonomy from first prin-
ciples. They can redescribe dependency structures within orga-
nizations already identified by closure, measurement, and con-
trol. Likewise, computational enactivism is not here understood
as Fristonian metaphysics, but as a process-ontological synthesis



in which computation is embedded within materially grounded, se-
mantically closed, and enactively situated organization. The the-
ory remains incomplete in several respects. A full mathematics
of topology-changing ADBNs has not yet been developed. The
proposed metrics require calibration in concrete biological and
synthetic systems. Multicellular and neural agency require their
own relational diagrams, rather than a simple extrapolation from
the self-manufacturing cell. Above all, the physical realization of
neomachines capable of self-produced semantic reconstruction re-
mains a future experimental goal. Still, these limitations are pro-
ductive: they specify the next steps required for a general theory of
agency to become a working scientific program.

With our approach, the problem of agency has not been solved
once and for all, but has been placed on firmer ground. Matter be-
comes agentive when it is organized so as not merely to persist, but
to maintain, interpret, and transform the constraints through which
persistence remains possible. In that sense, agency is not a sub-
stance added to matter, nor a metaphor imposed by observers, nor
a universal property of systems that minimize uncertainty. Agency
is a temporal achievement of living organization. We now know
that its synthetic realization is, quite literally, “a matter of time.”
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